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Learn	More	Read	More	Read	More	Read	More	Read	More	20	Consecutive	Years	on	the	A-List	Latham	consistently	ranks	among	the	very	top-performing	firms	across	financial	and	cultural	measures.The	American	Lawyer	A-List	2022"An	impressive,	well-integrated	team	across	its	global	offices."Chambers	Global	2022"A	top-notch	litigation	team	that
can	not	only	manage	a	litigation,	but	take	it	all	the	way	through	trial	and	win."Chambers	USA	2021Proud	to	have	taken	more	companies	public	in	the	US	than	any	other	law	firm.Deal	Point	Data	YE	2021"[A]	strong	track	record	for	representing	start-ups	from	the	outset."The	Legal	500	US	2021	Director	of	Global	Health	&	Well-Being	Mark	Goldberg
reflects	on	the	firm's	longstanding	commitment	and	support	for	well-being.We	worked	with	Mermaids	to	form	the	UK's	first	online	legal	name	change	clinic.Houston	partner	Monica	White	reflects	on	her	career	path	at	Latham.Program	helps	students	through	law	school	while	also	relieving	some	of	the	financial	pressure	as	they	begin	to	practice	in	a
way	that’s	meaningful	and	impactful	to	clients,	society,	and	our	firm.	September	28,	2022	Resource	Innovative	resource	guides	organisations	around	the	world	on	their	approach	to	cultural	progression.	September	28,	2022	Article	Latham’s	Government	Price	Reporting	Team	covers	general	developments,	the	Medicaid	Drug	Rebate	Program,	the	340B
Drug	Pricing	Program,	Medicare	Part	B,	and	state	law	developments.	September	27,	2022	Client	Alert	Updated	DOJ	policies	will	continue	to	focus	on	individual	accountability	and	corporate	recidivism,	while	aiming	to	provide	additional	incentives	for	voluntary	self-reporting,	foster	greater	transparency	on	use	of	monitors,	and	take	further	steps	to
promote	corporate	compliance.	Notice:	We	appreciate	your	interest	in	Latham	&	Watkins.	If	your	inquiry	relates	to	a	legal	matter	and	you	are	not	already	a	current	client	of	the	firm,	please	do	not	transmit	any	confidential	information	to	us.	Before	taking	on	a	representation,	we	must	determine	whether	we	are	in	a	position	to	assist	you	and	agree	on
the	terms	and	conditions	of	engagement	with	you.	Until	we	have	completed	such	steps,	we	will	not	be	deemed	to	have	a	lawyer-client	relationship	with	you,	and	will	have	no	duty	to	keep	confidential	the	information	we	receive	from	you.	Thank	you	for	your	understanding.	VDOC.PUB	Download	Embed	This	document	was	uploaded	by	our	user.	The
uploader	already	confirmed	that	they	had	the	permission	to	publish	it.	If	you	are	author/publisher	or	own	the	copyright	of	this	documents,	please	report	to	us	by	using	this	DMCA	report	form.	Report	DMCA	Keep	pace	with	the	fast-developing	world	of	operating	systemsOpen-source	operating	systems,	virtual	machines,	and	clustered	computing	are
among	the	leading	fields	of	operating	systems	and	networking	that	are	rapidly	changing.	With	substantial	revisions	and	organizational	changes,	Silberschatz,	Galvin,	and	Gagne’s	Operating	System	Concepts,	Eighth	Edition	remains	as	current	and	relevant	as	ever,	helping	you	master	the	fundamental	concepts	of	operating	systems	while	preparing
yourself	for	today’s	emerging	developments.As	in	the	past,	the	text	brings	you	up	to	speed	on	core	knowledge	and	skills,	including:What	operating	systems	are,	what	they	do,	and	how	they	are	designed	and	constructedProcess,	memory,	and	storage	managementProtection	and	securityDistributed	systemsSpecial-purpose	systemsBeyond	the	basics,	the
Eight	Edition	sports	substantive	revisions	and	organizational	changes	that	clue	you	in	to	such	cutting-edge	developments	as	open-source	operating	systems,	multi-core	processors,	clustered	computers,	virtual	machines,	transactional	memory,	NUMA,	Solaris	10	memory	management,	Sun’s	ZFS	file	system,	and	more.	New	to	this	edition	is	the	use	of	a
simulator	to	dynamically	demonstrate	several	operating	system	topics.Best	of	all,	a	greatly	enhanced	WileyPlus,	a	multitude	of	new	problems	and	programming	exercises,	and	other	enhancements	to	this	edition	all	work	together	to	prepare	you	enter	the	world	of	operating	systems	with	confidence.	To	my	children,	Lemar,	Sivan,	and	Aaron	and	my
Nicolette	Avi	Silberschatz	To	my	wife,	Carla,	and	my	children,	Gwen,	Owen,	and	Maddie	Peter	Baer	Galvin	To	my	wife,	Pat,	and	our	sons,	Tom	and	Jay	Greg	Gagne	Abraham	Silberschatz	is	the	Sidney	J.	Weinberg	Professor	&	Chair	of	Computer	Science	at	Yale	University.	Prior	to	joining	Yale,	he	was	the	Vice	President	of	the	Information	Sciences
Research	Center	at	Bell	Laboratories.	Prior	to	that,	he	held	a	chaired	professorship	in	the	Department	of	Computer	Sciences	at	the	University	of	Texas	at	Austin.	Professor	Silberschatz	is	an	ACM	Fellow	and	an	IEEE	Fellow.	He	received	the	2002	IEEE	Taylor	L.	Booth	Education	Award,	the	1998	ACM	Karl	V.	Karlstrom	Outstanding	Educator	Award,
and	the	1997	ACM	SIGMOD	Contribution	Award.	In	recognition	of	his	outstanding	level	of	innovation	and	technical	excellence,	he	was	awarded	the	Bell	Laboratories	President's	Award	for	three	different	projects-the	QTM	Project	(1998),	the	DataBlitz	Project	(1999),	and	the	Netlnventory	Project	(2004).	Professor	Silberschatz'	writings	have	appeared
in	numerous	ACM	and	IEEE	publications	and	other	professional	conferences	and	journals.	He	is	a	coauthor	of	the	textbook	Database	System	Concepts.	He	has	also	written	Op-Ed	articles	for	the	New	York	Times,	the	Boston	Globe,	and	the	Hartford	Courant,	among	others.	Peter	Baer	Galvin	is	the	chief	technologist	for	Corporate	Technologies
(www.cptech.com),	a	computer	facility	reseller	and	integrator.	Before	that,	Mr.	Galvin	was	the	systems	manager	for	Brown	University's	Computer	Science	Department.	He	is	also	Sun	columnist	for	;login:	magazine.	Mr.	Galvin	has	written	articles	for	Byte	and	other	magazines,	and	has	written	columns	for	Sun	World	and	SysAdmin	magazines.	As	a
consultant	and	trainer,	he	has	given	talks	and	taught	tutorials	on	security	and	system	administration	worldwide.	Greg	Gagne	is	chair	of	the	Computer	Science	department	at	Westminster	College	in	Salt	Lake	City	where	he	has	been	teaching	since	1990.	In	addition	to	teaching	operating	systems,	he	also	teaches	computer	networks,	distributed	systems,
and	software	engineering.	He	also	provides	workshops	to	computer	science	educators	and	industry	professionals.	Operating	systems	are	an	essential	part	of	any	computer	system.	Similarly,	a	course	on	operating	systems	is	an	essential	part	of	any	computer-science	education.	This	field	is	undergoing	rapid	change,	as	computers	are	now	prevalent	in
virtually	every	application,	from	games	for	children	through	the	most	sophisticated	planning	tools	for	governments	and	multinational	firms.	Yet	the	fundamental	concepts	remain	fairly	clear,	and	it	is	on	these	that	we	base	this	book.	We	wrote	this	book	as	a	text	for	an	introductory	course	in	operating	systems	at	the	junior	or	senior	undergraduate	level
or	at	the	first-year	graduate	level.	We	hope	that	practitioners	will	also	find	it	useful.	It	provides	a	clear	description	of	the	concepts	that	underlie	operating	systems.	As	prerequisites,	we	assume	that	the	reader	is	familiar	with	basic	data	struchues,	computer	organization,	and	a	high-level	language,	such	as	C	or	Java.	The	hardware	topics	required	for	an
understanding	of	operating	systems	are	included	in	Chapter	1.	For	code	examples,	we	use	predominantly	C,	with	some	Java,	but	the	reader	can	still	understand	the	algorithms	without	a	thorough	knowledge	of	these	languages.	Concepts	are	presented	using	intuitive	descriptions.	Important	theoretical	results	are	covered,	but	formal	proofs	are	omitted.
The	bibliographical	notes	at	the	end	of	each	chapter	contain	pointers	to	research	papers	in	which	results	were	first	presented	and	proved,	as	well	as	references	to	material	for	further	reading.	In	place	of	proofs,	figures	and	examples	are	used	to	suggest	why	we	should	expect	the	result	in	question	to	be	true.	The	fundamental	concepts	and	algorithms
covered	in	the	book	are	often	based	on	those	used	in	existing	conunercial	operating	systems.	Our	aim	is	to	present	these	concepts	and	algorithms	in	a	general	setting	that	is	not	tied	to	one	particular	operating	system.	We	present	a	large	number	of	examples	that	pertain	to	the	most	popular	and	the	most	im1.ovative	operating	systems,	including	Sun
Microsystems'	Solaris;	Linux;	Microsoft	Windows	Vista,	Windows	2000,	and	Windows	XP;	and	Apple	Mac	OS	X.	When	we	refer	to	Windows	XP	as	an	example	operating	system,	we	are	implying	Windows	Vista,	Windows	XP,	and	Windows	2000.	If	a	feature	exists	in	a	specific	release,	we	state	this	explicitly.	vii	viii	The	organization	of	this	text	reflects	our
many	years	of	teaching	courses	on	operating	systems.	Consideration	was	also	given	to	the	feedback	provided	by	the	reviewers	of	the	text,	as	well	as	comments	submitted	by	readers	of	earlier	editions.	In	addition,	the	content	of	the	text	corresponds	to	the	suggestions	from	Computing	Curricula	2005	for	teaching	operating	systems,	published	by	the
Joint	Task	Force	of	the	IEEE	Computing	Society	and	the	Association	for	Computing	Machinery	(ACM).	On	the	supporting	Web	site	for	this	text,	we	provide	several	sample	syllabi	that	suggest	various	approaches	for	using	the	text	in	both	introductory	and	advanced	courses.	As	a	general	rule,	we	encourage	readers	to	progress	sequentially	through	the
chapters,	as	this	strategy	provides	the	most	thorough	study	of	operating	systems.	However,	by	using	the	sample	syllabi,	a	reader	can	select	a	different	ordering	of	chapters	(or	subsections	of	chapters).	On-line	support	for	the	text	is	provided	by	WileyPLUS.	On	this	site,	students	can	find	sample	exercises	and	programming	problems,	and	instructors
can	assign	and	grade	problems.	In	addition,	in	WileyPLUS,	students	can	access	new	operating-system	simulators,	which	are	used	to	work	through	exercises	and	hands-on	lab	activities.	References	to	the	simulators	and	associated	activities	appear	at	the	ends	of	several	chapters	in	the	text.	The	text	is	organized	in	nine	major	parts:	Overview.	Chapters
1	and	2	explain	what	operating	systems	are,	what	they	do,	and	how	they	are	designed	and	constructed.	These	chapters	discuss	what	the	common	features	of	an	operating	system	are,	what	an	operating	system	does	for	the	user,	and	what	it	does	for	the	computer-system	operator.	The	presentation	is	motivational	and	explanatory	in	nature.	We	have
avoided	a	discussion	of	how	things	are	done	internally	in	these	chapters.	Therefore,	they	are	suitable	for	individual	readers	or	for	students	in	lower-level	classes	who	want	to	learn	what	an	operating	system	is	without	getting	into	the	details	of	the	internal	algorithms.	Process	management	and	Process	coordination.	Chapters	3	through	7	describe	the
process	concept	and	concurrency	as	the	heart	of	modern	operating	systems.	A	process	is	the	unit	of	work	in	a	system..	Such	a	system	consists	of	a	collection	of	concurrently	executing	processes,	some	of	which	are	operating-system	processes	(those	that	execute	system	code)	and	the	rest	of	which	are	user	processes	(those	that	execute	user	code).
These	chapters	cover	n1.ethods	for	process	scheduling,	interprocess	communication,	process	synchronization,	and	deadlock	handling.	Also	included	is	a	discussion	of	threads,	as	well	as	an	examination	of	issues	related	to	multicore	systems.	Memory	management.	Chapters	8	and	9	deal	with	the	management	of	main	memory	during	the	execution	of	a
process.	To	improve	both	the	utilization	of	the	CPU	and	the	speed	of	its	response	to	its	users,	the	computer	must	keep	several	processes	in	memory.	There	are	many	different	ix	management,	and	the	effectiveness	of	a	particular	algorithm	depends	on	the	situation.	Storage	management.	Chapters	10	through	13	describe	how	the	file	system,	mass
storage,	and	I/0	are	handled	in	a	modern	computer	system.	The	file	system	provides	the	mechanism	for	on-line	storage	of	and	access	to	both	data	and	programs.	We	describe	the	classic	internal	algorithms	and	structures	of	storage	management	and	provide	a	firm	practical	understanding	of	the	algorithms	used	-their	properties,	advantages,	and
disadvantages.	Our	discussion	of	storage	also	includes	matters	related	to	secondary	and	tertiary	storage.	Since	the	I/0	devices	that	attach	to	a	computer	vary	widely,	the	operating	system	needs	to	provide	a	wide	range	of	functionality	to	applications	to	allow	them	to	control	all	aspects	of	these	devices.	We	discuss	system	I/O	in	depth,	including	I/O
system	design,	interfaces,	and	internal	system	structures	and	functions.	In	many	ways,	I/O	devices	are	the	slowest	major	components	of	the	computer.	Because	they	represent	a	performance	bottleneck,	we	also	examine	performance	issues	associated	with	I/0	devices.	Protection	and	security.	Chapters	14	and	15	discuss	the	mechanisms	necessary	for
the	protection	and	security	of	computer	systems.	The	processes	in	an	operating	system	must	be	protected	from	one	another's	activities,	and	to	provide	such	protection,	we	must	ensure	that	only	processes	that	have	gained	proper	authorization	from	the	operating	system	can	operate	on	the	files,	memory,	CPU,	and	other	resources	of	the	system.
Protection	is	a	mechanism	for	controlling	the	access	of	programs,	processes,	or	users	to	the	resources	defined	by	a	computer	system.	This	mechanism	must	provide	a	means	of	specifying	the	controls	to	be	imposed,	as	well	as	a	means	of	enforcement.	Security	protects	the	integrity	of	the	information	stored	in	the	system	(both	data	and	code),	as	well	as
the	physical	resources	of	the	system,	from	1.mauthorized	access,	malicious	destruction	or	alteration,	and	accidental	introduction	of	inconsistency.	Distributed	systems.	Chapters	16	through	18	deal	with	a	collection	of	processors	that	do	not	share	memory	or	a	clock-a	distributed	system.	By	providing	the	user	with	access	to	the	various	resources	that	it
maintains,	a	distributed	system	can	improve	computation	speed	and	data	availability	and	reliability.	Such	a	system	also	provides	the	user	with	a	distributed	file	system,	which	is	a	file-service	system	whose	users,	servers,	and	storage	devices	are	dispersed	among	the	sites	of	a	distributed	system.	A	distributed	system	must	provide	various	mechanisms
for	process	synchronization	and	communication,	as	well	as	for	dealing	with	deadlock	problems	and	a	variety	of	failures	that	are	not	encountered	in	a	centralized	system.	Special-purpose	systems.	Chapters	19	and	20	deal	with	systems	used	for	specific	purposes,	including	real-time	systems	and	multimedia	systems.	These	systems	have	specific
requirements	that	differ	from	those	of	the	general-purpose	systems	that	are	the	focus	of	the	remainder	of	the	text.	Real-time	systems	may	require	not	only	that	computed	results	be	"correct"	but	also	that	the	results	be	produced	within	a	specified	deadline	period.	Multimedia	systems	require	quality-of-service	guarantees	ensuring	that	the	multimedia
data	are	delivered	to	clients	within	a	specific	time	frame.	X	Case	studies.	Chapters	21	through	23	in	the	book,	and	Appendices	A	through	C	(which	are	available	on	www.wiley.comJ	go	I	global/	silberschatz	and	in	WileyPLUS),	integrate	the	concepts	described	in	the	earlier	chapters	by	describing	real	operating	systems.	These	systems	include	Linux,
Windows	XP,	FreeBSD,	Mach,	and	Windows	2000.	We	chose	Linux	and	FreeBSD	because	UNIX-at	one	time-was	almost	small	enough	to	understand	yet	was	not	a	"toy"	operating	system.	Most	of	its	internal	algorithms	were	selected	for	simplicity,	rather	than	for	speed	or	sophistication.	Both	Linux	and	FreeBSD	are	readily	available	to	computer-science
departments,	so	many	students	have	access	to	these	systems.	We	chose	Windows	XP	and	Windows	2000	because	they	provide	an	opporhmity	for	us	to	study	a	modern	operating	system	with	a	design	and	implementation	drastically	different	from	those	of	UNIX.	Chapter	23	briefly	describes	a	few	other	influential	operating	systems.	This	book	uses
examples	of	many	real-world	operating	systems	to	illustrate	fundamental	operating-system	concepts.	However,	particular	attention	is	paid	to	the	Microsoft	family	of	operating	systems	(including	Windows	Vista,	Windows	2000,	and	Windows	XP)	and	various	versions	of	UNIX	(including	Solaris,	BSD,	and	Mac	OS	X).	We	also	provide	a	significant	amount
of	coverage	of	the	Linux	operating	system	reflecting	the	most	recent	version	of	the	kernel	-Version	2.6-at	the	time	this	book	was	written.	The	text	also	provides	several	example	programs	written	in	C	and	Java.	These	programs	are	intended	to	run	in.	the	following	programming	environments:	Windows	systems.	The	primary	programming	environment
for	Windows	systems	is	the	Win32	API	(application	programming	interface),	which	provides	a	comprehensive	set	of	functions	for	managing	processes,	threads,	memory,	and	peripheral	devices.	We	provide	several	C	programs	illustrating	the	use	of	the	Win32	API.	Example	programs	were	tested	on	systems	rum1.ing	Windows	Vista,	Windows	2000,	and
Windows	XP.	POSIX.	POSIX	(which	stands	for	Portable	Operating	System	Inte1jace)	represents	a	set	of	standards	implemented	primarily	for	UNIX-based	operating	systems.	Although	Windows	Vista,	Windows	XP,	and	Windows	2000	systems	can	also	run	certain	POSIX	programs,	our	coverage	of	POSIX	focuses	primarily	on	UNIX	and	Linux	systems.
POSIX-compliant	systems	must	implement	the	POSIX	core	standard	(POSIX.1):	Linux,	Solaris,	and	Mac	OS	X	are	examples	of	POSIX-compliant	systems.	POSIX	also	defines	several	extensions	to	the	standards,	including	real-time	extensions	(POSIXl.b)	and	an	extension	for	a	threads	library	(POSIX1.c,	better	known	as	Pthreads).	We	provide	several
programn1.ing	examples	written	inC	illustrating	the	POSIX	base	API,	as	well	as	Pthreads	and	the	extensions	for	real-time	programming.	These	example	programs	were	tested	on	Debian	Linux	2.4	and	2.6	systems,	Mac	OS	X	10.5,	and	Solaris	10	using	the	gee	3.3	and	4.0	compilers.	Java.	Java	is	a	widely	used	programming	language	with	a	rich	API	and
built-in	language	support	for	thread	creation	and	management.	Java	xi	programs	run	on	any	operating	system	supporting	a	Java	virtual	machine	(or	JVM).	We	illustrate	various	operating	system	and	networking	concepts	with	several	Java	programs	tested	using	the	Java	1.5	JVM.	We	have	chosen	these	three	programming	environments	because	it	is	our
opinion	that	they	best	represent	the	two	most	popular	models	of	operating	systems:	Windows	and	UNIX/Linux,	along	with	the	widely	used	Java	environment.	Most	programming	examples	are	written	in	C,	and	we	expect	readers	to	be	comfortable	with	this	language;	readers	familiar	with	both	the	C	and	Java	languages	should	easily	understand	most
programs	provided	in	this	text.	In	some	instances-such	as	thread	creation-we	illustrate	a	specific	concept	using	all	three	programming	environments,	allowing	the	reader	to	contrast	the	three	different	libraries	as	they	address	the	same	task.	In	other	situations,	we	may	use	just	one	of	the	APis	to	demonstrate	a	concept.	For	example,	we	illustrate
shared	memory	using	just	the	POSIX	API;	socket	programming	in	TCP	/IP	is	highlighted	using	the	Java	API.	As	we	wrote	the	Eighth	Edition	of	Operating	System	Concepts,	we	were	guided	by	the	many	comments	and	suggestions	we	received	from	readers	of	our	previous	editions,	as	well	as	by	our	own	observations	about	the	rapidly	changing	fields	of
operating	systems	and	networking.	We	have	rewritten	material	in	most	of	the	chapters	by	bringing	older	material	up	to	date	and	removing	material	that	was	no	longer	of	interest	or	relevance.	We	have	made	substantive	revisions	and	organizational	changes	in	many	of	the	chapters.	Most	importantly,	we	have	added	coverage	of	open-source	operating
systems	in	Chapter	1.	We	have	also	added	more	practice	exercises	for	students	and	included	solutions	in	WileyPLUS,	which	also	includes	new	simulators	to	provide	demonstrations	of	operating-system	operation.	Below,	we	provide	a	brief	outline	of	the	major	changes	to	the	various	chapters:	Chapter	1,	Introduction,	has	been	expanded	to	include
multicore	CPUs,	clustered	computers,	and	open-source	operating	systems.	Chapter	2,	System	Structures,	provides	significantly	updated	coverage	of	virtual	machines,	as	well	as	multicore	CPUs,	the	GRUB	boot	loader,	and	operating-system	debugging.	Chapter	3,	Process	Concept,	provides	new	coverage	of	pipes	as	a	form	of	interprocess
communication.	Chapter	4,	Multithreaded	Programming,	adds	new	coverage	of	programming	for	multicore	systems.	Chapter	5,	Process	Scheduling,	adds	coverage	of	virtual	machine	scheduling	and	multithreaded,	multicore	architectures.	Chapter	6,	Synchronization,	adds	a	discussion	of	mutual	exclusion	locks,	priority	inversion,	and	transactional
memory.	Chapter	8,	Memory-Management	Strategies,	includes	discussion	of	NUMA.	xii	Chapter	9,	Virtual-Memory	Management,	updates	the	Solaris	example	to	include	Solaris	10	memory	managernent.	Chapter	10,	File	System,	is	updated	with	current	technologies	and	capacities.	Chapter	11,	Implementing	File	Systems,	includes	a	full	description	of
Sun's	ZFS	file	system	and	expands	the	coverage	of	volumes	and	directories.	Chapter	12,	Secondary-Storage	Structure,	adds	coverage	of	iSCSI,	volumes,	and	ZFS	pools.	Chapter	13,	I/0	Systems,	adds	coverage	of	PCIX	PCI	Express,	and	HyperTransport.	Chapter	16,	Distributed	Operating	Systems,	adds	coverage	of	802.11	wireless	networks.	Chapter
21,	The	LimiX	System,	has	been	updated	to	cover	the	latest	version	of	the	LimiX	kernel.	Chapter	23,	Influential	Operating	Systems,	increases	coverage	of	very	early	computers	as	well	as	TOPS-20,	CP/M,	MS-DOS,	Windows,	and	the	original	Mac	OS.	To	emphasize	the	concepts	presented	in	the	text,	we	have	added	several	programming	problems	and
projects	that	use	the	POSIX	and	Win32	APis,	as	well	as	Java.	We	have	added	more	than	15	new	programming	problems,	which	emphasize	processes,	threads,	shared	memory,	process	synchronization,	and	networking.	In	addition,	we	have	added	or	modified	several	programming	projects	that	are	more	involved	than	standard	programming	exercises.
These	projects	include	adding	a	system	call	to	the	Linux	kernel,	using	pipes	on	both	UNIX	and	Windows	systems,	using	UNIX	message	queues,	creating	multithreaded	applications,	and	solving	the	producer-consumer	problem	using	shared	memory.	The	Eighth	Edition	also	incorporates	a	set	of	operating-system	simulators	designed	by	Steven	Robbins
of	the	University	of	Texas	at	San	Antonio.	The	simulators	are	intended	to	model	the	behavior	of	an	operating	system	as	it	performs	various	tasks,	such	as	CPU	and	disk-head	schedulil1.g,	process	creation	and	interprocess	communication,	starvation,	and	address	translation.	These	simulators	are	written	in	Java	and	will	run	on	any	computer	systern
with	Java	1.4.	Students	can	download	the	simulators	from	WileyPLUS	and	observe	the	behavior	of	several	operating	system	concepts	in	various	scenarios.	In	addition,	each	simulator	includes	several	exercises	that	ask	students	to	set	certain	parameters	of	the	simulator,	observe	how	the	system	behaves,	and	then	explain	this	behavior.	These	exercises
can	be	assigned	through	WileyPLUS.	The	WileyPLUS	course	also	includes	algorithmic	problems	and	tutorials	developed	by	Scott	M.	Pike	of	Texas	A&M	University.	xiii	The	following	teaching	supplencents	are	available	in	WileyPLUS	and	on	www.wiley.coml	go	I	global/	silberschatz:	a	set	of	slides	to	accompany	the	book,	model	course	syllabi,	all	C	and
Java	source	code,	up-to-date	errata,	three	case	study	appendices	and	the	Distributed	Communication	appendix.	The	WileyPLUS	course	also	contains	the	simulators	and	associated	exercises,	additional	practice	exercises	(with	solutions)	not	found	in	the	text,	and	a	testbank	of	additional	problems.	Students	are	encouraged	to	solve	the	practice	exercises
on	their	own	and	then	use	the	provided	solutions	to	check	their	own	answers.	To	obtain	restricted	supplements,	such	as	the	solution	guide	to	the	exercises	in	the	text,	contact	your	local	Jorne	Wiley	&	Sons	sales	representative.	Note	that	these	supplements	are	available	only	to	faculty	who	use	this	text.	We	use	the	mailman	system	for	communication
among	the	users	of	Operating	System	Concepts.	If	you	wish	to	use	this	facility,	please	visit	the	following	URL	and	follow	the	instructions	there	to	subscribe:	http:	I	I	mailman.cs.yale.edul	mailmanllistinfo	I	os-book	The	mailman	mailing-list	system	provides	many	benefits,	such	as	an	archive	of	postings,	as	well	as	several	subscription	options,	including
digest	and	Web	only.	To	send	messages	to	the	list,	send	e-mail	to:	[email	protected]	Depending	on	the	message,	we	will	either	reply	to	you	personally	or	forward	the	message	to	everyone	on	the	mailing	list.	The	list	is	moderated,	so	you	will	receive	no	inappropriate	mail.	Students	who	are	using	this	book	as	a	text	for	class	should	not	use	the	list	to	ask
for	answers	to	the	exercises.	They	will	not	be	provided.	We	have	attempted	to	clean	up	every	error	in	this	new	edition,	but-as	happens	with	operating	systems-a	few	obscure	bugs	may	remain.	We	would	appreciate	hearing	from	you	about	any	textual	errors	or	omissions	that	you	identify.	If	you	would	like	to	suggest	improvements	or	to	contribute
exercises,	we	would	also	be	glad	to	hear	from	you.	Please	send	correspondence	to	[email	protected]	This	book	is	derived	from	the	previous	editions,	the	first	three	of	which	were	coauthored	by	James	Peterson.	Others	who	helped	us	with	previous	editions	include	Hamid	Arabnia,	Rida	Bazzi,	Randy	Bentson,	David	Black,	xiv	Joseph	Boykin,	Jeff
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Haynes,	Don	Heller,	Bruce	Hillyer,	Mark	Holliday,	Dean	Hougen,	Michael	Huangs,	Ahmed	Kamet	Marty	Kewstet	Richard	Kieburtz,	Carol	Kroll,	Marty	Kwestet	Thomas	LeBlanc,	John	Leggett,	Jerrold	Leichter,	Ted	Leung,	Gary	Lippman,	Carolyn	Miller,	Michael	Molloy,	Euripides	Montagne,	Yoichi	Muraoka,	Jim	M.	Ng,	Banu	Ozden,	Ed	Posnak,	Boris
Putanec,	Charles	Qualline,	John	Quarterman,	Mike	Reiter,	Gustavo	Rodriguez-Rivera,	Carolyn	J.	C.	Schauble,	Thomas	P.	Skimcer,	Yannis	Smaragdakis,	Jesse	St.	Laurent,	John	Stankovic,	Adam	Stauffer,	Steven	Stepanek,	John	Sterling,	Hal	Stern,	Louis	Stevens,	Pete	Thomas,	David	Umbaugh,	Steve	Vinoski,	Tommy	Wagner,	Larry	L.	Wear,	Jolm	Werth,
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Networking	28	C.7	Programmer	Interface	33	C.S	Summary	40	Exercises	40	Bibliographical	Notes	41	35	Part	One	An	operating	system	acts	as	an	intermediary	between	the	user	of	a	computer	and	the	computer	hardware.	The	purpose	of	an	operating	system	is	to	provide	an	environment	in	which	a	user	can	execute	programs	in	a	convenient	and
efficient	manner.	An	operating	system	is	software	that	manages	the	computer	hardware.	The	hardware	must	provide	appropriate	mechanisms	to	ensure	the	correct	operation	of	the	computer	system	and	to	prevent	user	programs	from	interfering	with	the	proper	operation	of	the	system.	Internally,	operating	systems	vary	greatly	in	their	makeup,	since
they	are	organized	along	many	different	lines.	The	design	of	a	new	operating	system	is	a	major	task.	It	is	impmtant	that	the	goals	of	the	system	be	well	defined	before	the	design	begins.	These	goals	form	the	basis	for	choices	among	various	algorithms	and	strategies.	Because	an	operating	system	is	large	and	complex,	it	must	be	created	piece	by	piece.
Each	of	these	pieces	should	be	a	well	delineated	portion	of	the	system,	with	carefully	defined	inputs,	outputs,	and	functions.	CH	ER	An	is	a	program	that	manages	the	computer	hardware.	It	also	provides	a	basis	for	application	programs	and	acts	as	an	intermediary	between	the	computer	user	and	the	computer	hardware.	An	amazing	aspect	of
operating	systems	is	how	varied	they	are	in	accomplishing	these	tasks.	Mainframe	operating	systems	are	designed	primarily	to	optimize	utilization	of	hardware.	Personal	computer	(PC)	operating	systems	support	complex	games,	business	applications,	and	everything	in	between.	Operating	systems	for	handheld	computers	are	designed	to	provide	an
environment	in	which	a	user	can	easily	interface	with	the	computer	to	execute	programs.	Thus,	some	operating	systems	are	designed	to	be	convenient,	others	to	be	efficient,	and	others	some	combination	of	the	two.	Before	we	can	explore	the	details	of	computer	system	operation,	we	need	to	know	something	about	system	structure.	We	begin	by
discussing	the	basic	functions	of	system	startup,	I/0,	and	storage.	We	also	describe	the	basic	computer	architecture	that	makes	it	possible	to	write	a	functional	operating	system.	Because	an	operating	system	is	large	and	complex,	it	must	be	created	piece	by	piece.	Each	of	these	pieces	should	be	a	well-delineated	portion	of	the	system,	with	carefully
defined	inputs,	outputs,	and	functions.	In	this	chapter,	we	provide	a	general	overview	of	the	major	components	of	an	operating	system.	To	provide	a	grand	tour	of	the	major	components	of	operating	systems.	To	describe	the	basic	organization	of	computer	systems.	1.1	We	begin	our	discussion	by	looking	at	the	operating	system's	role	in	the	overall
computer	system.	A	computer	system	can	be	divided	roughly	into	3	4	Chapter	1	compiler	assembler	text	editor	database	system	operating	system	Figure	1.1	Abstract	view	of	the	components	of	a	computer	system.	four	components:	the	hardware/	the	operating	system,	the	application	programs/	and	the	users	(Figure	1.1).	The	hardwa.te-the	the	and
the	0)	{	I*	parent	process	wait(NULL);	printf("PARENT:	value=	%d",value);	return	0;	*I	I*	LINE	A	*I	}	}	Figure	3.30	What	output	will	be	at	Line	A?	process.	Because	the	parent	and	child	processes	have	their	own	copies	of	the	dataf	it	will	be	necessary	for	the	child	to	output	the	sequence.	Have	the	parent	invoke	the	wait	()	call	to	wait	for	the	child
process	to	complete	before	exiting	the	program.	Perform	necessary	error	checking	to	ensure	that	a	non-negative	number	is	passed	on	the	command	line.	3.14	Repeat	the	preceding	exercisef	this	time	using	the	CreateProcess	()	function	in	the	Win32	API.	In	this	instancef	you	will	need	to	specify	a	separate	program	to	be	invoked	from	CreateProcess	().
It	is	this	separate	program	that	will	run	as	a	child	process	outputting	the	Fibonacci	sequence.	Perform	necessary	error	checking	to	ensure	that	a	non-negative	number	is	passed	on	the	command	line.	3.15	Modify	the	date	server	shown	in	Figure	3.19	so	that	it	delivers	random	jokes	rather	than	the	current	date.	Allow	the	jokes	to	contain	multiple	lines.
The	date	client	shown	in	Figure	3.20	can	be	used	to	read	the	multi-line	jokes	returned	by	the	joke	server.	3.16	An	echo	server	echoes	back	whatever	it	receives	from	a	client.	For	examplef	if	a	client	sends	the	server	the	string	Hello	there!	the	server	will	respond	with	the	exact	data	it	received	from	the	client-that	isf	Hello	there!	145	Write	an	echo
server	using	the	Java	networking	API	described	in	Section	3.6.1.	This	server	will	wait	for	a	client	connection	using	the	accept	()	method.	When	a	client	connection	is	received,	the	server	will	loop,	perfonning	the	following	steps:	Read	data	from	the	socket	into	a	buffer.	Write	the	contents	of	the	buffer	back	to	the	client.	The	server	will	break	out	of	the
loop	only	when	it	has	determined	that	the	client	has	closed	the	connection.	The	server	shown	in	Figure	3.19	uses	the	java.	io.	BufferedReader	class.	BufferedReader	extends	the	java.	io.	Reader	class,	which	is	used	for	reading	character	streams.	However,	the	echo	server	cannot	guarantee	that	it	will	read	characters	from	clients;	it	may	receive	binary
data	as	well.	The	class	java.	io.	Input	Stream	deals	with	data	at	the	byte	level	rather	than	the	character	level.	Thus,	this	echo	server	must	use	an	object	that	extends	java.	io.	InputStrearn.	The	read()	method	in	the	java.	io.	InputStrearn	class	returns	-1	when	the	client	has	closed	its	end	of	the	socket	connection.	3.17	In	Exercise	3.13,	the	child	process
must	output	the	Fibonacci	sequence,	since	the	parent	and	child	have	their	own	copies	of	the	data.	Another	approach	to	designing	this	program	is	to	establish	a	shared-memory	segment	between	the	parent	and	child	processes.	This	technique	allows	the	child	to	write	the	contents	of	the	Fibonacci	sequence	to	the	sharedmemory	segment	and	has	the
parent	output	the	sequence	when	the	child	completes.	Because	the	memory	is	shared,	any	changes	the	child	makes	will	be	reflected	in	the	parent	process	as	well.	This	program	will	be	structured	using	POSIX	shared	memory	as	described	in	Section	3.5.1.	The	program	first	requires	creating	the	data	structure	for	the	shared-memory	segment.	This	is
most	easily	accomplished	using	a	struct.	This	data	structure	will	contain	two	items:	(1)	a	fixed-sized	array	of	size	MALSEQUENCE	that	will	hold	the	Fibonacci	values	and	(2)	the	size	of	the	sequence	the	child	process	is	to	generatesequence_size,	where	sequence_size	::::	MALSEQUENCE.	These	items	can	be	represented	in	a	struct	as	follows:	#define
MAX_SEQUENCE	10	typedef	struct	{	long	fib_sequence[MAX_SEQUENCE];	int	sequence_size;	}	shared_data;	The	parent	process	will	progress	thmugh	the	following	steps:	a.	Accept	the	parameter	passed	on	the	command	line	and	perform	error	checking	to	ensure	that	the	parameter	is	::::	MAX_SEQUENCE.	b.	Create	a	shared-memory	segment	of	size
shared_data.	c.	Attach	the	shared-memory	segment	to	its	address	space.	146	Chapter	3	d.	Set	the	value	of	sequence_size	to	the	parameter	on	the	command	line.	e.	Fork	the	child	process	and	invoke	the	wait()	systen1.	call	to	wait	for	the	child	to	finish.	f.	Output	the	value	of	the	Fibonacci	sequence	in	the	shared-memory	segment.	g.	Detach	and	remove
the	shared-memory	segment.	Because	the	child	process	is	a	copy	of	the	parent,	the	shared-memory	region	will	be	attached	to	the	child's	address	space	as	well	as	the	parent's.	The	child	process	will	then	write	the	Fibonacci	sequence	to	shared	memory	and	finally	will	detach	the	segment.	One	issue	of	concern	with	cooperating	processes	involves
synchronization	issues.	In	this	exercise,	the	parent	and	child	processes	must	be	synchronized	so	that	the	parent	does	not	output	the	Fibonacci	sequence	until	the	child	finishes	generating	the	sequence.	These	two	processes	will	be	synchronized	using	the	wait	()	system	call;	the	parent	process	will	invoke	wait	(),	which	will	cause	it	to	be	suspended	until
the	child	process	exits.	3.18	Design	a	program	using	ordinary	pipes	in	which	one	process	sends	a	string	message	to	a	second	process,	and	the	second	process	reverses	the	case	of	each	character	in	the	message	and	sends	it	back	to	the	first	process.	For	example,	if	the	first	process	sends	the	message	Hi	There,	the	second	process	will	return	hi	tHERE.
This	will	require	using	two	pipes,	one	for	sending	the	original	message	from	the	first	to	the	second	process,	and	the	other	for	sending	the	modified	message	from	the	second	back	to	the	first	process.	You	may	write	this	program	using	either	UNIX	or	Windows	pipes.	3.19	Design	a	file-copying	program	named	FileCopy	using	ordinary	pipes.	This
program	will	be	passed	two	parameters:	the	first	is	the	name	of	the	file	to	be	copied,	and	the	second	is	the	name	of	the	copied	file.	The	program	will	then	create	an	ordinary	pipe	and	write	the	contents	of	the	file	to	be	copied	to	the	pipe.	The	child	process	will	read	this	file	from	the	pipe	and	write	it	to	the	destination	file.	For	example,	if	we	invoke	the
program	as	follows:	FileCopy	input.txt	copy.txt	the	file	input.	txt	will	be	written	to	the	pipe.	The	child	process	will	read	the	contents	of	this	file	and	write	it	to	the	destination	file	copy.	txt.	You	may	write	this	program	using	either	UNIX	or	Windows	pipes.	3.20	Most	UNIX	and	Linux	systems	provide	the	ipcs	command.	This	command	lists	the	status	of
various	POSIX	interprocess	communication	mechanisms,	including	shared-memory	segments.	Much	of	the	information	for	the	command	comes	from	the	data	structure	struct	shmid_ds,	147	which	is	available	in	the	/usr/include/sys/shm.h	file.	Some	of	the	fields	in	this	structure	include:	int	shm_segsz-size	of	the	shared-memory	segment	short
shm__nattch-number	of	attaches	to	the	shared-memory	segment	struct	ipc_perm	shm_perm-permission	structure	of	the	sharedmemory	segment	The	struct	ipc_perm	data	structure	(which	is	available	in	the	file	/usr/include/sys/ipc	.h)	contains	the	fields:	unsigned	short	uid	-identifier	of	the	user	of	the	shared-memory	segment	unsigned	short	mode-
permission	modes	key_t	key	(on	Linux	systems,	__key)-user-specified	key	identifier	The	permission	modes	are	set	according	to	how	the	shared-memory	segment	is	established	with	the	shmget	()	system	call.	Permissions	are	identified	according	to	the	following:	Write	permission	of	owner.	0040	Read	permission	of	group.	0020	Write	permission	of
group.	0004	Read	permission	of.	world.	0002	Write	permissionof	world.	Permissions	can	be	accessed	by	using	the	bitwise	AND	operator	&.	For	example,	if	the	statement	mode	&	0400	evaluates	to	"true,"	the	permission	mode	gives	read	permission	to	the	owner	of	the	sharedmemory	segment.	A	shared-memory	segment	can	be	identified	according	to	a
userspecified	key	or	according	to	the	integer	value	returned	from	the	shmget	()	system	call,	which	represents	the	integer	identifier	of	the	shared-memory	segment	created.	The	shm_ds	structure	for	a	given	integer	segment	identifier	can	be	obtained	with	the	following	shmctl	()	system	call:	I*	identifier	of	the	shared	memory	segment*/	int	segment_id;
shm_ds	shmbuffer;	shmctl(segment_id,	IPC_STAT,	&shmbuffer);	148	Chapter	3	If	successful,	shmctl	()	returns	0;	otherwise,	it	returns	-1	indicating	an	error	condition	(the	global	variable	errno	can	be	accessed	to	determine	the	error	condition).	Write	a	C	program	that	is	passed	an	identifier	for	a	shared-memory	segment.	This	program	will	invoke	the
shmctl	()	function	to	obtain	its	shm_ds	structure.	It	will	then	output	the	following	values	of	the	shared-memory	segment:	SegmentiD	Key	Mode	Owner	DID	Size	Number	of	attaches	3.21	POSIX	Message	Passing.	This	project	consists	of	using	POSIX	message	queues	for	communicating	temperatures	between	each	of	four	external	processes	and	a	central
process.	The	project	can	be	completed	on	systems	that	support	POSIX	message	passing,	such	as	UNIX,	Linux,	and	Mac	OS	X.	Part	1:	Overview	Four	external	processes	will	communicate	temperatures	to	a	central	process,	which	in	turn	will	reply	with	its	own	temperature	and	will	indicate	whether	the	entire	system	has	stabilized.	Each	process	will
receive	its	initial	temperature	upon	creation	and	will	recalculate	a	new	temperature	according	to	two	formulas:	new	external	temp	=	(myTemp	*	3	+	2	*	centralTemp)	I	5;	new	central	temp	=	(2	*	centralTemp	+four	temps	received	from	external	processes)	I	6;	Initially,	each	external	process	will	send	its	temperature	to	the	mailbox	for	the	central
process.	If	all	four	temperatures	are	exactly	the	same	as	those	sent	by	the	four	processes	during	the	last	iteration,	the	system	has	stabilized.	In	this	case,	the	central	process	will	notify	each	external	process	that	it	is	now	finished	(along	with	the	central	process	itself),	and	each	process	will	output	the	final	stabilized	temperature.	If	the	system	has	not
yet	become	stable,	the	central	process	will	send	its	new	temperature	to	the	mailbox	for	each	of	the	outer	processes	and	await	their	replies.	The	processes	will	continue	to	run	until	the	temperature	has	stabilized.	149	Part	2:	The	Message	Passing	System	Processes	can	exchange	messages	by	using	four	system	calls:	msgget	(),	msgsnd	(),	msgrcv	(),	and
msgctl	().	The	msgget	()	function	converts	a	mailbox	name	to	a	message	queue	id,	msqid.	(A	mailbox	name	is	an	externally	known	message	queue	name	that	is	shared	among	the	cooperating	processes.)	msqid,	the	internal	identifier	returned	by	msgget	(),	must	be	passed	to	all	subsequent	system	calls	using	this	message	queue	to	facilitate	interprocess
communication.	A	typical	invocation	of	msgget	()is	seen	below:	msqid	=	msgget(1234,	0600	I	IPC_CREAT);	The	first	parameter	is	the	name	of	the	mailbox,	and	the	second	parameter	instructs	the	operating	system	to	create	the	message	queue	if	it	does	not	already	exist,	with	read	and	write	privileges	only	for	processes	with	the	same	user	id	as	this
process.	If	a	message	queue	already	exists	for	this	mailbox	name,	msgget	()	returns	the	msqid	of	the	existing	mailbox.	To	avoid	attaching	to	an	existing	message	queue,	a	process	can	first	attempt	to	attach	to	the	mailbox	by	omitting	IPC_CREAT	and	then	checking	the	return	value	from	msgget	().	If	msq	id	is	negative,	an	error	has	occurred	during	the
system	calt	and	the	globally	accessible	variable	errno	can	be	consulted	to	determine	whether	the	error	occurred	because	the	message	queue	already	exists	or	for	some	other	reason.	If	the	process	determines	that	the	mailbox	does	not	currently	exist	it	can	then	create	it	by	including	IPC_CREAT.	(For	the	current	project,	this	strategy	should	not	be
necessary	if	students	are	using	standalone	PCs	or	are	assigned	unique	ranges	of	mailbox	names	by	the	instructor.)	Once	a	valid	msqid	has	been	established,	a	process	can	begin	to	use	msgsnd	()	to	send	messages	and	msgrcv	()	to	receive	messages.	The	messages	being	sent	and	received	are	similar	in	format	to	those	described	in	Section	3.5.2,	as	they
include	a	fixed-length	portion	at	the	beginning	followed	by	a	variable-length	portion.	Obviously,	the	senders	and	receivers	must	agree	on	the	format	of	the	messages	being	exchanged.	Since	the	operating	system	specifies	one	field	in	the	fixed-length	portion	of	every	message	format	and	at	least	one	piece	of	information	will	be	sent	to	the	receiving
process,	it	is	logical	to	create	a	data	aggregate	for	each	type	of	message	using	a	struct.	The	first	field	of	any	such	struct	must	be	a	long,	and	it	will	contain	the	priority	of	the	message.	(This	project	does	not	use	this	functionality;	we	recommend	that	you	simply	make	the	first	field	in	every	message	equal	to	the	same	integral	value,	such	as	2.)	Other
fields	in	the	messages	contain	the	information	to	be	shared	between	the	communicating	processes.	Three	additional	fields	are	recommended:	(1)	the	temperature	being	sent,	(2)	the	process	number	of	the	external	process	sending	the	message	(0	for	the	central	process),	and	(3)	a	flag	that	is	set	to	0	but	that	the	central	process	will	set	to	1	when	it
notices	stability.	A	recommended	struct	appears	as	follows:	150	Chapter	3	struct	{	long	priority;	int	temp;	int	pid;	int	stable;	}	msgp;	Assuming	the	msqid	has	been	established,	examples	of	msgsnd()	and	msgrcv	()	appear	as	such:	int	stat,	msqid;	stat	=	msgsnd(msqid,	&msgp,	sizeof(msgp)-sizeof(long),	0);	stat	msgrcv(msqid,	&msgp,	sizeof(msgp)-
sizeof(long),	2,	0);	The	first	parameter	in	both	system	calls	must	be	a	valid	msq	id;	otherwise	a	negative	value	is	returned.	(Both	functions	return	the	number	of	bytes	sent	or	received	upon	successful	completion	of	the	operation.)	The	second	parameter	is	the	address	of	where	to	find	or	store	the	message	to	be	sent	or	received,	followed	by	the	number
of	information	bytes	to	be	sent	or	received.	The	final	parameter	of	0	indicates	that	the	operations	will	be	synchronous	and	that	the	sender	will	block	if	the	message	queue	is	full.	(IPC_NOWAIT	would	be	used	if	asynchronous,	or	nonblocking,	operations	were	desired.	Each	individual	message	queue	can	hold	a	maximum	number	of	messages-or	bytes-so
it	is	possible	for	the	queue	to	become	filled,	which	is	one	reason	a	sender	may	block	when	attempting	to	transmit	a	message.)	The	2	that	appears	before	this	final	parameter	in	msgrcv	()	indicates	the	minimum	priority	level	of	the	messages	the	process	wishes	to	receive;	the	receiver	will	wait	until	a	message	of	that	priority	(or	higher)	is	sent	to	the
msqid	if	this	is	a	synchronous	operation.	Once	a	process	is	finished	using	a	message	queue,	it	must	be	removed	so	that	the	mailbox	can	be	reused	by	other	processes.	Unless	it	is	removed,	the	message	queue-and	any	messages	that	have	not	yet	been	received-will	remain	in	the	storage	space	that	has	been	provided	for	this	mailbox	by	the	kernel.	To
remove	the	message	queue,	and	delete	any	unread	messages	therein,	it	is	necessary	to	invoke	msgctl	(),	as	follows:	struct	msgid_ds	dummyParam;	status=	msgctl(msqid,	IPC_RMID,	&dummyParam);	The	third	parameter	is	necessary	because	this	function	requires	it	but	it	is	used	only	if	it	the	programmer	wishes	to	collect	some	statistics	about	the
usage	of	the	message	queue.	This	is	accomplished	by	substituting	IPC_STAT	as	the	second	parameter.	All	programs	should	include	the	following	three	header	files,	which	are	found	in	/usr/include/sys:	ipc.h,	types.h,	and	msg.h.	One	possibly	confusing	artifact	of	the	message	queue	implementation	bears	151	mentioning	at	this	point.	After	a	mailbox	is
removed	via	msgctl	(),any	subsequent	attempts	to	create	another	mailbox	with	that	same	name	using	msgget	()	will	typically	generate	a	different	msqid.	Part	3:	Creating	the	Processes	Each	external	process,	as	well	as	the	central	server,	will	create	its	own	mailbox	with	the	name	X+	i,	where	i	is	a	numeric	identifier	of	the	external	process	1..4	or	zero
for	the	central	process.	Thus,	if	X	were	70,	then	the	central	process	would	receive	messages	in	the	mailbox	named	70,	and	it	would	send	its	replies	to	mailboxes	71-74.	Outer	process	2	would	receive	in	mailbox	72	and	would	send	to	mailbox	70,	and	so	forth.	Thus,	each	external	process	will	attach	to	two	mailboxes,	and	the	central	process	will	attach	to
five.	If	each	process	specifies	IPC_CREAT	when	invoking	msgget	(),	the	first	process	that	invokes	msgget	()	actually	creates	the	mailbox;	subsequent	calls	to	msgget	()	attach	to	the	existing	mailbox.	The	protocol	for	removal	should	be	that	the	mailbox/message	queue	that	each	process	is	listening	to	should	be	the	only	one	it	removes	-via	msgctl	()	.)
Each	external	process	will	be	uniquely	identified	by	a	command-line	parameter.	The	first	parameter	to	each	external	process	will	be	its	initial	temperature,	and	the	second	parameter	will	be	its	unique	number:	1,	2,	3,	or	4.	The	central	server	will	be	passed	one	parameter-its	initial	temperature.	Assuming	the	executable	name	of	the	external	process	is
external	and	the	central	server	is	central,	invoking	all	five	processes	will	be	done	as	follows:	./external	100	1	&	./external	22	2	&	./external	50	3	&	./external	40	4	&	./central	60	&	Part	4:	Implementation	Hints	It	might	be	best	to	start	by	sending	one	message	successfully	from	the	central	process	to	a	single	outer	process,	and	vice	versa,	before	trying	to
write	all	the	code	to	solve	this	problem.	It	is	also	wise	to	check	all	the	return	values	from	the	four	message	queue	system	calls	for	possible	failed	requests	and	to	output	a	message	to	the	screen	after	each	one	successfully	completes.	The	message	should	indicate	what	was	accomplished	and	by	whom	-for	instance,	"mailbox	71	has	been	created	by	outer
process	1/'	"message	received	by	central	process	from	external	process	2/'	and	so	forth.	These	messages	can	be	removed	or	commented	out	after	the	problem	is	solved.	Processes	should	also	verify	that	they	were	passed	the	correct	number	of	command-line	parameters	(via	the	argc	parameter	in	main()).	Finally,	extraneous	messages	residing	in	a
queue	can	cause	a	collection	of	cooperating	processes	that	function	correctly	to	appear	erroneous.	For	that	reason,	it	is	wise	to	remove	all	mailboxes	relevant	to	this	project	to	ensure	that	mailboxes	are	empty	before	the	processes	begin.	The	easiest	way	to	do	this	is	to	use	the	152	Chapter	3	ipcs	command	to	list	all	message	queues	and	the	ipcrm
command	to	remove	existing	message	queues.	The	ipcs	command	lists	the	msqid	of	all	message	queues	on	the	system.	Use	ipcrm	to	remove	message	queues	according	to	their	msqid.	For	example,	if	msqid	163845	appears	with	the	output	of	ipcs,	it	can	be	deleted	with	the	following	command:	ipcrm	-q	163845	Interprocess	communication	in	the	RC
4000	system	is	discussed	by	BrinchHansen	[1970].	Schlichting	and	Schneider	[1982]	discuss	asynchronous	message-passing	prirnitives.	The	IPC	facility	implemented	at	the	user	level	is	described	by	Bershad	et	al.	[1990].	Details	of	interprocess	communication	in	UNIX	systems	are	presented	by	Gray	[1997].	Barrera	[1991]	and	Vahalia	[1996]	describe
interprocess	communication	in	the	Mach	system.	Russinovich	and	Solomon	[2005],	Solomon	and	Russinovich	[2000],	and	Stevens	[1999]	outline	interprocess	communication	in	Windows	2003,	Windows	2000	and	UNIX	respectively.	Hart	[2005]	covers	Windows	systems	programming	in	detail.	The	implementation	of	RPCs	is	discussed	by	Birrell	and
Nelson	[1984].	Shrivastava	and	Panzieri	[1982]	describes	the	design	of	a	reliable	RPC	mechanism,	and	Tay	and	Ananda	[1990]	presents	a	survey	of	RPCs.	Stankovic	[1982]	and	Stmmstrup	[1982]	discuss	procedure	calls	versus	message-passing	communication.	Harold	[2005]	provides	coverage	of	socket	programming	in	Java.	Hart	[2005]	and	Robbins
and	Robbins	[2003]	cover	pipes	in	Windows	and	UNIX	systems,	respectively.	CHAPTER	The	process	model	introduced	in	Chapter	3	assumed	that	a	process	was	an	executing	program	with	a	single	thread	of	control.	Most	modern	operating	systems	now	provide	features	enabling	a	process	to	contain	multiple	threads	of	control.	This	chapter	introduces
many	concepts	associated	with	multithreaded	computer	systems,	including	a	discussion	of	the	APis	for	the	Pthreads,	Win32,	and	Java	thread	libraries.	We	look	at	many	issues	related	to	multithreaded	programming	and	its	effect	on	the	design	of	operating	systems.	Finally,	we	explore	how	the	Windows	XP	and	Linux	operating	systems	support	threads
at	the	kernel	level.	To	introduce	the	notion	of	a	thread-	a	fundamental	unit	of	CPU	utilization	that	forms	the	basis	of	multithreaded	computer	systems.	To	discuss	the	APis	for	the	Pthreads,	Win32,	and	Java	thread	libraries.	To	examine	issues	related	to	multithreaded	programming.	4.1	A	thread	is	a	basic	unit	of	CPU	utilization;	it	comprises	a	thread	ID,
a	program	counter,	a	register	set,	and	a	stack.	It	shares	with	other	threads	belonging	to	the	same	process	its	code	section,	data	section,	and	other	operating-system	resources,	such	as	open	files	and	signals.	A	traditional	(or	heavrvveighl:)	process	has	a	single	thread	of	control.	If	a	process	has	multiple	threads	of	control,	it	can	perform	more	than	one
task	at	a	time.	Figure	4.1	illustrates	the	difference	between	a	traditional	process	and	a	process.	4.1.1	Motivation	Many	software	packages	that	run	on	modern	desktop	PCs	are	multithreaded.	An	application	typically	is	implemented	as	a	separate	process	with	several	threads	of	control.	A	Web	browser	might	have	one	thread	display	images	or	153	154
Chapter	4	thread--+	single-threaded	process	Figure	4.1	multithreaded	process	Single-threaded	and	multithreaded	processes.	text	while	another	thread	retrieves	data	from	the	network,	for	example.	A	word	processor	may	have	a	thread	for	displaying	graphics,	another	thread	for	responding	to	keystrokes	from	the	user,	and	a	third	thread	for
performing	spelling	and	grammar	checking	in	the	background.	In	certain	situations,	a	single	application	may	be	required	to	perform	several	similar	tasks.	For	example,	a	Web	server	accepts	client	requests	for	Web	pages,	images,	sound,	and	so	forth.	A	busy	Web	server	may	have	several	(perhaps	thousands	of)	clients	concurrently	accessing	it.	If	the
Web	server	ran	as	a	traditional	single-tlu·eaded	process,	it	would	be	able	to	service	only	one	client	at	a	time,	artd	a	client	might	have	to	wait	a	very	long	time	for	its	request	to	be	serviced.	One	solution	is	to	have	the	server	run	as	a	single	process	that	accepts	requests.	When	the	server	receives	a	request,	it	creates	a	separate	process	to	service	that
request.	In	fact,	this	process-creation	method	was	in	common	use	before	threads	became	popular.	Process	creation	is	time	consuming	and	resource	intensive,	however.	If	the	new	process	will	perform	the	same	tasks	as	the	existing	process,	why	incur	all	that	overhead?	It	is	generally	more	efficient	to	use	one	process	that	contains	multiple	threads.	If
the	Web-server	process	is	multithreaded,	the	server	will	create	a	separate	thread	that	listens	for	client	requests.	When	a	request	is	made,	rather	than	creating	another	process,	the	server	will	create	a	new	thread	to	service	the	request	and	resume	listening	for	additional	requests.	This	is	illustrated	in	Figure	4.2.	Threads	also	play	a	vital	role	in	remote
procedure	call	(RPC)	systems.	Recall	from	Chapter	3	that	RPCs	allow	interprocess	communication	by	providing	a	communication	mechanism	similar	to	ordinary	function	or	procedure	calls.	Typically,	RPC	servers	are	multithreaded.	When	a	server	receives	a	message,	it	services	the	message	using	a	separate	thread.	This	allows	the	server	to	service
several	concurrent	requests.	Finally,	most	operating	system	kernels	are	now	multithreaded;	several	threads	operate	in	the	kernel,	and	each	thread	performs	a	specific	task,	such	4.1	(2)	create	new	thread	to	service	the	request	(1)	request	client	155	server	1-------•1	thread	'------.--r---10	(3)	resume	listening	for	additional	client	requests	Figure	4.2
Multithreaded	server	architecture.	as	managing	devices	or	interrupt	handling.	For	examplef	Solaris	creates	a	set	of	threads	in	the	kernel	specifically	for	interrupt	handling;	Linux	uses	a	kernel	thread	for	managing	the	amount	of	free	memory	in	the	system.	4.1.2	Benefits	The	benefits	of	multithreaded	programming	can	be	broken	down	into	four	major
categories:	Responsiveness.	Multithreading	an	interactive	application	may	allow	a	program	to	continue	running	even	if	part	of	it	is	blocked	or	is	performing	a	lengthy	operation,	thereby	increasing	responsiveness	to	the	user.	For	instancef	a	multithreaded	Web	browser	could	allow	user	interaction	in	one	thread	while	an	image	was	being	loaded	in
another	thread.	Resource	sharing.	Processes	may	only	share	resources	through	techniques	such	as	shared	memory	or	message	passing.	Such	techniques	must	be	explicitly	arranged	by	the	programmer.	However,	threads	share	the	memory	and	the	resources	of	the	process	to	which	they	belong	by	default.	The	benefit	of	sharing	code	and	data	is	that	it
allows	an	application	to	have	several	different	threads	of	activity	within	the	same	address	space.	3.	Economy.	Allocating	memory	and	resources	for	process	creation	is	costly.	Because	threads	share	the	resources	of	the	process	to	which	they	belong,	it	is	more	economical	to	create	and	context-switch	threads.	Empirically	gauging	the	difference	in
overhead	can	be	difficult,	but	in	general	it	is	much	more	time	consuming	to	create	and	manage	processes	than	threads.	In	Solarisf	for	example,	creating	a	process	is	about	thirty	times	slower	than	is	creating	a	thread,	and	context	switching	is	about	five	times	slower.	Scalability.	The	benefits	of	multithreading	can	be	greatly	increased	in	a
multiprocessor	architecture,	where	threads	may	be	running	in	parallel	on	different	processors.	A	single-threaded	process	can	only	run	on	one	processor,	regardless	how	many	are	available.	Multithreading	on	a	multiCPU	machine	increases	parallelism.	We	explore	this	issue	further	in	the	following	section.	156	Chapter	4	time	Figure	4.3	Concurrent
execution	on	a	single-core	system.	4.1.3	Multicore	Programming	A	recent	trend	in	system	design	has	been	to	place	multiple	computing	cores	on	a	single	chip,	where	each	core	appears	as	a	separate	processor	to	the	operating	system	(Section	1.3.2).	Multithreaded	programming	provides	a	mechanism	for	more	efficient	use	of	multiple	cores	and
improved	concurrency.	Consider	an	application	with	four	threads.	On	a	system	with	a	single	computing	core,	concurrency	merely	means	that	the	execution	of	the	threads	will	be	interleaved	over	time	(Figure	4.3),	as	the	processing	core	is	capable	of	executing	only	one	thread	at	a	time.	On	a	system	with	multiple	cores,	however,	concurrency	means
that	the	threads	can	run	in	parallel,	as	the	system	can	assign	a	separate	thread	to	each	core	(Figure	4.4).	The	trend	towards	multicore	systems	has	placed	pressure	on	system	designers	as	well	as	application	programmers	to	make	better	use	of	the	multiple	computing	cores.	Designers	of	operating	systems	must	write	scheduling	algorithms	that	use
multiple	processing	cores	to	allow	the	parallel	execution	shown	in	Figure	4.4.	For	application	programmers,	the	challenge	is	to	modify	existing	programs	as	well	as	design	new	programs	that	are	multithreaded	to	take	advantage	of	multicore	systems.	In	general,	five	areas	present	challenges	in	programming	for	multicore	systems:	Dividing	activities.
This	involves	examining	applications	to	find	areas	that	can	be	divided	into	separate,	concurrent	tasks	and	thus	can	run	in	parallel	on	individual	cores.	Balance.	While	identifying	tasks	that	can	run	in	parallel,	programmers	must	also	ensure	that	the	tasks	perform	equal	work	of	equal	value.	In	some	instances,	a	certain	task	may	not	contribute	as	much
value	to	the	overall	process	as	other	tasks;	using	a	separate	execution	core	to	run	that	task	may	not	be	worth	the	cost.	Data	splitting.	Just	as	applications	are	divided	into	separate	tasks,	the	data	accessed	and	manipulated	by	the	tasks	must	be	divided	to	run	on	separate	cores.	core	1	l	C1l	9.5	9.0	2	Figure	5.5	3	4	5	6	time	quantum	7	How	turnaround
time	varies	with	the	time	quantum.	Turnaround	time	also	depends	on	the	size	of	the	time	quantum.	As	we	can	see	from	Figure	5.5,	the	average	turnaround	time	of	a	set	of	processes	does	not	necessarily	improve	as	the	time-quantum	size	increases.	In	general,	the	average	turnaround	time	can	be	improved	if	most	processes	finish	their	next	CPU	burst
in	a	single	time	quantum.	For	example,	given	three	processes	of	10	time	units	each	and	a	quantum	of	1	time	unit,	the	average	turnaround	time	is	29.	If	the	time	quantum	is	10,	however,	the	average	turnaround	time	drops	to	20.	If	context-switch	time	is	added	in,	the	average	turnaround	time	increases	even	more	for	a	smaller	time	quantum,	since	more
context	switches	are	required.	Although	the	time	quantum	should	be	large	compared	with	the	contextswitch	time,	it	should	not	be	too	large.	If	the	time	quantum	is	too	large,	RR	scheduling	degenerates	to	an	FCFS	policy.	A	rule	of	thumb	is	that	80	percent	of	the	CPU	bursts	should	be	shorter	than	the	time	quantum.	5.3.5	Multilevel	Queue	Scheduling
Another	class	of	scheduling	algorithms	has	been	created	for	situations	in	which	processes	are	easily	classified	into	different	groups.	For	example,	a	common	division	is	made	between	foreground	(interactive)	processes	and	background	(batch)	processes.	These	two	types	of	processes	have	different	response-time	requirements	and	so	may	have
different	scheduling	needs.	In	addition,	foreground	processes	may	have	priority	(externally	defined)	over	background	processes.	A	multilevel	queue	scheduling	algorithm	partitions	the	ready	queue	into	several	separate	queues	(Figure	5.6).	The	processes	are	permanently	assigned	to	one	queue,	generally	based	on	some	property	of	the	process,	such	as
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type.	Each	queue	has	its	own	scheduling	algorithm.	For	example,	separate	queues	might	be	used	for	foreground	and	background	processes.	The	foreground	queue	might	be	scheduled	by	an	RR	algorithm,	while	the	background	queue	is	scheduled	by	an	FCFS	algorithm.	In	addition,	there	must	be	scheduling	among	the	queues,	which	is	commonly
implemented	as	fixed-priority	preemptive	scheduling.	For	example,	the	foreground	queue	may	have	absolute	priority	over	the	background	queue.	Let's	look	at	an	example	of	a	multilevel	queue	scheduling	algorithm	with	five	queues,	listed	below	in	order	of	priority:	System	processes	Interactive	processes	Interactive	editing	processes	Batch	processes
Student	processes	Each	queue	has	absolute	priority	over	lower-priority	queues.	No	process	in	the	batch	queue,	for	example,	could	run	unless	the	queues	for	system	processes,	interactive	processes,	and	interactive	editing	processes	were	all	empty.	If	an	interactive	editing	process	entered	the	ready	queue	while	a	batch	process	was	running,	the	batch



process	would	be	preempted.	Another	possibility	is	to	time-slice	among	the	queues.	Here,	each	queue	gets	a	certain	portion	of	the	CPU	time,	which	it	can	then	schedule	among	its	various	processes.	For	instance,	in	the	foreground-background	queue	example,	the	foreground	queue	can	be	given	80	percent	of	the	CPU	time	for	RR	scheduling	among	its
processes,	whereas	the	background	queue	receives	20	percent	of	the	CPU	to	give	to	its	processes	on	an	FCFS	basis.	198	Chapter	5	5.3.6	Multilevel	Feedback	Queue	Scheduling	Normally,	when	the	multilevel	queue	scheduling	algorithm	is	used,	processes	are	permanently	assigned	to	a	queue	when	they	enter	the	system.	If	there	are	separate	queues
for	foreground	and	background	processes,	for	example,	processes	do	not	move	from	one	queue	to	the	other,	since	processes	do	not	change	their	foreground	or	background	nature.	This	setup	has	the	advantage	of	low	scheduling	overhead,	but	it	is	inflexible.	The	multilevel	feedback	queue	scheduling	algorithm,	in	contrast,	allows	a	process	to	move
between	queues.	The	idea	is	to	separate	processes	according	to	the	characteristics	of	their	CPU	bursts.	If	a	process	uses	too	much	CPU	time,	it	will	be	moved	to	a	lower-priority	queue.	This	scheme	leaves	I/O-bound	and	interactive	processes	in	the	higher-priority	queues.	In	addition,	a	process	that	waits	too	long	in	a	lower-priority	queue	may	be	moved
to	a	higher-priority	queue.	This	form	of	aging	prevents	starvation.	For	example,	consider	a	multilevel	feedback	queue	scheduler	with	three	queues,	numbered	from	0	to	2	(Figure	5.7).	The	scheduler	first	executes	all	processes	in	queue	0.	Only	when	queue	0	is	empty	will	it	execute	processes	in	queue	1.	Similarly,	processes	in	queue	2	will	only	be
executed	if	queues	0	and	1	are	empty.	A	process	that	arrives	for	queue	1	will	preempt	a	process	in	queue	2.	A	process	in	queue	1	will	in	turn	be	preempted	by	a	process	arriving	for	queue	0.	A	process	entering	the	ready	queue	is	put	in	queue	0.	A	process	in	queue	0	is	given	a	time	quantum	of	8	milliseconds.	If	it	does	not	filcish	within	this	time,	it	is
moved	to	the	tail	of	queue	1.	If	queue	0	is	empty,	the	process	at	the	head	of	queue	1	is	given	a	quantum	of	16	milliseconds.	If	it	does	not	complete,	it	is	preempted	and	is	put	into	queue	2.	Processes	in	queue	2	are	run	on	an	FCFS	basis	but	are	run	only	when	queues	0	and	1	are	empty.	This	scheduling	algorithm	gives	highest	priority	to	any	process
with	a	CPU	burst	of	8	milliseconds	or	less.	Such	a	process	will	quickly	get	the	CPU,	finish	its	CPU	burst,	and	go	off	to	its	next	I/0	burst.	Processes	that	need	more	than	8	but	less	than	24	milliseconds	are	also	served	quickly,	although	with	lower	priority	than	shorter	processes.	Long	processes	automatically	sink	to	queue	2	and	are	served	in	FCFS	order
with	any	CPU	cycles	left	over	from	queues	0	and	1.	Figure	5.7	Multilevel	feedback	queues.	5.4	199	In	general,	a	multilevel	feedback	queue	scheduler	is	defined	by	the	following	parameters:	The	number	of	queues	The	scheduling	algorithm	for	each	queue	The	method	used	to	determine	when	to	upgrade	a	process	to	a	higherpriority	queue	The	method
used	to	determine	when	to	demote	a	process	to	a	lowerpriority	queue	The	method	used	to	determine	which	queue	a	process	will	enter	when	that	process	needs	service	The	definition	of	a	multilevel	feedback	queue	scheduler	makes	it	the	most	general	CPU-scheduling	algorithm.	It	can	be	configured	to	match	a	specific	system	under	design.
Unfortunately,	it	is	also	the	most	complex	algorithm,	since	defining	the	best	scheduler	requires	some	means	by	which	to	select	values	for	all	the	parameters.	5.4	In	Chapter	4,	we	introduced	threads	to	the	process	model,	distinguishing	between	user-level	and	kernel-level	threads.	On	operating	systems	that	support	them,	it	is	kernel-level	threads-not
processes-that	are	being	scheduled	by	the	operating	system.	User-level	threads	are	managed	by	a	thread	library,	and	the	kernel	is	unaware	of	them.	To	run	on	a	CPU,	user-level	threads	must	ultimately	be	mapped	to	an	associated	kernel-level	thread,	although	this	mapping	may	be	indirect	and	may	use	a	lightweight	process	(LWP).	In	this	section,	we
explore	scheduling	issues	involving	user-level	and	kernel-level	threads	and	offer	specific	examples	of	scheduling	for	Pthreads.	5.4.1	Contention	Scope	One	distinction	between	user-level	and	kernel-level	threads	lies	in	how	they	are	scheduled.	On	systems	implementing	the	many-to-one	(Section	4.2.1)	and	many-to-many	(Section	4.2.3)	models,	the
thread	library	schedules	user-level	threads	to	run	on	an	available	LWP,	a	scheme	known	as	process-contention	scope	(PCS),	since	competition	for	the	CPU	takes	place	among	threads	belonging	to	the	same	process.	When	we	say	the	thread	library	schedules	user	threads	onto	available	LWPs,	we	do	not	mean	that	the	thread	is	actually	running	on	a
CPU;	this	would	require	the	operating	system	to	schedule	the	kernel	thread	onto	a	physical	CPU.	To	decide	which	kernel	thread	to	schedule	onto	a	CPU,	the	kernel	uses	system-contention	scope	(SCS).	Competition	for	the	CPU	with	SCS	scheduling	takes	place	among	all	threads	in	the	system.	Systems	usilcg	the	one-to-one	model	(Section	4.2.2),	such
as	Windows	XP,	Solaris,	and	Linux,	schedule	threads	using	only	SCS.	Typically,	PCS	is	done	according	to	priority-the	scheduler	selects	the	runnable	thread	with	the	highest	priority	to	run.	User-level	thread	priorities	200	Chapter	5	are	set	by	the	programmer	and	are	not	adjusted	by	the	thread	library,	although	some	thread	libraries	may	allow	the
programmer	to	change	the	priority	of	a	thread.	It	is	important	to	note	that	PCS	will	typically	preempt	the	thread	currently	running	in	favor	of	a	higher-priority	thread;	however,	there	is	no	guarantee	of	time	slicing	(Section	5.3.4)	among	threads	of	equal	priority.	5.4.2	Pthread	Scheduling	We	provided	a	sample	POSTX	Pthread	program	in	Section	4.3.1,
along	with	an	introduction	to	thread	creation	with	Pthreads.	Now,	we	highlight	the	POSIX	Pthread	API	that	allows	specifying	either	PCS	or	SCS	during	thread	creation.	Pthreads	identifies	the	following	contention	scope	values:	PTHREAD_SCOPE_PROCESS	schedules	threads	using	PCS	scheduling.	PTHREAD_SCOPE_SYSTEM	schedules	threads	using
SCS	scheduling.	On	systems	implementing	the	many-to-many	model,	the	PTHREAD_SCOPE_PROCESS	policy	schedules	user-level	threads	onto	available	LWPs.	The	number	of	LWPs	is	maintained	by	the	thread	library,	perhaps	using	scheduler	activations	(Section	4.4.6).	The	PTHREAD_SCOPE_SYSTEM	scheduling	policy	will	create	and	bind	an	LWP
for	each	user-level	thread	on	many-to-many	systems,	effectively	mapping	threads	using	the	one-to-one	policy.	The	Pthread	IPC	provides	two	functions	for	getting-and	setting-the	contention	scope	policy:	pthread_attr_setscope(pthread_attr_t	*attr,	int	scope)	pthread_attr_getscope(pthread_attr_t	*attr,	int	*scope)	The	first	parameter	for	both	functions
contains	a	pointer	to	the	attribute	set	for	the	thread.	The	second	parameter	for	the	pthread_attr_setscope	()	function	is	passed	either	the	PTHREAD_SCOPE_SYSTEM	or	the	PTHREAD_SCOPE_PROCESS	value,	indicating	how	the	contention	scope	is	to	be	set.	In	the	case	of	pthread_attr_getscope	(),	this	second	parameter	contaiilS	a	pointer	to	an	int
value	that	is	set	to	the	current	value	of	the	contention	scope.	If	an	error	occurs,	each	of	these	functions	returns	a	non-zero	value.	In	Figure	5.8,	we	illustrate	a	Pthread	scheduling	API.	The	program	first	determines	the	existing	contention	scope	and	sets	it	to	PTHREAD_SCOPLPROCESS.	It	then	creates	five	separate	threads	that	will	run	using	the	SCS
scheduling	policy.	Note	that	on	some	systems,	only	certain	contention	scope	values	are	allowed.	For	example,	Linux	and	Mac	OS	X	systems	allow	only	PTHREAD_SCOPE_SYSTEM.	5.5	Our	discussion	thus	far	has	focused	on	the	problems	of	scheduling	the	CPU	in	a	system	with	a	single	processor.	If	multiple	CPUs	are	available,	load	sharing	becomes
possible;	however,	the	scheduling	problem	becomes	correspondingly	505	201	#include	#include	#define	NUM_THREADS	5	int	main(int	argc,	char	*argv[])	{	int	i,	scope;	pthread_t	tid[NUM_THREADS];	pthread_attr_t	attr;	I*	get	the	default	attributes	pthread_attr_init(&attr);	*I	I*	first	inquire	on	the	current	scope	*I	if	(pthread_attr_getscope(&attr,
&scope)	!=	0)	fprintf(stderr,	"Unable	to	get	scheduling	scope");	else	{	if	(scope	==	PTHREAD_SCOPE_PROCESS)	printf("PTHREAD_SCOPLPROCESS");	else	if	(scope	==	PTHREAD_SCOPE_SYSTEM)	printf("PTHREAD_SCOPE_SYSTEM");	else	fprintf(stderr,	"Illegal	scope	valueo");	}	I*	set	the	scheduling	algorithm	to	PCS	or	SCS	*I
pthread_attr_setscope(&attr,	PTHREAD_SCOPE_SYSTEM);	I*	create	the	threads	*I	for	(i	=	0;	i	<	NUM_THREADS;	i++)	pthread_create(&tid[i]	,&attr,runner,NULL);	I*	now	join	on	each	thread	*I	for	(i	=	0;	i	<	NUM_THREADS;	i++)	pthread_join(tid[i],	NULL);	}	I*	Each	thread	will	begin	control	in	this	function	void	*runner(void	*param)	{	I*	do	some
work	0	0	0	*I	*I	pthread_exi	t	(	0)	;	}	Figure	508	Pthread	scheduling	API.	more	complex.	Many	possibilities	have	been	tried;	and	as	we	saw	with	singleprocessor	CPU	scheduling,	there	is	no	one	best	solution.	Here,	we	discuss	several	concerns	in	multiprocessor	scheduling.	We	concentrate	on	systems	202	Chapter	5	in	which	the	processors	are
identical-homogeneous-in	terms	of	their	functionality;	we	can	then	use	any	available	processor	to	run	any	process	in	the	queue.	(Note,	however,	that	even	with	homogeneous	multiprocessors,	there	are	sometimes	limitations	on	scheduling.	Consider	a	system	with	an	l/0	device	attached	to	a	private	bus	of	one	processor.	Processes	that	wish	to	use	that
device	must	be	scheduled	to	run	on	that	processor.)	5.5.1	Approaches	to	Multiple-Processor	Scheduling	One	approach	to	CPU	scheduling	in	a	n1.ultiprocessor	system	has	all	scheduling	decisions,	I/O	processing,	and	other	system	activities	handled	by	a	single	processor-the	master	server.	The	other	processors	execute	only	user	code.	This	asymmetric
multiprocessing	is	simple	because	only	one	processor	accesses	the	system	data	structures,	reducing	the	need	for	data	sharing.	A	second	approach	uses	symmetric	multiprocessing	(SMP),	where	each	processor	is	self-scheduling.	All	processes	may	be	in	a	common	ready	queue,	or	each	processor	may	have	its	own	private	queue	of	ready	processes.
Regardless,	scheduling	proceeds	by	having	the	scheduler	for	each	processor	examine	the	ready	queue	and	select	a	process	to	execute.	As	we	shall	see	in	Chapter	6	if	we	have	multiple	processors	trying	to	access	and	update	a	common	data	structure,	the	scheduler	must	be	programmed	carefully.	We	must	ensure	that	two	processors	do	not	choose	the
same	process	and	that	processes	are	not	lost	from	the	queue.	Virtually	all	modern	operating	systems	support	SMP,	including	Windows	XP,	Windows	2000,	Solaris,	Linux,	and	Mac	OS	X.	In	the	remainder	of	this	section,	we	discuss	issues	concerning	SMP	systems.	1	5.5.2	Processor	Affinity	Consider	what	happens	to	cache	memory	when	a	process	has
been	running	on	a	specific	processor.	The	data	most	recently	accessed	by	the	process	populate	the	cache	for	the	processor;	and	as	a	result,	successive	memory	accesses	by	the	process	are	often	satisfied	in	cache	memory.	Now	consider	what	happens	if	the	process	migrates	to	another	processor.	The	contents	of	cache	memory	must	be	invalidated	for
the	first	processor,	and	the	cache	for	the	second	processor	must	be	repopulated.	Because	of	the	high	cost	of	invalidating	and	repopulating	caches,	most	SMP	systems	try	to	avoid	migration	of	processes	from	one	processor	to	another	and	instead	attempt	to	keep	a	process	rumung	on	the	same	processor.	This	is	known	as	processor	affinity-that	is,	a
process	has	an	affinity	for	the	processor	on	which	it	is	currently	rumting.	Processor	affinity	takes	several	forms.	When	an	operating	system	has	a	policy	of	attempting	to	keep	a	process	running	on	the	same	processor-but	not	guaranteeing	that	it	will	do	so-we	have	a	situation	known	as	soft	affinity.	Here,	it	is	possible	for	a	process	to	migrate	between
processors.	Some	systems	-such	as	Lim.IX	-also	provide	system	calls	that	support	hard	affinity,	thereby	allowing	a	process	to	specify	that	it	is	not	to	migrate	to	other	processors.	Solaris	limiting	which	processes	can	allows	processes	to	be	assigned	to	run	on	which	CPUs.	It	also	implements	soft	affinity.	The	main-memory	architecture	of	a	system	can
affect	processor	affinity	issues.	Figure	5.9	illustrates	an	architecture	featuring	non-uniform	memory	access	(NUMA),	in	which	a	CPU	has	faster	access	to	some	parts	of	main	memory	than	to	other	parts.	Typically,	this	occurs	in	systems	containing	combined	CPU	5.5	203	computer	Figure	5.9	NUMA	and	CPU	scheduling.	and	memory	boards.	The	CPUs
on	a	board	can	access	the	memory	on	that	board	with	less	delay	than	they	can	access	memory	on	other	boards	in	the	system.	If	the	operating	system's	CPU	scheduler	and	memory-placement	algorithms	work	together,	then	a	process	that	is	assigned	affinity	to	a	particular	CPU	can	be	allocated	memory	on	the	board	where	that	CPU	resides.	This
example	also	shows	that	operating	systems	are	frequently	not	as	cleanly	defined	and	implemented	as	described	in	operating-system	textbooks.	Rather,	the	"solid	lines"	between	sections	of	an	operating	system	are	frequently	only	"dotted	lines,"	with	algorithms	creating	connections	in	ways	aimed	at	optimizing	performance	and	reliability.	5.5.3	Load
Balancing	On	SMP	systems,	it	is	important	to	keep	the	workload	balanced	among	all	processors	to	fully	utilize	the	benefits	of	having	more	than	one	processor.	Otherwise,	one	or	more	processors	may	sit	idle	while	other	processors	have	high	workloads,	along	with	lists	of	processes	awaiting	the	CPU.	Load	balancing	attempts	to	keep	the	workload
evenly	distributed	across	all	processors	in	an	SMP	system.	It	is	important	to	note	that	load	balancing	is	typically	only	necessary	on	systems	where	each	processor	has	its	own	private	queue	of	eligible	processes	to	execute.	On	systems	with	a	common	run	queue,	load	balancing	is	often	unnecessary,	because	once	a	processor	becomes	idle,	it	immediately
extracts	a	rmmable	process	from	the	common	run	queue.	It	is	also	important	to	note,	howeve1~	that	in	most	contemporary	operating	systems	supporting	SMP,	each	processor	does	have	a	private	queue	of	eligible	processes.	There	are	two	general	approaches	to	load	balancing:	push	migration	and	pull	migration.	With	push	migration,	a	specific	task
periodically	checks	the	load	on	each	processor	and	-if	it	finds	an	imbalance-evenly	distributes	the	load	by	moving	(or	pushing)	processes	from	overloaded	to	idle	or	less-busy	processors.	Pull	migration	occurs	when	an	idle	processor	pulls	a	waiting	task	from	a	busy	processor.	Push	and	pull	migration	need	not	be	mutually	exclusive	and	are	in	fact	often
implemented	in	parallel	on	load-balancing	systems.	For	example,	the	Linux	scheduler	(described	in	Section	5.6.3)	and	the	ULE	scheduler	204	Chapter	5	available	for	FreeBSD	systems	implement	both	techniqL1es.	Linux	runs	its	loadbalancing	algorithm	every	200	milliseconds	(push	migration)	or	whenever	the	run	queue	for	a	processor	is	empty	(pull
migration).	Interestingly,	load	balancing	often	counteracts	the	benefits	of	processor	affinity,	discussed	in	Section	5.5.2.	That	is,	the	benefit	of	keeping	a	process	running	on	the	same	processor	is	that	the	process	can	take	advantage	of	its	data	being	in	that	processor's	cache	memory.	Either	pulling	or	pushing	a	process	from	one	processor	to	another
invalidates	this	benefit.	As	is	often	the	case	in	systems	engineering,	there	is	no	absolute	rule	concerning	what	policy	is	best.	Thus,	in	some	systems,	an	idle	processor	always	pulls	a	process	from	a	non-idle	processor;	and	in	other	systems,	processes	are	moved	only	if	the	imbalance	exceeds	a	certain	threshold.	5.5.4	Multicore	Processors	Traditionally,
SMP	systems	have	allowed	several	threads	to	run	concurrently	by	providing	multiple	physical	processors.	However,	a	recent	trend	in	computer	hardware	has	been	to	place	multiple	processor	cores	on	the	same	physical	chip,	.	Each	core	has	a	register	set	to	maintain	its	resulting	in	a	appears	to	the	operating	system	to	be	a	separate	architectural	state
and	physical	processor.	SMP	systems	that	use	multicore	processors	are	faster	and	consume	less	power	than	systems	in	which	each	processor	has	its	own	physical	chip.	Multicore	processors	may	complicate	scheduling	issues.	Let's	consider	how	this	can	happen.	Researchers	have	discovered	that	when	a	processor	accesses	memory,	it	spends	a
significant	amount	of	time	waiting	for	the	data	to	become	available.	This	situation,	known	as	a	may	occur	for	various	reasons,	such	as	a	cache	miss	(accessing	data	that	is	not	in	cache	memory).	Figure	5.10	illustrates	a	memory	stall.	In	this	scenario,	the	processor	can	spend	up	to	50	percent	of	its	time	waiting	for	data	to	become	available	from
memory.	To	remedy	this	situation,	many	recent	hardware	designs	have	implemented	multithreaded	processor	cores	in	which	two	(or	more)	hardware	threads	are	assigned	to	each	core.	That	way,	if	one	thread	stalls	while	waiting	for	memory,	the	core	can	switch	to	another	thread.	Figure	5.11	illustrates	a	dual-threaded	processor	core	on	which	the
execution	of	thread	0	and	the	execution	of	thread	1	are	interleaved.	From	an	operating-system	perspective,	each	hardware	thread	appears	as	a	logical	processor	that	is	available	to	run	a	software	thread.	Thus,	on	a	dual-threaded,	dual-core	system,	four	logical	processors	are	presented	to	the	operating	system.	The	UltraSPARC	Tl	CPU	has	eight	cores
per	chip	and	four	0	thread	c	~memory	stall	cycle	compute	cycle	M	c	c	M	time	Figure	5.10	Memory	stall.	M	c	M	5.5	thread	1	thread	0	c	205	c	M	c	M	c	M	M	c	M	c	M	c	c	time	Figure	5.11	Multithreaded	multicore	system.	hardware	threads	per	core;	from	the	perspective	of	the	operating	system,	there	appear	to	be	32	logical	processors.	In	general,	there
are	two	ways	to	multithread	a	processor:	~__u.,u."·c-).;u:•cHccu	multithreading.	With	coarse-grained	multithreading,	a	thread	executes	on	a	processor	until	a	long-latency	event	such	as	a	memory	stall	occurs.	Because	of	the	delay	caused	by	the	long-latency	event,	the	processor	must	switch	to	another	thread	to	begin	execution.	However,	the	cost	of
switching	between	threads	is	high,	as	the	instruction	pipeline	must	be	flushed	before	the	other	thread	can	begin	execution	on	the	processor	core.	Once	this	new	thread	begins	execution,	it	begins	filling	the	pipeline	with	its	instructions.	Fine-grained	(or	interleaved)	multithreading	switches	between	threads	at	a	much	finer	level	of	granularity-typically
at	the	boundary	of	an	instruction	cycle.	However,	the	architectural	design	of	fine-grained	systems	includes	logic	for	thread	switching.	As	a	result,	the	cost	of	switching	between	threads	is	small.	Notice	that	a	multithreaded	multicore	processor	actually	requires	two	different	levels	of	scheduling.	On	one	level	are	the	scheduling	decisions	that	must	be
made	by	the	operating	system	as	it	chooses	which	software	thread	to	run	on	each	hardware	thread	(logical	processor).	For	this	level	of	scheduling,	the	operating	system	may	choose	any	scheduling	algorithm,	such	as	those	described	in	Section	5.3.	A	second	level	of	scheduling	specifies	how	each	core	decides	which	hardware	thread	to	run.	There	are
several	strategies	to	adopt	in	this	situation.	The	UltraSPARC	Tl,	mentioned	earlier,	uses	a	simple	roundrobin	algorithm	to	schedule	the	four	hardware	threads	to	each	core.	Another	example,	the	Intel	Itanium,	is	a	dual-core	processor	with	hvo	hardwaremanaged	threads	per	core.	Assigned	to	each	hardware	thread	is	a	dynamic	urgency	value	ranging
from	0	to	7,	with	0	representing	the	lowest	urgency,	and	7	the	highest.	The	Itanium.	identifies	five	different	events	that	may	trigger	a	thread	switch.	When	one	of	these	events	occurs,	the	thread-switching	logic	compares	the	urgency	of	the	two	threads	and	selects	the	thread	with	the	highest	urgency	value	to	execute	on	the	processor	core.	5.5.5
Virtualization	and	Scheduling	A	system	with	virtualization,	even	a	single-CPU	system,	frequently	acts	like	a	multiprocessor	system.	The	virtualization	software	presents	one	or	more	virtual	CPUs	to	each	of	the	virtual	machines	rum1.ing	on	the	system	and	then	schedules	the	use	of	the	physical	CPUs	among	the	virtual	machines.	The	significant
variations	between	virtualization	technologies	make	it	difficult	to	summarize	the	effect	of	virtualization	on	scheduling	(see	Section	2.8).	In	general,	though,	most	virtualized	environments	have	one	host	operating	206	Chapter	5	system	and	many	guest	operating	systems.	The	host	operating	system	creates	and	manages	the	virtual	machines,	and	each
virtual	n	is	written	to	the	log.	During	its	execution,	any	write	operation	by	T;	is	preceded	by	the	writing	of	the	appropriate	new	record	to	the	log.	When	T;	commits,	the	record<	T;	commits>	is	written	to	the	log.	Because	the	information	in	the	log	is	used	in	reconstructing	the	state	of	the	data	items	accessed	by	the	various	transactions,	we	cannot	allow
the	actual	update	to	a	data	item	to	take	place	before	the	corresponding	log	record	is	written	out	to	stable	storage.	We	therefore	require	that,	prior	to	execution	of	a	wri	te(X)	operation,	the	log	records	corresponding	to	X	be	written	onto	stable	storage.	Note	the	performance	penalty	inherent	in	this	system.	Two	physical	writes	are	required	for	every
logical	write	requested.	Also,	more	storage	is	needed,	both	for	the	data	themselves	and	for	the	log	recording	the	changes.	In	cases	6.9	261	where	the	data	are	extremely	important	and	fast	failure	recovery	is	necessary,	however,	the	functionality	is	worth	tl1e	price.	Using	the	log,	the	system	can	handle	any	failure	that	does	not	result	in	the	loss	of
information	on	nonvolatile	storage.	The	recovery	algorithm	uses	two	procedures:	undo(T;	),	which	restores	the	value	of	all	data	updated	by	transaction	T;	to	the	old	values	redo(T;	),	which	sets	the	value	of	all	data	updated	by	transaction	T;	to	the	new	values	The	set	of	data	updated	by	T;	and	the	appropriate	old	and	new	values	can	be	found	in	the	log.
Note	that	the	undo	and	redo	operations	must	be	idempotent	(that	is,	multiple	executions	must	have	the	same	result	as	does	one	execution)	to	guarantee	correct	behavior	even	if	a	failure	occurs	during	the	recovery	process.	If	a	transaction	T;	aborts,	then	we	can	restore	the	state	of	the	data	that	it	has	updated	by	simply	executing	undo(T;	).	If	a	system
failure	occurs,	we	restore	the	state	of	all	updated	data	by	consulting	the	log	to	determine	which	transactions	need	to	be	redone	and	which	need	to	be	Lmdone.	This	classification	of	transactions	is	accomplished	as	follows:	Transaction	T;	needs	to	be	undone	if	the	log	contains	the	<	I;	starts>	record	but	does	not	contain	the<	T;	corrnni	ts>	record.
Transaction	T;	needs	to	be	redone	if	the	log	contains	both	the<	T;	starts>	and	the<	T;	corrnni	ts>	records.	6.9.3	Checkpoints	When	a	system	failure	occurs,	we	must	consult	the	log	to	determine	which	transactions	need	to	be	redone	and	which	need	to	be	undone.	In.	principle,	we	need	to	search	the	entire	log	to	make	these	determinations.	There	are
two	major	drawbacks	to	this	approach:	The	searching	process	is	time	consuming.	Most	of	the	transactions	that,	according	to	our	algorithm,	need	to	be	redone	have	already	actually	updated	the	data	that	the	log	says	they	need	to	modify.	Although	redoing	the	data	modifications	will	cause	no	harm	(due	to	idempotency),	it	will	nevertheless	cause
recovery	to	take	longer.	To	reduce	these	types	of	overhead,	we	introduce	the	concept	of	During	execution,	the	system	maintains	the	write-ahead	log.	In	addition,	the	system	periodically	performs	checkpoints	that	require	the	following	sequence	of	actions	to	take	place:	Output	all	log	records	currently	residing	in	volatile	storage	(usually	main	memory)
onto	stable	storage.	Output	all	modified	data	residing	in	volatile	storage	to	the	stable	storage.	Output	a	log	record	onto	stable	storage.	262	Chapter	6	The	presence	of	a	record	in	the	log	allows	the	systen'l	to	streamline	its	recovery	procedure.	Consider	a	transaction	I;	that	committed	prior	to	the	checkpoint.	The	<	T;	commits>	record	appears	in	the
log	before	the	record.	Any	modifications	made	by	T;	must	have	been	written	to	stable	storage	either	prior	to	the	checkpoint	or	as	part	of	the	checkpoint	itself.	Thus,	at	recovery	time,	there	is	no	need	to	perform	a	redo	operation	on	T;.	This	observation	allows	us	to	refine	our	previous	recovery	algorithm.	After	a	failure	has	occurred,	the	recovery	routine
examines	the	log	to	determine	the	most	recent	transaction	T;	that	started	executing	before	the	most	recent	checkpoint	took	place.	It	finds	such	a	transaction	by	searching	the	log	backward	to	find	the	first	record	and	then	finding	the	subsequent	<	T;	start>	record.	Once	transaction	T;	has	been	identified,	the	redo	and	undo	operations	need	be	applied
only	to	transaction	T;	and	all	transactions	T1	that	started	executing	after	transaction	I;·.	We'll	call	these	transactions	set	T.	The	remainder	of	the	log	can	be	ignored.	The	recovery	operations	that	are	required	are	as	follows:	For	all	transactions	'nc	in	T	for	which	the	record	<	Tic	commits>	appears	in	the	log,	execute	redo(T/c)·	For	all	transactions	'nc	in
T	that	have	no	<	Tic	commits>	record	in	the	log,	execute	undo(T;c).	6.9.4	Concurrent	Atomic	Transactions	We	have	been	considering	an	environment	in	which	only	one	transaction	can	be	executing	at	a	time.	We	now	turn	to	the	case	where	multiple	transactions	are	active	simultaneously.	Because	each	transaction	is	atomic,	the	concurrent	execution	of
transactions	must	be	equivalent	to	the	case	where	these	transactions	are	executed	serially	in	some	arbih·ary	order.	This	property,	called	can	be	maintained	by	simply	executing	each	transaction	within	a	critical	section.	That	is,	all	transactions	share	a	common	semaphore	mutex,	which	is	initialized	to	1.	When	a	transaction	starts	executing,	its	first
action	is	to	execute	wai	t(mutex).	After	the	transaction	either	commits	or	aborts,	it	executes	signal(mutex).	Although	this	scheme	ensures	the	atomicity	of	all	concurrently	executing	transactions,	it	is	nevertheless	too	restrictive.	As	we	shall	see,	in	many	cases	we	can	allow	transactions	to	overlap	their	execution	while	maintaining	serializability.	A
number	of	different	ensure	serializability,	and	we	describe	these	algorithms	next.	6.9.4.1	Serializability	Consider	a	system	with	two	data	items,	A	and	B,	that	are	both	read	and	written	by	two	transactions,	To	and	T1	.	Suppose	that	these	transactions	are	executed	atomically	in	the	order	T0	followed	by	T1	.	This	execution	sequence,	which	is	called	a
schedule,	is	represented	in	Figure	6.22.	In	schedule	1	of	Figure	6.22,	the	sequence	of	instruction	steps	is	in	chronological	order	from	top	to	bottom,	with	instructions	of	To	appearing	in	the	left	column	and	instructions	of	T1	appearing	in	the	right	colunm.	6.9	To	read(A)	write(A)	read(B)	write(	B)	263	T1	read(A)	write(A)	read(B)	write(	B)	Figure	6.22
Schedule	I:	A	serial	schedule	in	which	To	is	followed	by	T1	•	A	schedule	in	which	each	transaction	is	executed	atomically	is	called	a	A	serial	schedule	consists	of	a	sequence	of	instructions	from	various	transactions	wherein	the	instructions	belonging	to	a	particular	transaction	appear	together.	Thus,	for	a	set	of	n	transactions,	there	exist	n!	different
valid	serial	schedules.	Each	serial	schedule	is	correct,	because	it	is	equivalent	to	the	atomic	execution	of	the	various	participating	transactions	in	some	arbitrary	order.	If	we	allow	the	two	transactions	to	overlap	their	execution,	then	the	resulting	schedule	is	no	longer	serial.	A	:•cJ,sef'i:al	does	not	necessarily	imply	an	incorrect	execution	(that	is,	an
execution	that	is	not	equivalent	to	one	represented	by	a	serial	schedule).	To	see	that	this	is	the	case,	we	need	to	define	the	notion	of	nflic;cing	Consider	a	schedule	S	in	which	there	are	two	consecutive	operations	0;	and	Oi	of	transactions~	and	Ti,	respectively.	We	say	that	0;	and	Oj	conflict	if	they	access	the	same	data	item	and	at	least	one	of	them	is	a
write	operation.	To	illustrate	the	concept	of	conflicting	operations,	we	consider	the	nonserial	schedule	2	of	Figure	6.23.	The	wri	te(A)	operation	of	To	conflicts	with	the	read(A)	operation	of	T1	.	However,	the	wri	te(A)	operation	of	T1	does	not	conflict	with	the	read(B)	operation	of	To,	because	the	two	operations	access	different	data	items.	To	read(A)
write(A)	T1	read(A)	write(A)	read(B)	write(	B)	read(B)	write(	B)	Figure	6.23	Schedule	2:	A	concurrent	serializable	schedule.	264	Chapter	6	Let	0;	and	0;	be	consecutive	operations	of	a	schedule	5.	If	0;	and	Oi	are	operations	of	different	transactions	and	0;	and	Oi	do	not	conflict	then	we	can	swap	the	order	of	0;	and	0;	to	produce	a	new	schedule	5'.	We
expect	5	to	be	equivalent	to	5',	as	all	operations	appear	in	the	same	order	in	both	schedules,	except	for	0;	and	0	1,	whose	order	does	not	matter.	We	can	illustrate	the	swapping	idea	by	considering	again	schedule	2	of	Figure	6.23.	As	the	wri	te(A)	operation	of	T1	does	not	conflict	with	the	read(	B)	operation	of	T0	,	we	can	swap	these	operations	to
generate	an	equivalent	schedule.	Regardless	of	the	initial	system	state,	both	schedules	produce	the	same	final	system	state.	Continuing	with	this	procedure	of	swapping	nonconflicting	operations,	we	get:	Swap	the	read(B)	operation	of	To	with	the	read(A)	operation	of	T1	.	Swap	the	write(B)	operation	of	To	with	the	write(A)	operation	of	T1	.	Swap	the
wri	te(B)	operation	of	To	with	the	read(A)	operation	of	T1	.	The	final	result	of	these	swaps	is	schedule	1	in	Figure	6.22,	which	is	a	serial	schedule.	Thus,	we	have	shown	that	schedule	2	is	equivalent	to	a	serial	schedule.	This	result	implies	that	regardless	of	the	initial	system	state,	schedule	2	will	produce	the	same	final	state	as	will	some	serial	schedule.
If	a	schedule	5	can	be	transformed	into	a	serial	schedule	5'	swaps	of	nonconflicting	operations,	we	say	that	a	schedule	5	is	izable.	Thus,	schedule	2	is	conflict	serializable,	because	it	can	be	transformed	into	the	serial	schedule	1.	6.9.4.2	Locking	Protocol	One	way	to	ensure	serializability	is	to	associate	a	lock	with	each	data	item	and	to	require	that	each
transaction	follow	a	that	governs	how	locks	are	acquired	and	released.	There	are	various	modes	in	which	a	data	item	can	be	locked.	In	this	section,	we	restrict	our	attention	to	two	modes:	Shared.	If	a	transaction	7i	has	obtained	a	shared-mode	lock	(denoted	by	S)	on	data	item	Q,	then	1i	can	read	this	item	but	cannot	write	Q.	Exclusive.	If	a	transaction
T;	has	obtained	an	exclusive-mode	lock	(denoted	by	X)	on	data	item	Q,	then	7i	can	both	read	and	write	Q.	We	require	that	every	transaction	request	a	lock	in	an	appropriate	m.ode	on	data	item	Q,	depending	on	the	type	of	operations	it	will	perform	on	Q.	To	access	data	item	Q,	transaction	1i	must	first	lock	Q	in	the	appropriate	mode.	If	Q	is	not
currently	locked,	then	the	lock	is	granted,	and	T;	can	now	access	it.	However,	if	the	data	item	Q	is	currently	locked	by	some	other	transaction,	then	T;	may	have	to	wait.	More	specifically,	suppose	that	1i	requests	an	exclusive	lock	on	Q.	In	this	case,	1i	must	wait	until	the	lock	on	Q	is	released.	If	T;	requests	a	shared	lock	on	Q,	then	T;	must	wait	if	Q	is
locked	in	exclusive	mode.	Otherwise,	it	can	obtain	the	lock	and	access	Q.	Notice	that	this	scheme	is	quite	similar	to	the	readers-writers	algorithm	discussed	in	Section	6.6.2.	A	transaction	may	unlock	a	data	item	that	it	locked	at	an	earlier	point.	It	must,	however,	hold	a	lock	on	a	data	item	as	long	as	it	accesses	that	item.	6.9	265	Moreove1~	it	is	not
always	desirable	for	a	transaction	to	unlock	a	data	item	immediately	after	its	last	access	of	that	data	item,	because	serializability	may	not	be	ensured.	One	protocol	that	ensures	serializability	is	the	This	protocol	requires	that	each	transaction	issue	lock	and	unlock	requests	in	two	phases:	Growing	phase.	A	transaction	may	obtain	locks	but	may	not
release	any	locks.	Shrinking	phase.	A	transaction	may	release	locks	but	may	not	obtain	any	new	locks.	Initially	a	transaction	is	in	the	growing	phase.	The	transaction	acquires	locks	as	needed.	Once	the	transaction	releases	a	lock,	it	enters	the	shrinking	phase,	and	no	more	lock	requests	can	be	issued.	The	two-phase	locking	protocol	ensures	conflict
serializability	(Exercise	6.14).	It	does	not,	however,	ensure	freedom	from	deadlock.	In	addition,	it	is	possible	that,	for	a	given	set	of	transactions,	there	are	conflict-serializable	schedules	that	cannot	be	obtained	by	use	of	the	two-phase	locking	protocol.	To	improve	performance	over	two-phase	locking,	we	need	either	to	have	additional	information
about	the	transactions	or	to	impose	some	structure	or	ordering	on	the	set	of	data.	6.9.4.3	Timestamp-Based	Protocols	In	the	locking	protocols	described	above,	the	order	followed	by	pairs	of	conflicting	transactions	is	determined	at	execution	time.	Another	method	for	determining	the	serializability	order	is	to	select	an	order	in	advance.	The	most
common	method	for	doing	so	is	to	use	a	ordering	scheme.	With	each	transaction	~	in	the	system,	we	associate	a	unique	fixed	timestamp,	denoted	by	TS(T;).	This	timestamp	is	assigned	by	the	system	before	the	transaction	T;	starts	execution.	If	a	transaction	~	has	been	assigned	timestamp	TS(~	),	and	later	a	new	transaction	Ti	enters	the	system,	then
TS(T;)	<	TS(TJ	).	There	are	two	simple	methods	for	implementing	this	scheme:	Use	the	value	of	the	system	clock	as	the	timestamp;	that	is,	a	transaction's	timestamp	is	equal	to	the	value	of	the	clock	when	the	transaction	enters	the	system.	This	method	will	not	work	for	transactions	that	occur	on	separate	systems	or	for	processors	that	do	not	share	a
clock.	Use	a	logical	counter	as	the	timestamp;	that	is,	a	transaction's	timestamp	is	equal	to	the	value	of	the	counter	when	the	transaction	enters	the	system.	The	counter	is	incremented	after	a	new	timestamp	is	assigned.	The	timestamps	of	the	transactions	determine	the	serializability	order.	Thus,	if	TS(Ti)	<	TS(Tj	),	then	the	system	must	ensure	that
the	schedule	produced	is	equivalent	to	a	serial	schedule	in	which	transaction	~	appears	before	transaction	Tj.	To	implement	this	scheme,	we	associate	with	each	data	item.	Q	two	timestamp	values:	266	Chapter	6	W-timestamp(Q)	denotes	the	largest	timestamp	of	any	transaction	that	successfully	executed	wri	te(Q).	R-timestamp(Q)	denotes	the	largest
timestamp	of	any	transaction	that	successfully	executed	read(Q).	These	timestamps	are	updated	whenever	a	new	read(Q)	or	wri	te(Q)	instruction	is	executed.	The	timestamp	ordering	protocol	ensures	that	any	conflicting	read	and	write	operations	are	executed	in	timestamp	order.	This	protocol	operates	as	follows:	Suppose	that	transaction	T;	issues
read(Q):	o	If	TS(Ti)	<	W-timestamp(),	then	T;	needs	to	read	a	value	of	Q	that	was	already	overwritten.	Hence,	the	read	operation	is	rejected,	and	T;	is	rolled	back.	o	If	TS(T;)	2::	W-timestamp(Q),	then	the	read	operation	is	executed,	and	R-timestamp(Q)	is	set	to	the	maximum	of	R-timestamp(Q)	and	TS(T;).	Suppose	that	transaction	T;	issues	wri	te(Q):	o
If	TS(T;)	<	R-timestamp(Q),	then	the	value	of	Q	that	T;	is	producing	was	needed	previously	and	T;	assumed	that	this	value	would	never	be	produced.	Hence,	the	write	operation	is	rejected,	and	T;	is	rolled	back.	o	If	TS(T;)	<	W-timestamp(Q),	then	T;	is	attempting	to	write	an	obsolete	value	of	Q.	Hence,	this	write	operation	is	rejected,	and	T;	is	rolled
back.	o	Otherwise,	the	write	operation	is	executed.	A	transaction	T;	that	is	rolled	back	as	a	result	of	either	a	read	or	write	operation	is	assigned	a	new	timestamp	and	is	restarted.	To	illustrate	this	protocol,	consider	schedule	3	in	Figure	6.24,	which	includes	transactions	T2	and	T3	.	We	assume	that	a	transaction	is	assigned	a	timestamp	immediately
before	its	first	instruction.	Thus,	in	schedule	3,	TS(T2	)	<	TS(T3	),	and	the	schedule	is	possible	under	the	timestamp	protocol.	This	execution	can	also	be	produced	by	the	two-phase	locking	protocol.	Howeve1~	some	schedules	are	possible	under	the	two-phase	locking	protocol	but	not	under	the	timestamp	protocol,	and	vice	versa.	T2	read(B)	T3
read(B)	write(	B)	read(A)	read(A)	write(A)	Figure	6.24	Schedule	3:	A	schedule	possible	under	the	timestamp	protocol.	267	The	timestamp	protocol	ensures	conflict	serializability.	This	capability	follows	from	the	fact	that	conflicting	operations	are	processed	in	timestamp	order.	The	protocol	also	ensures	freedom	fron1	deadlocl=	n)	break;	&&	(j	II	flag[j]
!=	in_cs))	i	&&	(turn	i	I	I	flag	[turn]	idle))	}	II	critical	section	j	=	(turn	+	1)	%	n;	while	(flag[j]	==	idle)	j	=	(j	+	1)	%n;	turn=	j;	flag	[i]	=	idle;	II	remainder	section	}	while	(TRUE);	Figure	6.26	The	structure	of	process	A	in	Eisenberg	and	McGuire's	algorithm.	numbers	associated	with	all	the	processes	currently	accessing	the	file	must	be	less	than	n.
Write	a	monitor	to	coordinate	access	to	the	file.	6.6	The	decrease_count	()	function	in	the	previous	exercise	currently	returns	0	if	sufficient	resources	are	available	and	-1	otherwise.	This	leads	to	awkward	programming	for	a	process	that	wishes	to	obtain	a	number	of	resources:	while	(decrease_count(count)	==	-1)	Rewrite	the	resource-manager	code
segment	using	a	monitor	and	condition	variables	so	that	the	decrease_count	()	function	suspends	270	Chapter	6	the	process	until	sufficient	resources	are	available.	This	will	allow	a	process	to	invoke	decrease_count	()	by	simply	calling	decrease_count(count);	The	process	will	return	from	this	function	call	only	when	sufficient	resources	are	available.
6.7	Exercise	4.12	requires	the	parent	thread	to	wait	for	the	child	thread	to	finish	its	execution	before	printing	out	the	computed	values.	If	we	let	the	parent	thread	access	the	Fibonacci	numbers	as	soon	as	they	have	been	computed	by	the	child	thread	-	rather	than	waiting	for	the	child	thread	to	terminate-	Explain	what	changes	would	be	necessary	to
the	solution	for	this	exercise?	Implement	your	modified	solution.	6.8	In	Section	6.4,	we	mentioned	that	disabling	interrupts	frequently	can	affect	the	system's	clock.	Explain	why	this	can	occur	and	how	such	effects	can	be	mil1.imized.	6.9	Servers	can	be	designed	to	limit	the	number	of	open	coru1.ections.	For	example,	a	server	may	wish	to	have	only	N
socket	com1.ections	at	any	point	in	time.	As	soon	as	N	connections	are	made,	the	server	will	not	accept	another	incoming	connection	until	an	existing	connection	is	released.	Explain	how	semaphores	can	be	used	by	a	server	to	limit	the	number	of	concurrent	connections.	6.10	Why	do	Solaris,	Lil1.ux,	and	Windows	XP	use	spinlocks	as	a	synchronization
mechanism	only	on	multiprocessor	systems	and	not	on	single-processor	systems?	6.11	Show	that,	if	the	wait	()	and	signal	()	semaphore	operations	are	not	executed	atomically,	then	mutual	exclusion	may	be	violated.	6.12	Show	how	to	implement	the	wait()	and	signal()	semaphore	operations	in	multiprocessor	environments	using	the	TestAndSet	()
instruction.	The	solution	should	exhibit	minimal	busy	waiting.	6.13	Suppose	we	replace	the	wait()	and	signal()	operations	of	monitors	with	a	single	construct	await	(B),	where	B	is	a	general	Boolean	expression	that	causes	the	process	executing	it	to	wait	until	B	becomes	true.	a.	Write	a	monitor	using	this	scheme	to	implement	the	readerswriters
problem.	b.	Explain	why,	in	general,	this	construct	cannot	be	implemented	efficiently.	c.	What	restrictions	need	to	be	put	on	the	await	statement	so	that	it	can	be	implemented	efficiently?	(Hint:	Restrict	the	generality	of	B;	see	Kessels	[1977].)	271	6.14	Show	that	the	two-phase	locking	protocol	ensures	conflict	serializability.	6.15	How	does	the	signal()
operation	associated	with	monitors	differ	from	the	corresponding	operation	defined	for	semaphores?	6.16	Describe	how	volatile,	nonvolatile,	and	stable	storage	differ	in	cost.	6.17	Explain	why	implementing	synchronization	primitives	by	disabling	interrupts	is	not	appropriate	in	a	single-processor	system	if	the	synchronization	primitives	are	to	be	used
in	user-level	programs.	6.18	Consider	a	system	consisting	of	processes	P1	,	P2	,	...	,	P11,	each	of	which	has	a	unique	priority	number.	Write	a	monitor	that	allocates	three	identical	line	printers	to	these	processes,	using	the	priority	numbers	for	deciding	the	order	of	allocation.	6.19	Describe	two	kernel	data	structures	in	which	race	conditions	are
possible.	Be	sure	to	include	a	description	of	how	a	race	condition	can	occur.	6.20	Assume	that	a	finite	number	of	resources	of	a	single	resource	type	must	be	managed.	Processes	may	ask	for	a	number	of	these	resources	and	-once	finished-will	return	them.	As	an	example,	many	commercial	software	packages	provide	a	given	number	of	licenses,
indicating	the	number	of	applications	that	may	run	concurrently.	When	the	application	is	started,	the	license	count	is	decremented.	When	the	application	is	terminated,	the	license	count	is	incremented.	If	all	licenses	are	in	use,	requests	to	start	the	application	are	denied.	Such	requests	will	only	be	granted	when	an	existing	license	holder	terminates
the	application	and	a	license	is	returned.	The	following	program	segment	is	used	to	manage	a	finite	number	of	instances	of	an	available	resource.	The	maximum	number	of	resources	and	the	number	of	available	resources	are	declared	as	follows:	#define	MAX_RESOURCES	5	int	available_resources	=	MAX_RESOURCES;	When	a	process	wishes	to
obtain	a	number	of	resources,	it	invokes	the	decrease_count	()	function:	I*	I*	I*	decrease	available_resources	by	count	resources	return	0	if	sufficient	resources	available,	*I	otherwise	return	-1	*I	int	decrease_count(int	count)	{	if	(available_resources	<	count)	return	-1;	else	{	available_resources	count;	return	0;	}	}	*I	272	Chapter	6	When	a	process
wants	to	return	a	number	of	resourcesf	it	calls	the	increase_count	()	function:	I*	increase	available_resources	by	count	*I	int	increase_count(int	count)	{	available_resources	+=	count;	return	0;	}	The	preceding	program	segment	produces	a	race	condition.	Do	the	following:	a.	Identify	the	data	involved	in	the	race	condition.	b.	Identify	the	location	(or
locations)	in	the	code	where	the	race	condition	occurs.	c.	Using	a	semaphoref	fix	the	race	condition.	It	is	ok	to	modify	the	decrease_count	()	fun.ction	so	that	the	calling	process	is	blocked	until	sufficient	resources	are	available.	6.21	Explain	why	spinlocks	are	not	appropriate	for	single-processor	systems	yet	are	often	used	in	multiprocessor	systems.
6.22	The	Cigarette-Smokers	Problem.	Consider	a	system	with	three	smoker	processes	and	one	agent	process.	Each	smoker	continuously	rolls	a	cigarette	and	then	smokes	it.	But	to	roll	and	smoke	a	cigarettef	the	smoker	needs	three	ingredients:	tobaccof	paperf	and	matches.	One	of	the	smoker	processes	has	paperf	another	has	tobaccof	and	the	third
has	matches.	The	agent	has	an	infinite	supply	of	all	three	materials.	The	agent	places	two	of	the	ingredients	on	the	table.	The	smoker	who	has	the	remaining	iJ.l.gredient	then	makes	and	smokes	a	cigarette,	signaling	the	agent	on	completion.	The	agent	then	puts	out	another	two	of	the	three	ingredients,	and	the	cycle	repeats.	Write	a	program	to
synchronize	the	agent	and	the	smokers	using	Java	synchronization.	6.23	Describe	how	the	Swap	()	instruction	can	be	used	to	provide	mutual	exclusion	that	satisfies	the	bounded-waiting	requirement.	6.24	a	new	lightweight	synchronization	tool	called	locks.	Whereas	most	implementations	of	readerwriter	locks	favor	either	readers	or	writers,	or
perhaps	order	waiting	threads	using	a	FIFO	policy,	slim	reader-writer	locks	favor	neither	readers	nor	writers,	nor	are	waiting	threads	ordered	in	a	FIFO	queue.	Explain	the	benefits	of	providing	such	a	synchronization	tool.	6.25	What	are	the	implications	of	assigning	a	new	timestamp	to	a	transaction	that	is	rolled	back?	How	does	the	system	process
transactions	that	were	issued	after	the	rolled	-back	transaction	b-ut	that	have	timestamps	smaller	than	the	new	timestamp	of	the	rolled-back	transaction?	273	6.26	Discuss	the	tradeoff	between	fairness	and	throughput	of	operations	in	the	readers-writers	problem.	Propose	a	method	for	solving	the	readers-writers	problem	without	causing	starvation.
6.2'7	When	a	signal	is	performed	on	a	condition	inside	a	monitor,	the	signaling	process	can	either	continue	its	execution	or	transfer	control	to	the	process	that	is	signaled.	How	would	the	solution	to	the	preceding	exercise	differ	with	these	two	different	ways	in	which	signaling	can	be	performed?	6.28	What	is	the	meaning	of	the	term	busy	waiting?
What	other	kinds	of	waiting	are	there	in	an	operating	system?	Can	busy	waiting	be	avoided	altogether?	Explain	your	answer.	6.29	Demonstrate	that	monitors	and	semaphores	are	equivalent	insofar	as	they	can	be	used	to	implement	the	same	types	of	synchronization	problems.	6.30	In	log-based	systems	that	provide	support	for	transactions,	updates	to
data	items	cannot	be	performed	before	the	corresponding	entries	are	logged.	Why	is	this	restriction	necessary?	6.31	Explain	the	purpose	of	the	checkpoint	mechanism.	How	often	should	checkpoints	be	performed?	Describe	how	the	frequency	of	checkpoints	affects:	System	performance	when	no	failure	occurs	The	time	it	takes	to	recover	from	a
system	crash	The	time	it	takes	to	recover	from	a	disk	crash	6.32	Write	a	bounded-buffer	monitor	in	which	the	buffers	(portions)	are	embedded	within	the	monitor	itself.	6.33	The	strict	mutual	exclusion	within	a	monitor	makes	the	bounded-buffer	monitor	of	Exercise	6.32	mainly	suitable	for	small	portions.	6.34	a.	Explain	why	this	is	true.	b.	Design	a
new	scheme	that	is	suitable	for	larger	portions.	Race	conditions	are	possible	in	many	computer	systems.	Consider	a	banking	system	with	two	functions:	deposit	(amount)	and	withdraw	(amount).	These	two	functions	are	passed	the	amount	that	is	to	be	deposited	or	withdrawn	from	a	bank	account.	Assume	a	shared	bank	account	exists	between	a
husband	and	wife	and	concurrently	the	husband	calls	the	withdraw()	function	and	the	wife	calls	deposit().	Describe	how	a	race	condition	is	possible	and	what	might	be	done	to	prevent	the	race	condition	from	occurring.	274	Chapter	6	6.35	Suppose	the	signal()	statement	can	appear	only	as	the	last	statement	in	a	monitor	procedure.	Suggest	how	the
implementation	described	in	Section	6.7	can	be	simplified	in	this	situation.	6.36	The	Sleeping-Barber	Problem.	A	barbershop	consists	of	a	waiting	room	with	n	chairs	and	a	barber	roorn	with	one	barber	chair.	If	there	are	no	customers	to	be	served,	the	barber	goes	to	sleep.	If	a	customer	enters	the	barbershop	and	all	chairs	are	occupied,	then	the
customer	leaves	the	shop.	If	the	barber	is	busy	but	chairs	are	available,	then	the	customer	sits	in	one	of	the	free	chairs.	If	the	barber	is	asleep,	the	customer	wakes	up	the	barber.	Write	a	program	to	coordinate	the	barber	and	the	customers.	6.37	Producer-Consumer	Problem	In	Section	6.6.1,	we	had	presented	a	semaphore-based	solution	to	the
producer-consumer	problem	using	a	bounded	buffer.	In	this	project,	we	will	design	a	programming	solution	to	the	bounded-buffer	problem	using	the	producer	and	consumer	processes	shown	in	Figures	6.10	and	6.11.	The	solution	presented	in	Section	6.6.1	uses	three	semaphores:	empty	and	full,	which	count	the	number	of	empty	and	full	slots	in	the
buffer,	and	mutex,	which	is	a	binary	(or	mutual-exclusion)	semaphore	that	protects	the	actual	insertion	or	removal	of	items	in	the	buffer.	For	this	project,	standard	counting	semaphores	will	be	used	for	empty	and	full,	and	a	mutex	lock,	rather	than	a	binary	semaphore,	will	be	used	to	represent	mutex.	The	producer	and	consumer-running	as	separate
threads-will	move	items	to	and	from	a	buffer	that	is	synchronized	with	these	empty,	full,	and	mutex	structures.	You	can	solve	this	problem	using	either	Pthreads	or	the	Win32	API.	The	Buffer	Internally,	the	buffer	will	consist	of	a	fixed-size	array	of	type	buffer_i	tern	(which	will	be	defined	using	a	typedef).	The	array	of	buffer_i	tern	objects	will	be
manipulated	as	a	circular	queue.	The	definition	of	buffer	_i	tern,	along	with	the	size	of	the	buffer,	can	be	stored	in	a	header	file	such	as	the	following:	I*	buffer.h	*I	typedef	int	buffer_item;	#define	BUFFER_SIZE	5	The	buffer	will	be	manipulated	with	two	functions,	insert_i	tern	()	and	remove_i	tern	(),which	are	called	by	the	producer	and	consumer
threads,	respectively.	A	skeleton	outlining	these	functions	appears	in	Figure	6.27.	275	#include	"buffer.h"	I*	the	buffer	*I	buffer_item	buffer[BUFFER_SIZE];	int	insert_item(buffer_item	item)	{	I*	insert	item	into	buffer	return	0	if	successful,	otherwise	return	-1	indicating	an	error	condition	*I	}	int	remove_item(buffer_item	I*	remove	an	object	from
placing	it	in	item	return	0	if	successful,	return	-1	indicating	an	*item)	{	buffer	otherwise	error	condition	*I	}	Figure	6.27	A	skeleton	program.	The	insert_item()	and	remove_item()	functions	will	synchronize	the	producer	and	consumer	using	the	algorithms	outlined	in	Figures	6.10	and	6.11.	The	buffer	will	also	require	an	initialization	function	that
initializes	the	mutual-exclusion	object	mutex	along	with	the	empty	and	full	semaphores.	The	main()	f-Lmction	will	initialize	the	buffer	and	create	the	separate	producer	and	consumer	threads.	Once	it	has	created	the	producer	and	consumer	threads,	the	main()	function	will	sleep	for	a	period	of	time	and,	upon	awakening,	will	terminate	the	application.
The	main	()	function	will	be	passed	three	parameters	on	the	command	line:	a.	How	long	to	sleep	before	terminating	b.	The	number	of	producer	threads	c.	The	nuncber	of	consumer	threads	A	skeleton	for	this	function	appears	in	Figure	6.28.	#include	"buffer.h"	int	main(int	argc,	char	*argv[])	{	I*	1.	Get	command	line	arguments	argv[1]	,argv[2]
,argv[3]	I*	2.	Initialize	buffer	*I	I*	3.	Create	producer	thread(s)	*I	I*	4.	Create	consumer	thread(s)	*I	I*	5.	Sleep	*I	I*	6.	Exit	*I	}	Figure	6.28	A	skeleton	program.	*I	276	Chapter	6	Producer	and	Consumer	Threads	The	producer	thread	will	alternate	between	sleeping	for	a	random	period	of	time	and	inserting	a	random	integer	into	the	buffer.	Random
numbers	will	be	produced	using	the	rand	()	function,	which	produces	random	integers	between	0	and	RAND..MAX.	The	consumer	will	also	sleep	for	a	random	period	of	time	and,	upon	awakening,	will	attempt	to	remove	an	item	from	the	buffer.	An	outline	of	the	producer	and	consumer	threads	appears	in	Figure	6.29.	In	the	following	sections,	we	first
cover	details	specific	to	Pthreads	and	then	describe	details	of	the	Win32	API.	Pthreads	Thread	Creation	Creating	threads	using	the	Pthreads	API	is	discussed	in	Chapter	4.	Please	refer	to	that	chapter	for	specific	instructions	regarding	creation	of	the	producer	and	consumer	using	Pthreads.	#include	#include	"buffer.h"	I*	required	for	rand()	*I	void
*producer(void	*pararn)	{	buffer_item	item;	while	(TRUE)	{	I*	sleep	for	a	random	period	of	time	*I	sleep(	...	);	I*	generate	a	random	number	*I	item	=	rand();	if	(insert_item(item))	fprintf("report	error	condition");	else	printf("producer	produced	%d",item);	}	void	*consumer(void	*pararn)	{	buffer_item	item;	while	(TRUE)	{	I*	sleep	for	a	random	period
of	time	*I	sleep(	...	);	if	(remove_item(&item))	fprintf("report	error	condition");	else	printf("consumer	consumed	%d",item);	}	Figure	6.29	An	outline	of	the	producer	and	consumer	threads.	277	#include	pthread_mutex_t	mutex;	I*	create	the	mutex	lock	*I	pthread_mutex_init(&mutex,NULL);	I*	acquire	the	mutex	lock	*I	pthread_mutex_lock(&mutex);
I***	critical	section	***I	I*	release	the	mutex	lock	*I	pthread_mutex_unlock(&mutex);	Figure	6.30	Code	sample.	Pthreads	Mutex	Locks	The	code	sample	depicted	in	Figure	6.30	illustrates	how	mutex	locks	available	in	the	Pthread	API	can	be	used	to	protect	a	critical	section.	Pthreads	uses	the	pthread_mutex_t	data	type	for	mutex	locks.	A	mutex	is
created	with	the	pthread_mutex_ini	t	(&mutex,	NULL)	function,	with	the	first	parameter	being	a	pointer	to	the	mutex.	By	passing	NULL	as	a	second	parameter,	we	initialize	the	mutex	to	its	default	attributes.	The	mutex	is	acquired	and	released	with	the	pthread_mutex_lock()	and	pthread_mutex_unlock()	functions.	If	the	mutex	lock	is	unavailable	when
pthread_mutex_lock()	is	invoked,	the	callil1.g	thread	is	blocked	until	the	owner	invokes	pthread_mutex_unlock	0.	All	mutex	ftmctions	return	a	value	of	0	with	correct	operation;	if	an	error	occurs,	these	functions	return	a	nonzero	error	code.	Pthreads	Semaphores	Pthreads	provides	two	types	of	semaphores-named	and	unnamed.	For	this	project,	we	use
unnamed	semaphores.	The	code	below	illush·ates	how	a	semaphore	is	created:	#include	sem_t	sem;	I*	Create	the	semaphore	and	initialize	it	to	5	sem_init(&sem,	0,	5);	*I	The	sem_ini	t	()	creates	and	initializes	a	semaphore.	This	function	is	passed	three	parameters:	a.	A	pointer	to	the	semaphore	b.	A	flag	indicating	the	level	of	sharing	c.	The
semaphore's	initial	value	278	Chapter	6	#include	sem_t	mutex;	I*	create	the	semaphore	sem_init(&mutex,	0,	1);	I*	acquire	the	semaphore	sem_wait(&mutex);	I***	critical	section	*I	***I	I*	release	the	semaphore	sem_post(&mutex);	Figure	6.31	*I	*I	AAA5.	In	this	example,	by	passing	the	flag	0,	we	are	indicating	that	this	semaphore	can	only	be	shared
by	threads	belonging	to	the	same	process	that	created	the	semaphore.	A	nonzero	value	would	allow	other	processes	to	access	the	semaphore	as	well.	In	this	example,	we	initialize	the	semaphore	to	the	value	5.	In	Section	6.5,	we	described	the	classical	wait()	and	signal()	semaphore	operations.	Pthreads	names	the	wait()	and	signal()	operations
sem_wai	t	()	and	sem_post	(),respectively.	The	code	example	shown	in	Figure	6.31	creates	a	binary	semaphore	mutex	with	an	initial	value	of	1	and	illustrates	its	use	in	protecting	a	critical	section.	Win32	Details	concerning	thread	creation	using	the	Win32	API	are	available	in	Chapter	4.	Please	refer	to	that	chapter	for	specific	instructions.	Win32
Mutex	Locks	Mutex	locks	are	a	type	of	dispatcher	object,	as	described	in	Section	6.8.2.	The	following	illustrates	how	to	create	a	mutex	lock	using	the	CreateMutex	()	function:	#include	HANDLE	Mutex;	Mutex	=	CreateMutex(NULL,	FALSE,	NULL);	The	first	parameter	refers	to	a	security	attribute	for	the	mutex	lock.	By	setting	this	attribute	to	NULL,
we	are	disallowing	any	children	of	the	process	creating	this	mutex	lock	to	inherit	the	handle	of	the	mutex.	The	second	parameter	indicates	whether	the	creator	of	the	mutex	is	the	initial	owner	of	the	mutex	lock.	Passing	a	value	ofF	ALSE	indicates	that	the	thread	creating	the	mutex	is	not	the	initial	owner;	we	shall	soon	see	how	mutex	locks	are
acquired.	The	third	parameter	allows	naming	of	279	the	mutex.	However,	because	we	provide	a	value	of	NULL,	we	do	not	name	the	mutex.	If	successful,	CreateMutex	()	returns	a	HANDLE	to	the	mutex	lock;	otherwise,	it	returns	NULL.	In	Section	6.8.2,	we	identified	dispatcher	objects	as	being	either	signaled	or	nonsignaled.	A	signaled	object	is
available	for	ownership;	once	a	dispatcher	object	(such	as	a	mutex	lock)	is	acquired,	it	moves	to	the	nonsignaled	state.	When	the	object	is	released,	it	returns	to	signaled.	Mutex	locks	are	acquired	by	invoking	the	Wai	tForSingleObj	ect	()	function,	passing	the	function	the	HANDLE	to	the	lock	and	a	flag	indicating	how	long	to	wait.	The	following	code
demonstrates	how	the	mutex	lock	created	above	can	be	acquired:	WaitForSingleObject(Mutex,	INFINITE);	The	parameter	value	INFINITE	indicates	that	we	will	wait	an	infinite	amount	of	time	for	the	lock	to	become	available.	Other	values	could	be	used	that	would	allow	the	calling	thread	to	time	out	if	the	lock	did	not	become	available	within	a
specified	time.	If	the	lock	is	in	a	signaled	state,	Wai	tForSingleObj	ect	()	returns	immediately,	and	the	lock	becomes	nonsignaled.	A	lock	is	released	(moves	to	the	signaled	state)	by	invoking	Re	leas	eMu	t	ex	()	,	such	as:	ReleaseMutex(Mutex);	Win32	Semaphores	Semaphores	in	the	Win32	API	are	also	dispatcher	objects	and	thus	use	the	same	signaling
mechanism	as	mutex	locks.	Semaphores	are	created	as	follows:	#include	HANDLE	Sem;	Sem	=	CreateSemaphore(NULL,	1,	5,	NULL);	The	first	and	last	parameters	identify	a	security	attribute	and	a	name	for	the	semaphore,	similar	to	what	was	described	for	mutex	locks.	The	second	and	third	parameters	indicate	the	initial	value	and	maximum	value
of	the	semaphore.	In	this	instance,	the	initial	value	of	the	semaphore	is	1,	and	its	maximum	value	is	5.	If	successful,	CreateSemaphore	()	returns	a	HANDLE	to	the	mutex	lock;	otherwise,	it	returns	NULL.	Semaphores	are	acquired	with	the	same	Wai	tForSingleObj	ect	()	function	as	mutex	locks.	We	acquire	the	semaphore	Sem	created	in	this	example
by	using	the	statement:	WaitForSingleObject(Semaphore,	INFINITE);	If	the	value	of	the	semaphore	is	>	0,	the	semaphore	is	in	the	signaled	state	and	thus	is	acquired	by	the	calling	thread.	Otherwise,	the	calling	thread	blocks	indefinitely-as	we	are	specifying	INFINITE-until	the	semaphore	becomes	signaled.	280	Chapter	6	The	equivalent	of	the	signal
()	operation	on	Win32	semaphores	is	the	ReleaseSemaphore	()	function.	This	function	is	passed	three	parameters:	a.	The	HANDLE	of	the	semaphore	b.	The	amount	by	which	to	increase	the	value	of	the	semaphore	c.	A	pointer	to	the	previous	value	of	the	semaphore	We	can	increase	Sem	by	1	using	the	following	statement:	ReleaseSemaphore(Sem,	1,
~LL);	Both	ReleaseSemaphore	()	and	ReleaseMutex()	return	nonzero	if	successful	and	zero	otherwise.	The	mutual-exclusion	problem	was	first	discussed	in	a	classic	paper	by	Dijkstra	[1965a].	Dekker's	algorithm	(Exercise	6.1)-the	first	correct	software	solution	to	the	two-process	mutual-exclusion	problem-was	developed	by	the	Dutch	mathematician	T.
Dekker.	This	algorithm	also	was	discussed	by	Dijkstra	[1965a].	A	simpler	solution	to	the	two-process	mutual-exclusion	problem	has	since	been	presented	by	Peterson	[1981]	(Figure	6.2).	Dijkstra	[1965b]	presented	the	first	solution	to	the	mutual-exclusion	problem	for	n	processes.	This	solution,	however,	does	not	have	an	upper	bound	on	the	amount	of
time	a	process	must	wait	before	it	is	allowed	to	enter	the	critical	section.	Knuth	[1966]	presented	the	first	algorithm	with	a	bound;	his	bound	was	211	turns.	A	refinement	of	Knuth's	algorithm	by	deBruijn	[1967]	reduced	the	waiting	time	to	n2	turns,	after	which	Eisenberg	and	McGuire	[1972]	succeeded	in	reducing	the	time	to	the	lower	bound	of	n-1
turns.	Another	algorithm	that	also	requires	n-1	turns	but	is	easier	to	program	and	to	understand	is	the	bakery	algorithm,	which	was	developed	by	Lamport	[1974].	Burns	[1978]	developed	the	hardware-solution	algorithm	that	satisfies	the	bounded-waiting	requirement.	General	discussions	concerning	the	mutual-exclusion	problem	were	offered	by
Lamport	[1986]	and	Lamport	[1991].	A	collection	of	algorithms	for	mutual	exclusion	was	given	by	Raynal	[1986].	The	semaphore	concept	was	suggested	by	Dijkstra	[1965a].	Patil	[1971]	examined	the	question	of	whether	semaphores	can	solve	all	possible	synchronization	problems.	Parnas	[1975]	discussed	some	of	the	flaws	in	Patil's	arguments.
Kosaraju	[1973]	followed	up	on	Patil's	work	to	produce	a	problem	that	cannot	be	solved	by	wait()	and	signal()	operations.	Lipton	[1974]	discussed	the	limitations	of	various	synchronization	primitives.	The	classic	process-coordination	problems	that	we	have	described	are	paradigms	for	a	large	class	of	concurrency-control	problems.	The	boundedbuffer
problem,	the	dining-philosophers	problem,	and	the	sleeping-barber	problem	(Exercise	6.36)	were	suggested	by	Dijkstra	[1965a]	and	Dijkstra	[1971].	The	cigarette-smokers	problem	(Exercise	6.22	was	developed	by	Patil	[1971].	The	readers-writers	problem	was	suggested	by	Courtois	et	al.	[1971].	The	281	issue	of	concurrent	reading	and	writing	was
discussed	by	Lamport	[1977].	The	problem	of	synchronization	of	independent	processes	was	discussed	by	Lamport	[1976].	The	critical-region	concept	was	suggested	by	Hoare	[1972]	and	by	BrinchHansen	[1972].	The	monitor	concept	was	developed	by	Brinch-Hansen	[1973].	A	complete	description	of	the	monitor	was	given	by	Hoare	[1974].	Kessels
[1977]	proposed	an	extension	to	the	monitor	to	allow	automatic	signalil1.g.	Experience	obtained	from	the	use	of	monitors	in	concurrent	programs	was	discussed	by	Lampson	and	Redell	[1979].	They	also	examined	the	priority	inversion	problem.	General	discussions	concerning	concurrent	programming	were	offered	by	Ben-Ari	[1990]	and	Birrell
[1989].	Optimizing	the	performance	of	lockil1.g	primitives	has	been	discussed	in	many	works,	such	as	Lamport	[1987],	Mellor-Crummey	and	Scott	[1991],	and	Anderson	[1990].	The	use	of	shared	objects	that	do	not	require	the	use	of	critical	sections	was	discussed	in	Herlihy	[1993],	Bershad	[1993],	and	Kopetz	and	Reisinger	[1993].	Novel	hardware
instructions	and	their	utility	in	implementing	synchronization	primitives	have	been	described	in	works	such	as	Culler	et	al.	[1998],	Goodman	et	al.	[1989],	Barnes	[1993],	and	Herlihy	and	Moss	[1993].	Some	details	of	the	locking	mechanisms	used	in	Solaris	were	presented	in	Mauro	and	McDougall	[2007].	Note	that	the	locking	mechanisms	used	by	the
kernel	are	implemented	for	user-level	threads	as	well,	so	the	same	types	of	locks	are	available	inside	and	outside	the	kernel.	Details	of	Windows	2000	synchronization	can	be	found	in	Solomon	and	Russinovich	[2000].	Goetz	et	al.	[2006]	presents	a	detailed	discussion	of	concurrent	programming	in	Java	as	well	as	the	java.	util.	concurrent	package.	The
write-ahead	log	scheme	was	first	mtroduced	in	System	R	by	Gray	et	al.	[1981].	The	concept	of	serializability	was	formulated	by	Eswaran	et	al.	[1976]	in	connection	with	their	work	on	concurrency	control	for	System	R.	The	two-phase	locking	protocol	was	introduced	by	Eswaran	et	al.	[1976].	The	timestampbased	concurrency-control	scheme	was
provided	by	Reed	[1983].	Various	timestamp-based	concurrency-control	algorithms	were	explail1.ed	by	Bernstem	and	Goodman	[1980].	Adl-Tabatabai	et	al.	[2007]	discusses	transactional	memory.	CH	ER	In	a	multiprogramming	environment,	several	processes	may	compete	for	a	finite	number	of	resources.	A	process	requests	resources;	if	the
resources	are	not	available	at	that	time,	the	process	enters	a	waiting	state.	Sometimes,	a	waiting	process	is	never	again	able	to	change	state,	because	the	resources	it	has	requested	are	held	by	other	waiting	processes.	This	situation	is	called	a	deadlock	We	discussed	this	issue	briefly	in	Chapter	6	in	cmmection	with	semaphores.	Perhaps	the	best
illustration	of	a	deadlock	can	be	drawn	from	a	law	passed	by	the	Kansas	legislature	early	in	the	20th	century.	It	said,	in	part:	"When	two	trains	approach	each	other	at	a	crossing,	both	shall	come	to	a	full	stop	and	neither	shall	start	up	again	until	the	other	has	gone."	In	this	chapter,	we	describe	methods	that	an	operating	system	can	use	to	prevent	or
deal	with	deadlocks.	Although	some	applications	can	identify	programs	that	may	deadlock,	operating	systems	typically	do	not	provide	deadlock-prevention	facilities,	and	it	remains	the	responsibility	of	programmers	to	ensure	that	they	design	deadlock-free	programs.	Deadlock	problems	can	only	become	more	common,	given	current	trends,	including
larger	numbers	of	processes,	multithreaded	programs,	many	more	resources	withirt	a	system,	and	an	emphasis	on	long-lived	file	and	database	servers	rather	than	batch	systems.	To	develop	a	description	of	deadlocks,	which	prevent	sets	of	concurrent	processes	from	completing	their	tasks.	To	present	a	number	of	different	methods	for	preventing	or
avoiding	deadlocks	in	a	computer	system.	7.1	A	system	consists	of	a	finite	number	of	resources	to	be	distributed	among	a	number	of	competing	processes.	The	resources	are	partitioned	into	several	283	284	Chapter	7	types,	each	consisting	of	some	number	of	identical	instances.	Memory	space,	CPU	cycles,	files,	and	I/0	devices	(such	as	printers	and
DVD	drives)	are	examples	of	resource	types.	If	a	system	has	two	CPUs,	then	the	resource	type	CPU	has	two	instances.	Similarly,	the	resource	type	printer	may	have	five	instances.	If	a	process	requests	an	instance	of	a	resource	type,	the	allocation	of	any	instance	of	the	type	will	satisfy	the	request.	If	it	will	not,	then	the	instances	are	not	identical,	and
the	resource	type	classes	have	not	been	defined	properly.	For	example,	a	system	may	have	two	printers.	These	two	printers	may	be	defined	to	be	in	the	same	resource	class	if	no	one	cares	which	printer	prints	which	output.	However,	if	one	printer	is	on	the	ninth	floor	and	the	other	is	in	the	basement,	then	people	on	the	ninth	floor	may	not	see	both
printers	as	equivalent,	and	separate	resource	classes	may	need	to	be	defined	for	each	printer.	A	process	must	request	a	resource	before	using	it	and	must	release	the	resource	after	using	it.	A	process	may	request	as	many	resources	as	it	requires	to	carry	out	its	designated	task.	Obviously,	the	number	of	resources	requested	may	not	exceed	the	total
number	of	resources	available	in	the	system.	In	other	words,	a	process	cannot	request	three	printers	if	the	system	has	only	two.	Under	the	normal	mode	of	operation,	a	process	may	utilize	a	resource	in	only	the	following	sequence:	Request.	The	process	requests	the	resource.	If	the	request	cannot	be	granted	immediately	(for	example,	if	the	resource	is
being	used	by	another	process),	then	the	requesting	process	must	wait	until	it	can	acquire	the	resource.	Use.	The	process	can	operate	on	the	resource	(for	example,	if	the	resource	is	a	printer,	the	process	can	print	on	the	printer).	Release.	The	process	releases	the	resource.	The	request	and	release	of	resources	are	system	calls,	as	explained	in
Chapter	2.	Examples	are	the	request()	and	release()	device,	open()	and	close()	file,	and	allocate()	and	free()	memory	system	calls.	Request	and	release	of	resources	that	are	not	managed	by	the	operating	system	can	be	accomplished	through	the	wait()	and	signal()	operations	on	semaphores	or	through	acquisition	and	release	of	a	mutex	lock.	For	each
use	of	a	kernelmanaged	resource	by	a	process	or	thread,	the	operating	system	checks	to	make	sure	that	the	process	has	requested	and	has	been	allocated	the	resource.	A	system	table	records	whether	each	resource	is	free	or	allocated;	for	each	resource	that	is	allocated,	the	table	also	records	the	process	to	which	it	is	allocated.	If	a	process	requests	a
resource	that	is	currently	allocated	to	another	process,	it	can	be	added	to	a	queue	of	processes	waiting	for	this	resource.	A	set	of	processes	is	in	a	deadlocked	state	when	every	process	in	the	set	is	waiting	for	an	event	that	can	be	caused	only	by	another	process	in	the	set.	The	events	with	which	we	are	mainly	concerned	here	are	resource	acquisition
and	release.	The	resources	may	be	either	physical	resources	(for	example,	printers,	tape	drives,	memory	space,	and	CPU	cycles)	or	logical	resources	(for	example,	files,	semaphores,	and	monitors).	However,	other	types	of	events	may	result	in	deadlocks	(for	example,	the	IPC	facilities	discussed	in	Chapter	3).	To	illustrate	a	deadlocked	state,	consider	a
system	with	three	CD	RW	drives.	Suppose	each	of	three	processes	holds	one	of	these	CD	RW	drives.	If	each	process	7.2	285	now	requests	another	drive,	the	three	processes	will	be	in	a	deadlocked	state.	Each	is	waiting	for	the	event	"CD	RW	is	released,"	which	can	be	caused	only	by	one	of	the	other	waiting	processes.	This	example	illustrates	a
deadlock	involving	the	same	resource	type.	Deadlocks	may	also	involve	different	resource	types.	For	example,	consider	a	system	with	one	printer	and	one	DVD	drive.	Suppose	that	process	P;	is	holding	the	DVD	and	process	Pi	is	holding	the	printer.	If	P;	requests	the	printer	and	P1	requests	the	DVD	drive,	a	deadlock	occurs.	A	programmer	who	is
developing	multithreaded	applications	must	pay	particular	attention	to	this	problem.	Multithreaded	programs	are	good	candidates	for	deadlock	because	multiple	threads	can	compete	for	shared	resources.	7.2	In	a	deadlock,	processes	never	finish	executing,	and	system	resources	are	tied	up,	preventing	other	jobs	from	starting.	Before	we	discuss	the
various	methods	for	dealing	with	the	deadlock	problem,	we	look	more	closely	at	features	that	characterize	deadlocks.	7.2.1	Necessary	Conditions	A	deadlock	situation	can	arise	if	the	following	four	conditions	hold	simultaneously	in	a	system:	Mutual	exclusion.	At	least	one	resource	must	be	held	in	a	nonsharable	mode;	that	is,	only	one	process	at	a	time
can	use	the	resource.	If	another	DEADLOCK	WITH	MUTEX	LOCKS	Let's	see	how	deadlock	can	occur	in	a	multithreaded	Pthread	program	using	mutex	locks.	The	pthread....mutex_ini	t	()	function	initializes	an	unlocked	mutex.	Mutex	locks	are	acquired	and	released	using	pthread....mutex_lock()	and	pthread....mutex_unlock	(),	respectively.	If	a	thread
attempts	to	acquire	a	locked	mutex,	the	call	to	pthread....mutex_lock	0	blocks	the	thread	until	the	owner	of	the	mutex	lock	invokes	pthread....mutex_unlock	().	Two	mutex	locks	are	created	in	the	following	code	example:	I*	Create	and	initialize	the	mutex	locks	*I	pthread....mutex_t	first....mutex;	pthread....mutex_t	second_nmtex;	pthread....mutex_ini	t
(&first....mutex,	NULL)	;	pthread....mutex_ini	t	(&second....mutex,	NULL)	;	Next,	two	threads-thread_one	and	thread_two-'-are	created,	and	both	these	threads	have	access	to	both	mutex	locks.	thread_one	and	thread_two	run	in	the	functions	do_work_one	()	and	do_work_two	(),	respectively,	as	shown	in	Figure	7.1.	286	Chapter	7	DEADLOCK	WITH
MUTEX	LOCKS	(Continued)	I*	thread_one	runs	in	this	function	void	*do_work_one(void	*param)	*I	{	pthread_mutex_lock(&first_mutex);	pthread_mutex_lock(&second_mutex);	I**	*	Do	some	work	*I	pthread_mutex:_unlock	(&second_mutex)	;	pthread_mutex_unlock(&first_mutex);	pthread_exit	(	0)	;	}	I*	thread_two	runs	in	this	function	void
*do_work_two(void	*param)	*I	{	pthread_mutex_lock	(&second_mutex)	;	pthread_mutex_lock(&first_mutex);	I**	*	Do	some	work	*I	pthread_mutex_unlock	(&first_mutex)	;	pthread_mutex_unlock	(&second_mutex)	;	pthread_exi	t	(	0)	;	}	Figure	7.1	Deadlock	example.	In	this	example,	thread_one	attempts	to	acquire	the	mutex	locks	in	the	order	(1)
first_mutex,	(2)	second_mutex,	while	thread_two	attempts	to	acquire	the	mutex	locks	in	the	order	(1)	second__mutex,	(2)	first_mutex.	Deadlock	is	possible	if	thread_one	acquires	first	__mutex	while	thread_two	aacquites	second__mutex.	Note	that,	even	though	deadlock	is	possible,	it	will	not	occur	if	thread_one	is	able	to	acquire	and	release	the	mutex
locks	for	first_mutex	and	second_mutex	before	thread_two	attemptsto	acquire	the	locks.	This	example	illustrates	a	problem	with	handling	deadlocks:	it	is	difficult	to	identify	and	test	for	deadlocks	that	may	occur	only	under	certain	circumstances.	process	requests	that	resource,	the	requesting	process	must	be	delayed	until	the	resource	has	been
released.	Hold	and	wait.	A	process	must	be	holding	at	least	one	resource	and	waiting	to	acquire	additional	resources	that	are	cmrently	being	held	by	other	processes.	7.2	287	No	preemption.	Resources	cannot	be	preempted;	that	is,	a	resource	can	be	released	only	voluntarily	by	the	process	holding	it,	after	that	process	has	completed	its	task.	Circular
wait.	A	set	{	P0	,	Pl,	...	,	P11	}	of	waiting	processes	must	exist	such	that	Po	is	waiting	for	a	resource	held	by	P1,	P1	is	waiting	for	a	resource	held	by	P2,	...	,	Pn-1	is	waiting	for	a	resource	held	by	P,v	and	P11	is	waiting	for	a	resource	held	by	Po.	We	emphasize	that	all	four	conditions	must	hold	for	a	deadlock	to	occur.	The	circular-wait	condition	implies
the	hold-and-wait	condition,	so	the	four	conditions	are	not	completely	independent.	We	shall	see	in	Section	7.4,	however,	that	it	is	useful	to	consider	each	condition	separately.	7.2.2	Resource-Allocation	Graph	Deadlocks	can	be	described	more	precisely	in	terms	of	a	directed	graph	called	graph.	This	graph	consists	of	a	set	of	vertices	V	a	and	a	set	of
edges	E.	The	set	of	vertices	Vis	partitioned	into	two	different	types	of	nodes:	P	==	{	P1,	P2,	...	,	Pn},	the	set	consisting	of	all	the	active	processes	in	the	system,	and	R	==	{R1	,	R2	,	...	,	RmL	the	set	consisting	of	all	resource	types	in	the	system.	A	directed	edge	from	process	g	to	resource	type	Rj	is	denoted	by	P;	-+	Rj;	it	signifies	that	process	P;	has
requested	an	instance	of	resource	type	Rj	and	is	currently	waiting	for	that	resource.	A	directed	edge	from	resource	type	Rj	to	process	P;	is	denoted	by	R	1	-+	P;;	it	signifies	that	an	instance	of	resource	type	R1	has	been	allocated	to	process	P;.	A	directed	edge	P;	-+	Rj	is	called	a	edge;	a	directed	edge	R1	-+	P;	is	called	an	Pictorially	we	represent	each
process	P;	as	a	circle	and	each	resource	type	Rj	as	a	rectangle.	Since	resource	type	Ri	may	have	more	than	one	instance,	we	represent	each	such	instance	as	a	dot	within	the	rectangle.	Note	that	a	request	edge	points	to	only	the	rectangle	R1,	whereas	an	assignment	edge	must	also	designate	one	of	the	dots	in	the	rectangle.	When	process	P;	requests
an	instance	of	resource	type	Ri,	a	request	edge	is	inserted	in	the	resource-allocation	graph.	When	this	request	can	be	fulfilled,	the	request	edge	is	instantaneously	transformed	to	an	assignment	edge.	When	the	process	no	longer	needs	access	to	the	resource,	it	releases	the	resource;	as	a	result,	the	assignment	edge	is	deleted.	The	resource-allocation
graph	shown	in	Figure	7.2	depicts	the	following	situation.	The	sets	P,	K	and	E:	o	P	==	{P1,	P2,	P3}	oR==	{R1,	R2,	R3,	0	~}	E	==	{Pl-+	RlF	p2-+	R3F	Rl-+	p2F	Resource	instances:	o	One	instance	of	resource	type	R1	o	Two	instances	of	resource	type	R2	R2-+	p2F	R2-+	Pl,	R3-+	P3}	288	Chapter	7	Figure	7.2	Resource-allocation	graph.	o	One	instance
of	resource	type	R3	o	Three	instances	of	resource	type	~	Process	states:	o	Process	P1	is	holding	an	instance	of	resource	type	R2	and	is	waiting	for	an	instance	of	resource	type	R1	.	o	Process	P2	is	holding	an	instance	of	R1	and	an	instance	of	R2	and	is	waiting	for	an	instance	of	R3.	o	Process	P3	is	holding	an	instance	of	R3	.	Given	the	definition	of	a
resource-allocation	graph,	it	can	be	shown	that,	if	the	graph	contains	no	cycles,	then	no	process	in	the	system	is	deadlocked.	If	the	graph	does	contain	a	cycle,	then	a	deadlock	may	exist.	If	each	resource	type	has	exactly	one	instance,	then	a	cycle	implies	that	a	deadlock	has	occurred.	If	the	cycle	involves	only	a	set	of	resource	types,	each	of	which	has
only	a	single	instance,	then	a	deadlock	has	occurred.	Each	process	involved	in	the	cycle	is	deadlocked.	In	this	case,	a	cycle	in	the	graph	is	both	a	necessary	and	a	sufficient	condition	for	the	existence	of	deadlock.	If	each	resource	type	has	several	instances,	then	a	cycle	does	not	necessarily	imply	that	a	deadlock	has	occurred.	In	this	case,	a	cycle	in.



the	graph	is	a	necessary	but	not	a	sufficient	condition	for	the	existence	of	deadlock.	To	illustrate	this	concept,	we	return	to	the	resource-allocation	graph	depicted	in	Figure	7.2.	Suppose	that	process	P3	requests	an	instance	of	resource	type	R2	.	Since	no	resource	instance	is	currently	available,	a	request	edge	P3	---+	R2	is	added	to	the	graph	(Figure
7.3).	At	this	point,	two	minimal	cycles	exist	in	the	system:	P1	---+	R1	---+	P2	---+	R3	---+	P3	P2	---+	R3	---+	P3	---+	R2	---+	P2	---+	R2	---+	P1	7.2	Figure	7.3	Deadlock	Characterization	289	Resource-allocation	graph	with	a	deadlock.	Processes	P1,	Pz,	and	P3	are	deadlocked.	Process	Pz	is	waiting	for	the	resource	R3,	which	is	held	by	process	P3.	Process
P3	is	waiting	for	either	process	P1	or	process	Pz	to	release	resource	R2	.	In	addition,	process	P1	is	waiting	for	process	Pz	to	release	resource	R1	.	Now	consider	the	resource-allocation	graph	in	Figure	7.4.	In	this	example,	we	also	have	a	cycle:	However,	there	is	no	deadlock.	Observe	that	process	P4	may	release	its	instance	of	resource	type	R2	.	That
resource	can	then	be	allocated	to	P3,	breaking	the	cycle.	In	summary,	if	a	resource-allocation	graph	does	not	have	a	cycle,	then	the	system	is	not	in	a	deadlocked	state.	If	there	is	a	cycle,	then	the	system	may	or	may	not	be	in	a	deadlocked	state.	This	observation	is	important	when	we	deal	with	the	deadlock	problem.	Figure	7.4	Resource-allocation
graph	with	a	cycle	but	no	deadlock.	290	Chapter	7	7.3	Generally	speaking,	we	can	deal	with	the	deadlock	problem	in	one	of	three	ways:	We	can	use	a	protocol	to	prevent	or	avoid	deadlocks,	ensuring	that	the	system	will	never	enter	a	deadlocked	state.	We	can	allow	the	system	to	enter	a	deadlocked	state,	detect	it,	and	recover.	We	can	ignore	the
problem	altogether	and	pretend	that	deadlocks	never	occur	in	the	system.	The	third	solution	is	the	one	used	by	most	operating	systems,	including	UNIX	and	Windows;	it	is	then	up	to	the	application	developer	to	write	programs	that	handle	deadlocks.	Next,	we	elaborate	briefly	on	each	of	the	three	methods	for	handling	deadlocks.	Then,	in	Sections	7.4
through	7.7,	we	present	detailed	algorithms.	Before	proceeding,	we	should	mention	that	some	researchers	have	argued	that	none	of	the	basic	approaches	alone	is	appropriate	for	the	entire	spectrum	of	resource-allocation	problems	in	operating	systems.	The	basic	approaches	can	be	combined,	however,	allowing	us	to	select	an	optimal	approach	for
each	class	of	resources	in	a	system.	To	ensure	that	deadlocks	never	occur,	the	prevention	or	a	deadlock-avoidance	scheme.	provides	a	set	of	methods	for	ensuring	that	at	least	one	of	the	necessary	conditions	(Section	7.2.1)	cannot	hold.	These	methods	prevent	deadlocks	by	constraining	how	requests	for	resources	can	be	made.	We	discuss	these
methods	in	Section	7.4.	requires	that	the	operating	system	be	given	in	advance	additional	information	concerning	which	resources	a	process	will	request	and	use	during	its	lifetime.	With	this	additional	knowledge,	it	can	decide	for	each	request	whether	or	not	the	process	should	wait.	To	decide	whether	the	current	request	can	be	satisfied	or	must	be
delayed,	the	system	must	consider	the	resources	currently	available,	the	resources	currently	allocated	to	each	process,	and	the	future	requests	and	releases	of	each	process.	We	discuss	these	schemes	in	Section	7.5.	If	a	system	does	not	employ	either	a	deadlock-prevention	or	a	deadlockavoidance	algorithm,	then	a	deadlock	situation	may	arise.	In	this
environment,	the	system	can	provide	an	algorithm	that	examines	the	state	of	the	system	to	determine	whether	a	deadlock	has	occurred	and	an	algorithm	to	recover	from	the	deadlock	(if	a	deadlock	has	indeed	occurred).	We	discuss	these	issues	in	Section	7.6	and	Section	7.7.	In	the	absence	of	algorithms	to	detect	and	recover	from	deadlocks,	we	may
arrive	at	a	situation	in	which	the	system	is	in	a	deadlock	state	yet	has	no	way	of	recognizing	what	has	happened.	In	this	case,	the	undetected	deadlock	will	result	in	deterioration	of	the	system's	performance,	because	resources	are	being	held	by	processes	that	cannot	run	and	because	more	and	more	processes,	as	they	make	requests	for	resources,	will
enter	a	deadlocked	state.	Eventually,	the	system	will	stop	functioning	and	will	need	to	be	restarted	manually.	7.4	291	Although	this	method	may	not	seem	to	be	a	viable	approach	to	the	deadlock	problem,	it	is	nevertheless	used	in	most	operating	systems,	as	mentioned	earlier.	In	many	systems,	deadlocks	occur	infrequently	(say,	once	per	year);	thus,
this	method	is	cheaper	than	the	prevention,	avoidance,	or	detection	and	recovery	methods,	which	must	be	used	constantly.	Also,	in	some	circumstances,	a	system	is	in	a	frozen	state	but	not	in	a	deadlocked	state.	We	see	this	situation,	for	example,	with	a	real-time	process	running	at	the	highest	priority	(or	any	process	running	on	a	nonpreemptive
scheduler)	and	never	returning	control	to	the	operating	system.	The	system	must	have	manual	recovery	methods	for	such	conditions	and	may	simply	use	those	techniques	for	deadlock	recovery.	7.4	As	we	noted	in	Section	7.2.1,	for	a	deadlock	to	occur,	each	of	the	four	necessary	conditions	must	hold.	By	ensuring	that	at	least	one	of	these	conditions
cannot	hold,	we	can	prevent	the	occurrence	of	a	deadlock.	We	elaborate	on	this	approach	by	examining	each	of	the	four	necessary	conditions	separately.	7.4.1	Mutual	Exclusion	The	mutual-exclusion	condition	must	hold	for	nonsharable	resources.	For	example,	a	printer	cannot	be	simultaneously	shared	by	several	processes.	Sharable	resources,	in
contrast,	do	not	require	mutually	exclusive	access	and	thus	cannot	be	involved	in	a	deadlock.	Read-only	files	are	a	good	example	of	a	sharable	resource.	If	several	processes	attempt	to	open	a	read-only	file	at	the	same	time,	they	can	be	granted	simultaneous	access	to	the	file.	A	process	never	needs	to	wait	for	a	sharable	resource.	In	general,	however,
we	cannot	prevent	deadlocks	by	denying	the	mutual-exclusion	condition,	because	some	resources	are	intrinsically	nonsharable.	7.4.2	Hold	and	Wait	To	ensure	that	the	hold-and-wait	condition	never	occurs	in	the	system,	we	must	guarantee	that,	whenever	a	process	requests	a	resource,	it	does	not	hold	any	other	resources.	One	protocol	that	can	be
used	requires	each	process	to	request	and	be	allocated	all	its	resources	before	it	begins	execution.	We	can	implement	this	provision	by	requiring	that	system	calls	requesting	resources	for	a	process	precede	all	other	system	calls.	An	alternative	protocol	allows	a	process	to	request	resources	only	when	it	has	none.	A	process	may	request	some
resources	and	use	them.	Before	it	can	request	any	additional	resources,	however,	it	must	release	all	the	resources	that	it	is	currently	allocated.	To	illustrate	the	difference	between	these	two	protocols,	we	consider	a	process	that	copies	data	from	a	DVD	drive	to	a	file	on	disk,	sorts	the	file,	and	then	prints	the	results	to	a	printer.	If	all	resources	must	be
requested	at	the	beginning	of	the	process,	then	the	process	must	initially	request	the	DVD	drive,	disk	file,	and	printer.	It	will	hold	the	printer	for	its	entire	execution,	even	though	it	needs	the	printer	only	at	the	end.	The	second	method	allows	the	process	to	request	initially	only	the	DVD	drive	and	disk	file.	It	copies	from	the	DVD	drive	to	the	disk	and
then	releases	292	Chapter	7	both	the	DVD	drive	and	the	disk	file.	The	process	must	then	again	request	the	disk	file	and	the	printer.	After	copying	the	disk	file	to	the	printer,	it	releases	these	two	resources	and	terminates.	Both	these	protocols	have	two	main	disadvantages.	First,	resource	utilization	may	be	low,	since	resources	may	be	allocated	but
unused	for	a	long	period.	In	the	example	given,	for	instance,	we	can	release	the	DVD	drive	and	disk	file,	and	then	again	request	the	disk	file	and	printe1~	only	if	we	can	be	sure	that	our	data	will	remain	on	the	disk	file.	Otherwise,	we	must	request	all	resources	at	the	beginning	for	both	protocols.	Second,	starvation	is	possible.	A	process	that	needs
several	popular	resources	may	have	to	wait	indefinitely,	because	at	least	one	of	the	resources	that	it	needs	is	always	allocated	to	some	other	process.	7.4.3	No	Preemption	The	third	necessary	condition	for	deadlocks	is	that	there	be	no	preemption	of	resources	that	have	already	been	allocated.	To	ensure	that	this	condition	does	not	hold,	we	can	use	the
following	protocol.	If	a	process	is	holding	some	resources	and	requests	another	resource	that	cannot	be	immediately	allocated	to	it	(that	is,	the	process	must	wait),	then	all	resources	the	process	is	currently	holding	are	preempted.	In	other	words,	these	resources	are	implicitly	released.	The	preempted	resources	are	added	to	the	list	of	resources	for
which	the	process	is	waiting.	The	process	will	be	restarted	only	when	it	can	regain	its	old	resources,	as	well	as	the	new	ones	that	it	is	requesting.	Alternatively,	if	a	process	requests	some	resources,	we	first	check	whether	they	are	available.	If	they	are,	we	allocate	them.	If	they	are	not,	we	check	whether	they	are	allocated	to	some	other	process	that	is
waiting	for	additional	resources.	If	so,	we	preempt	the	desired	resources	from	the	waiting	process	and	allocate	them	to	the	requesting	process.	If	the	resources	are	neither	available	nor	held	by	a	waiting	process,	the	requesting	process	must	wait.	While	it	is	waiting,	some	of	its	resources	may	be	preempted,	but	only	if	another	process	requests	them.	A
process	can	be	restarted	only	when	it	is	allocated	the	new	resources	it	is	requesting	and	recovers	any	resources	that	were	preempted	while	it	was	waiting.	This	protocol	is	often	applied	to	resources	whose	state	can	be	easily	saved	and	restored	later,	such	as	CPU	registers	and	memory	space.	It	cannot	generally	be	applied	to	such	resources	as	printers
and	tape	drives.	7	.4.4	Circular	Wait	The	fourth	and	final	condition	for	deadlocks	is	the	circular-wait	condition.	One	way	to	ensure	that	this	condition	never	holds	is	to	impose	a	total	ordering	of	all	resource	types	and	to	require	that	each	process	requests	resources	in	an	increasing	order	of	enumeration.	To	illustrate,	we	let	R	=	{R1,	R2,	...	,	Rm}	be	the
set	of	resource	types.	We	assign	to	each	resource	type	a	unique	integer	number,	which	allows	us	to	compare	two	resources	and	to	determine	whether	one	precedes	another	in	our	ordering.	Formally,	we	define	a	one-to-one	hmction	F:	R	___,.	N,	where	N	is	the	set	of	natural	numbers.	For	example,	if	the	set	of	resource	types	R	includes	tape	drives,	disk
drives,	and	printers,	then	the	function	F	might	be	defined	as	follows:	7.4	293	F	(tape	drive)	=	1	F	(disk	drive)	=	5	F	(printer)	=	12	We	can	now	consider	the	following	protocol	to	prevent	deadlocks:	Each	process	can	request	resources	only	in	an	increasing	order	of	enumeration.	That	is,	a	process	can	initially	request	any	number	of	instances	of	a
resource	type	-say,	R;.	After	that,	the	process	can	request	instances	of	resource	type	Rj	if	and	only	if	F(Rj)	>	F(R;).	For	example,	using	the	function	defined	previously,	a	process	that	wants	to	use	the	tape	drive	and	printer	at	the	same	time	must	first	request	the	tape	drive	and	then	request	the	printer.	Alternatively,	we	can	require	that	a	process
requesting	an	instance	of	resource	type	Rj	must	have	released	any	resources	R;	such	that	F(Ri)	::=::	F(Rj).	It	must	also	be	noted	that	if	several	iilstances	of	the	same	resource	type	are	needed,	a	single	request	for	all	of	them	must	be	issued.	If	these	two	protocols	are	used,	then	the	circular-wait	condition	cannot	hold.	We	can	demonstrate	this	fact	by
assuming	that	a	circular	wait	exists	(proof	by	contradiction).	Let	the	set	of	processes	involved	in	the	circular	wait	be	{	P0	,	P1,	...	,	P11	}	,	where	Pi	is	waiting	for	a	resource	R;,	which	is	held	by	process	Pi+l·	(Modulo	arithmetic	is	used	on	the	indexes,	so	that	P	11	is	waiting	for	a	resource	R11	held	by	P0	.)	Then,	since	process	Pi+l	is	holding	resource	Ri
while	requesting	resource	Ri+l'	we	must	have	F(Ri)	<	F(R;H)	for	all	i.	But	this	condition	means	that	F(Ro)	<	F(R1	)	<	...	<	F(R11	)	<	F	(Ro).	By	transitivity,	F(Ro)	<	F(Ro),	which	is	impossible.	Therefore,	there	can	be	no	circular	wait.	We	can	accomplish	this	scheme	in	an	application	program	by	developing	an	ordering	among	all	synchronization	objects
in	the	system.	All	requests	for	synchronization	objects	must	be	made	in	increasing	order.	For	example,	if	the	lock	ordering	in	the	Pthread	program	shown	in	Figure	7.1	was	F	(first_mutex)	=	1	F	(second_mutex)	=	5	then	thread_two	could	not	request	the	locks	out	of	order.	Keep	in	mind	that	developing	an	ordering,	or	hierarchy,	does	not	in	itself
prevent	deadlock.	It	is	up	to	application	developers	to	write	programs	that	follow	the	ordering.	Also	note	that	the	function	F	should	be	defined	according	to	the	normal	order	of	usage	of	the	resources	in	a	system.	For	example,	because	the	tape	drive	is	usually	needed	before	the	printer,	it	would	be	reasonable	to	define	F(tape	drive)	<	F(printer).
Although	ensuring	that	resources	are	acquired	in	the	proper	order	is	the	responsibility	of	application	developers,	certain	software	can	be	used	to	verify	that	locks	are	acquired	in	the	proper	order	and	to	give	appropriate	warnings	when	locks	are	acquired	out	of	order	and	deadlock	is	possible.	One	lock-order	verifier,	which	works	on	BSD	versions	of
UNIX	such	as	FreeBSD,	is	known	as	witness.	Witness	uses	mutual-exclusion	locks	to	protect	critical	sections,	as	described	in	Chapter	6;	it	works	by	dynamically	maintaining	the	relationship	of	lock	orders	in	a	system.	Let's	use	the	program	shown	in	Figure	7.1	as	an	example.	Assume	that	thread_one	is	the	first	to	acquire	the	locks	and	does	so	in	the
order	(1)	first_mutex,	(2)	second_mutex.	Wih1ess	records	the	relationship	that	first_mutex	must	be	acquired	before	second_mutex.	If	thread_two	later	294	Chapter	7	acquires	the	locks	out	of	order,	witness	generates	a	warning	message	on	the	system	console.	It	is	also	important	to	note	that	imposing	a	lock	ordering	does	not	guarantee	deadlock
prevention	if	locks	can	be	acquired	dynamically.	For	example,	assume	we	have	a	function	that	transfers	funds	between	two	accounts.	To	prevent	a	race	condition,	each	account	has	an	associated	semaphore	that	is	obtained	from	a	get	Lock	()	function	such	as	the	following:	void	transaction(Account	from,	Account	to,	double	amount)	{	Semaphore	lock1,
lock2;	lock1	getLock(from);	lock2	=	getLock(to);	wait(lock1);	wait(lock2);	withdraw(from,	amount);	deposit(to,	amount);	signal(lock2);	signal	(lock1)	;	}	Deadlock	is	possible	if	two	threads	simultaneously	invoke	the	trans	action	()	function,	transposing	different	accounts.	That	is,	one	thread	might	invoke	transaction(checkingAccount,	savingsAccount,
25);	and	another	might	invoke	transaction(savingsAccount,	checkingAccount,	50);	We	leave	it	as	an	exercise	for	students	to	fix	this	situation.	7.5	Deadlock-prevention	algorithms,	as	discussed	in	Section	7.4,	prevent	deadlocks	by	restraining	how	requests	can	be	made.	The	restraints	ensure	that	at	least	one	of	the	necessary	conditions	for	deadlock
cannot	occur	and,	hence,	that	deadlocks	cannot	hold.	Possible	side	effects	of	preventing	deadlocks	by	this	method,	however,	are	low	device	utilization	and	reduced	system	throughput.	An	alternative	method	for	avoiding	deadlocks	is	to	require	additional	information	about	how	resources	are	to	be	requested.	For	example,	in	a	system	with	one	tape
drive	and	one	printer,	the	system	might	need	to	know	that	process	P	will	request	first	the	tape	drive	and	then	the	printer	before	releasing	both	resources,	whereas	process	Q	will	request	first	the	printer	and	then	the	tape	drive.	With	this	knowledge	of	the	complete	sequence	of	requests	and	releases	for	each	process,	the	system	can	decide	for	each
request	whether	or	not	the	process	should	wait	in	order	to	avoid	a	possible	future	deadlock.	Each	request	requires	that	in	making	this	decision	the	system	consider	the	resources	7.5	Deadlock	Avoidance	295	currently	available,	the	resources	currently	allocated	to	each	process,	and	the	future	requests	and	releases	of	each	process.	The	various
algorithms	that	use	this	approach	differ	in	the	amount	and	type	of	information	required.	The	simplest	and	most	useful	model	requires	that	each	process	declare	the	maximum	number	of	resources	of	each	type	that	it	may	need.	Given	this	a	priori	information,	it	is	possible	to	construct	an	algorithm	that	ensures	that	the	system	will	never	enter	a
deadlocked	state.	Such	an	algorithm	defines	the	deadlock-avoidance	approach.	A	deadlock-avoidance	algorithm	dynamically	examines	the	resource-allocation	state	to	ensure	that	a	circularwait	condition	can	never	exist.	The	resource-allocation	state	is	defined	by	the	number	of	available	and	allocated	resources	and	the	maximum	demands	of	the
processes.	In	the	following	sections,	we	explore	two	deadlock-avoidance	algorithms.	7.5.1	Safe	State	A	state	is	safe	if	the	system	can	allocate	resources	to	each	process	(up	to	its	maximum)	in	some	order	and	still	avoid	a	deadlock.	More	formally,	a	system	is	in	a	safe	state	only	if	there	exists	a	safe	sequence.	A	sequence	of	processes	is	a	safe	sequence
for	the	current	allocation	state	if,	for	each	Pi,	the	resource	requests	that	Pi	can	still	make	can	be	satisfied	by	the	currently	available	resources	plus	the	resources	held	by	all	Pj,	with	j	<	i.	In	this	situation,	if	the	resources	that	Pi	needs	are	not	immediately	available,	then	Pi	can	wait	until	all	Pj	have	finished.	When	they	have	finished,	Pi	can	obtain	all	of
its	needed	resources,	complete	its	designated	task,	return	its	allocated	resources,	and	terminate.	When	Pi	terminates,	Pi+l	can	obtain	its	needed	resources,	and	so	on.	If	no	such	sequence	exists,	then	the	system	state	is	said	to	be	unsafe.	A	safe	state	is	not	a	deadlocked	state.	Conversely,	a	deadlocked	state	is	an	unsafe	state.	Not	all	unsafe	states	are
deadlocks,	however	(Figure	7.5).	An	unsafe	state	may	lead	to	a	deadlock.	As	long	as	the	state	is	safe,	the	operating	system	can	avoid	unsafe	(and	deadlocked)	states.	In	an	unsafe	state,	the	operating	system	cannot	prevent	processes	from	requesting	resources	in	such	a	way	that	a	deadlock	occurs.	The	behavior	of	the	processes	controls	unsafe	states.
Figure	7.5	Safe,	unsafe,	and	deadlocked	state	spaces.	296	Chapter	7	Deadlocks	To	illustrate,	we	consider	a	system	with	twelve	magnetic	tape	drives	and	three	processes:	Po,	P1,	and	P2.	Process	Po	requires	ten	tape	drives,	process	P1	may	need	as	many	as	four	tape	drives,	and	process	P2	may	need	up	to	nine	tape	drives.	Suppose	that,	at	time	to,
process	Po	is	holding	five	tape	drives,	process	P1	is	holding	two	tape	drives,	and	process	P2	is	holding	two	tape	drives.	(Thus,	there	are	three	free	tape	drives.)	Maximum	Needs	Current	Needs	10	5	2	2	4	9	At	time	t0	,	the	system	is	in	a	safe	state.	The	sequence	satisfies	the	safety	condition.	Process	P1	can	immediately	be	allocated	all	its	tape	drives
and	then	return	them	(the	system	will	then	have	five	available	tape	drives);	then	process	Po	can	get	all	its	tape	drives	and	return	them	(the	system	will	then	have	ten	available	tape	drives);	and	finally	process	P2	can	get	all	its	tape	drives	and	return	them	(the	system	will	then	have	all	twelve	tape	drives	available).	A	system	can	go	from	a	safe	state	to
an	unsafe	state.	Suppose	that,	at	time	t1	,	process	P2	requests	and	is	allocated	one	more	tape	drive.	The	system	is	no	longer	in	a	safe	state.	At	this	point,	only	process	P1	can	be	allocated	all	its	tape	drives.	When	it	returns	them,	the	system	will	have	only	four	available	tape	drives.	Since	process	Po	is	allocated	five	tape	drives	but	has	a	maximum	of	ten,
it	may	request	five	more	tape	drives.	If	it	does	so,	it	will	have	to	wait,	because	they	are	unavailable.	Similarly,	process	P2	may	request	six	additional	tape	drives	and	have	to	wait,	resulting	in	a	deadlock.	Our	mistake	was	in	granting	the	request	from	process	P2	for	one	more	tape	drive.	If	we	had	made	P2	wait	until	either	of	the	other	processes	had
finished	and	released	its	resources,	then	we	could	have	avoided	the	deadlock.	Given	the	concept	of	a	safe	state,	we	can	define	avoidance	algorithms	that	ensure	that	the	system	will	never	deadlock.	The	idea	is	simply	to	ensure	that	the	system	will	always	remain	in	a	safe	state.	Initially,	the	system	is	in	a	safe	state.	Whenever	a	process	requests	a
resource	that	is	currently	available,	the	system	must	decide	whether	the	resource	can	be	allocated	immediately	or	whether	the	process	must	wait.	The	request	is	granted	only	if	the	allocation	leaves	the	system	in	a	safe	state.	In	this	scheme,	if	a	process	requests	a	resource	that	is	currently	available,	it	may	still	have	to	wait.	Thus,	resource	utilization
may	be	lower	than	it	would	otherwise	be.	7.5.2	Resource-Allocation-Graph	Algorithm	If	we	have	a	resource-allocation	system	with	only	one	instance	of	each	resource	type,	we	can	use	a	variant	of	the	resource-allocation	graph	defined	in	Section	7.2.2	for	deadlock	avoidance.	In	addition	to	the	request	and	assignment	edges	already	described,	we
introduce	a	new	type	of	edge,	called	a	claim	edge.	A	claim	edge	Pi	~	Rj	indicates	that	process	Pi	may	request	resource	Rj	at	some	time	in	the	future.	This	edge	resembles	a	request	edge	in	direction	but	is	represented	in	the	graph	by	a	dashed	line.	When	process	Pi	requests	resource	7.5	Figure	7.6	297	Resource-allocation	graph	for	deadlock	avoidance.
R1,	the	claim	edge	P;	-+	R1	is	converted	to	a	request	edge.	Similarly,	when	a	resource	R1	is	released	by	P;,	the	assignment	edge	Rj	-+	P;	is	reconverted	to	a	claim	edge	P;	-+	Rj.	We	note	that	the	resources	must	be	claimed	a	priori	in	the	system.	That	is,	before	process	P;	starts	executing,	all	its	claim	edges	must	already	appear	in	the	resource-
allocation	graph.	We	can	relax	this	condition	by	allowing	a	claim	edge	P;	-+	R1	to	be	added	to	the	graph	only	if	all	the	edges	associated	with	process	P;	are	claim	edges.	Now	suppose	that	process	P;	requests	resource	Rj.	The	request	can	be	granted	only	if	converting	the	request	edge	P;	-+	Rj	to	an	assignment	edge	R1	-+	P;	does	not	result	in	the
formation	of	a	cycle	in	the	resource-allocation	graph.	We	check	for	safety	by	using	a	cycle-detection	algorithm.	An	algorithm	for	detecting	a	cycle	in	this	graph	requires	an	order	of	n	2	operations,	where	n	is	the	number	of	processes	in	the	system.	If	no	cycle	exists,	then	the	allocation	of	the	resource	will	leave	the	system	in	a	safe	state.	If	a	cycle	is
found,	then	the	allocation	will	put	the	system	in	an	unsafe	state.	In	that	case,	process	P;	will	have	to	wait	for	its	requests	to	be	satisfied.	To	illustrate	this	algorithm,	we	consider	the	resource-allocation	graph	of	Figure	7.6.	Suppose	that	P2	requests	R2	.	Although	R2	is	currently	free,	we	cannot	allocate	it	to	P2	,	since	this	action	will	create	a	cycle	in	the
graph	(Figure	7.7).	A	cycle,	as	mentioned,	indicates	that	the	system	is	in	an	unsafe	state.	If	P1	requests	R2	,	and	P2	requests	R1	,	then	a	deadlock	will	occur.	Figure	7.7	An	unsafe	state	in	a	resource-allocation	graph.	298	Chapter	7	7.5.3	Banker's	Algorithm	The	resource-allocation-graph	algorithm	is	not	applicable	to	a	resourceallocation	system	with
multiple	instances	of	each	resource	type.	The	deadlockavoidance	algorithm	that	we	describe	next	is	applicable	to	such	a	system	but	is	less	efficient	than	the	resource-allocation	graph	scheme.	This	algorithm	is	commonly	known	as	the	banker's	algorithm.	The	name	was	chosen	because	the	algorithm.	could	be	used	in	a	banking	system	to	ensure	that
the	bank	never	allocated	its	available	cash	in	such	a	way	that	it	could	no	longer	satisfy	the	needs	of	all	its	customers.	When	a	new	process	enters	the	system,	it	must	declare	the	maximum	number	of	instances	of	each	resource	type	that	it	may	need.	This	nun1.ber	may	not	exceed	the	total	number	of	resources	in	the	system.	When	a	user	requests	a	set
of	resources,	the	system	must	determine	whether	the	allocation	of	these	resources	will	leave	the	system	in	a	safe	state.	If	it	will,	the	resources	are	allocated;	otherwise,	the	process	must	wait	until	some	other	process	releases	enough	resources.	Several	data	structures	must	be	maintained	to	implement	the	banker's	algorithm.	These	data	structures
encode	the	state	of	the	resource-allocation	system.	We	need	the	following	data	structures,	where	n	is	the	number	of	processes	in	the	system	and	m	is	the	number	of	resource	types:	Available.	A	vector	of	length	m	indicates	the	number	of	available	resources	of	each	type.	If	Available[j]	equals	k,	then	k	instances	of	resource	type	Ri	are	available.	Max.	An
n	x	m	matrix	defines	the	maximum	demand	of	each	process.	If	Max[i]	[j]	equals	k,	then	process	P;	may	request	at	most	k	instances	of	resource	type	Ri.	Allocation.	An	11	x	m	matrix	defines	the	number	of	resources	of	each	type	currently	allocated	to	each	process.	If	Allocation[i][j]	equals	lc,	then	process	P;	is	currently	allocated	lc	instances	of	resource
type	Rj.	Need.	An	n	x	m	matrix	indicates	the	remaining	resource	need	of	each	process.	If	Need[i][j]	equals	k,	then	process	P;	may	need	k	more	instances	of	resource	type	Ri	to	complete	its	task.	Note	that	Need[i][j]	equals	Max[i][j]	-	Allocation	[i][j].	These	data	structures	vary	over	time	in	both	size	and	value.	To	simplify	the	presentation	of	the	banker's
algorithm,	we	next	establish	some	notation.	Let	X	andY	be	vectors	of	length	11.	We	say	that	X::=	Y	if	and	only	if	X[i]	::=	Y[i]	for	all	i	=	1,	2,	...	,	n.	For	example,	if	X	=	(1,7,3,2)	and	Y	=	(0,3,2,1),	then	Y	::=X.	In	addition,	Y	<	X	if	Y	::=X	andY#	X.	We	can	treat	each	row	in	the	matrices	Allocation	and	Need	as	vectors	and	refer	to	them	as	Allocation;	and
Need;.	The	vector	Allocation;	specifies	the	resources	currently	allocated	to	process	P;;	the	vector	Need;	specifies	the	additional	resources	that	process	P;	may	still	request	to	complete	its	task.	7.5.3.1	Safety	Algorithm	We	can	now	present	the	algorithm	for	finding	out	whether	or	not	a	systern	is	in	a	safe	state.	This	algorithm	can	be	described	as
follows:	7.5	299	Let	Work	and	Finish	be	vectors	of	length	m	and	n,	respectively.	Initialize	Work=	Available	and	Finish[i]	=false	for	i	=	0,	1,	...	,	n	-	1.	Find	an	index	i	such	that	both	a.	Finish[i]	==false	b.	Need;	::;	Work	If	no	such	i	exists,	go	to	step	4.	Work	=	Work	+	Allocation;	Finish[i]	=	true	Go	to	step	2.	If	Finish[i]	==true	for	all	i,	then	the	system	is
in	a	safe	state.	This	algorithm	may	require	an	order	of	m	x	n2	operations	to	determine	whether	a	state	is	safe.	7.5.3.2	Resource-Request	Algorithm	Next,	we	describe	the	algorithm	for	determining	whether	requests	can	be	safely	granted.	Let	Request;	be	the	request	vector	for	process	P;.	If	Request;	[j]	==	k,	then	process	P;	wants	k	instances	of
resource	type	Rj.	When	a	request	for	resources	is	made	by	process	P;,	the	following	actions	are	taken:	If	Request;	::::;	Need;,	go	to	step	2.	Otherwise,	raise	an	error	condition,	since	the	process	has	exceeded	its	maximum	claim.	If	Request;	::;	Available,	go	to	step	3.	Otherwise,	P;	must	wait,	since	the	resources	are	not	available.	Have	the	system	pretend
to	have	allocated	the	requested	resources	to	process	P;	by	modifyil1.g	the	state	as	follows:	Available=	Available-	Request;;	Allocation;	=Allocation;	+Request;;	Need;	=Need;-	Request;;	If	the	resulting	resource-allocation	state	is	safe,	the	transaction	is	completed,	and	process	P;	is	allocated	its	resources.	However,	if	the	new	state	is	unsafe,	then	P;
must	wait	for	Request;,	and	the	old	resource-allocation	state	is	restored.	7.5.3.3	An	Illustrative	Example	To	illustrate	the	use	of	the	banker's	algorithm,	consider	a	system	with	five	processes	Po	through	P4	and	three	resource	types	A,	B,	and	C.	Resource	type	A	has	ten	instances,	resource	type	B	has	five	instances,	and	resource	type	C	has	seven
instances.	Suppose	that,	at	time	T0	,	the	following	snapshot	of	the	system	has	been	taken:	300	Chapter	7	Po	pl	p2	p3	p4	Allocation	Max	Available	ABC	010	200	302	2	11	002	ABC	753	322	902	222	433	ABC	332	The	content	of	the	matrix	Need	is	defined	to	be	Max	-	Allocation	and	is	as	follows:	Need	Po	pl	p2	p3	p4	ABC	743	122	600	011	431	We	claim
that	the	system	is	currently	in	a	safe	state.	Indeed,	the	sequence	<	Plt	P3	,	P4,	P2,	Po>	satisfies	the	safety	criteria.	Suppose	now	that	process	P1	requests	one	additional	instance	of	resource	type	A	and	two	instances	of	resource	type	C,	so	Request1	=	(1,0,2).	To	decide	whether	this	request	can	be	immediately	granted,	we	first	check	that	Request1	s
Available-that	is,	that	(1,0,2)	s	(3,3,2),	which	is	true.	We	then	pretend	that	this	request	has	been	fulfilled,	and	we	arrive	at	the	following	new	state:	Po	pl	p2	p3	p4	Allocation	Need	Available	ABC	010	302	302	211	002	ABC	743	020	600	0	11	431	ABC	230	We	must	determine	whether	this	new	system	state	is	safe.	To	do	so,	we	execute	our	safety
algorithm	and	find	that	the	sequence	satisfies	the	safety	requirement.	Hence,	we	can	immediately	grant	the	request	of	process	P1.	You	should	be	able	to	see,	however,	that	when	the	system	is	in	this	state,	a	request	for	(3,3,0)	by	P4	cannot	be	granted,	since	the	resources	are	not	available.	Furthermore,	a	request	for	(0,2,0)	by	Po	cannot	be	granted,
even	though	the	resources	are	available,	since	the	resulting	state	is	unsafe.	We	leave	it	as	a	programming	exercise	for	students	to	implement	the	banker's	algorithm.	7.6	301	7.6	If	a	system	does	not	employ	either	a	deadlock-prevention	or	a	deadlockavoidance	algorithm,	then	a	deadlock	situation	may	occur.	In	this	environment,	the	system	may
provide:	An	algorithm	that	examines	the	state	of	the	system	to	determine	whether	a	deadlock	has	occurred	An	algorithm	to	recover	from	the	deadlock	In	the	following	discussion,	we	elaborate	on	these	two	requirements	as	they	pertain	to	systems	with	only	a	single	instance	of	each	resource	type,	as	well	as	to	systems	with	several	instances	of	each
resource	type.	At	this	point,	however,	we	note	that	a	detection-and-recovery	scheme	requires	overhead	that	includes	not	only	the	run-time	costs	of	maintaining	the	necessary	information	and	executing	the	detection	algorithm	but	also	the	potential	losses	inherent	in	recovering	from	a	deadlock.	7.6.1	Single	Instance	of	Each	Resource	Type	If	all
resources	have	only	a	single	instance,	then	we	can	define	a	deadlockdetection	algorithm	that	uses	a	variant	of	the	resource-allocation	graph,	called	a	wait-for	graph.	We	obtain	this	graph	from	the	resource-allocation	graph	by	removing	the	resource	nodes	and	collapsing	the	appropriate	edges.	More	precisely,	an	edge	from	Pi	to	Pi	in	a	wait-for	graph
implies	that	process	Pz	is	waiting	for	process	P1	to	release	a	resource	that	P;	needs.	An	edge	Pz	--+	Pi	exists	iil	a	wait-for	graph	if	and	only	if	the	corresponding	resourceallocation	graph	contains	two	edges	Pz	--+	Rq	and	Rq	--+	Pi	for	some	resource	Rq.	For	example,	in	Figure	7.8,	we	present	a	resource-allocation	graph	and	the	corresponding	wait-for
graph.	As	before,	a	deadlock	exists	in	the	system	if	and	only	if	the	wait-for	graph	contains	a	cycle.	To	detect	deadlocks,	the	system	needs	to	maintain	the	wait-for	graph	and	periodically	invoke	an	algorithm	that	searches	for	a	cycle	in	the	graph.	An	algorithm	to	detect	a	cycle	in	a	graph	requires	an	order	of	n2	operations,	where	n	is	the	number	of
vertices	in	the	graph.	7.6.2	Several	Instances	of	a	Resource	Type	The	wait-for	graph	scheme	is	not	applicable	to	a	resource-allocation	system	with	multiple	instances	of	each	resource	type.	We	turn	now	to	a	deadlockdetection	algorithm	that	is	applicable	to	such	a	system.	The	algorithm	employs	several	time-varying	data	structures	that	are	similar	to
those	used	in	the	banker's	algorithm	(Section	7.5.3):	Available.	A	vector	of	length	nz	indicates	the	number	of	available	resources	of	each	type.	Allocation.	Ann	x	nz	matrix	defines	the	number	of	resources	of	each	type	currently	allocated	to	each	process.	302	Chapter	7	(a)	(b)	Figure	7.8	(a)	Resource-allocation	graph.	(b)	Corresponding	wait-for	graph.
Request.	An	n	x	m	matrix	indicates	the	current	request	of	each	process.	If	Request[i][j]	equals	k,	then	process	P;	is	requesting	k	more	instances	of	resource	type	Rj.	The::::	relation	between	two	vectors	is	defined	as	in	Section	7.5.3.	To	simplify	notation,	we	again	treat	the	rows	in	the	matrices	Allocation	and	Request	as	vectors;	we	refer	to	them	as
Allocation;	and	Request;.	The	detection	algorithm	described	here	simply	investigates	every	possible	allocation	sequence	for	the	processes	that	remain	to	be	completed.	Compare	this	algorithm	with	the	banker's	algorithm	of	Section	7.5.3.	Let	Work	and	Finish	be	vectors	of	length	m	and	n,	respectively.	Initialize	Work=	Available.	Fori=	0,	1,	...	,	n-1,	if
Allocation;	#	0,	then	Finish[i]	=false;	otherwise,	Finish[i]	=	tme.	2.	Find	an	index	i	such	that	both	a.	Finish[i]	==false	b.	Request;	::::	Work	If	no	such	i	exists,	go	to	step	4.	Work=	Work+	Allocation;	Finish[i]	=	true	Go	to	step	2.	4.	If	Finish[i]	==false	for	some	i,	0	::::	i	<	n,	then	the	system	is	in	a	deadlocked	state.	Moreover,	if	Finish[i]	==false,	then
process	P;	is	deadlocked.	This	algorithm	requires	an	order	o£	m	x	n2	operations	to	detect	whether	the	system	is	in	a	deadlocked	state.	7.6	303	You	may	wonder	why	we	reclaim	the	resources	of	process	P;	(in	step	3)	as	soon	as	we	determine	that	Request;	:S	Work	(in	step	2b).	We	know	that	P;	is	currently	not	involved	in	a	deadlock	(since	Request;	:S
Work).	Thus,	we	take	an	optimistic	attitude	and	assume	that	P;	will	require	no	more	resources	to	complete	its	task;	it	will	thus	soon	return	all	currently	allocated	resources	to	the	system.	If	our	assumption	is	incorrect,	a	deadlock	may	occur	later.	That	deadlock	will	be	detected	the	next	tince	the	deadlock-detection	algorithm	is	invoked.	To	illustrate
this	algorithm,	we	consider	a	system	with	five	processes	Po	through	P4	and	three	resource	types	A,	B,	and	C.	Resource	type	A	has	seven	instances,	resource	type	B	has	two	instances,	and	resource	type	C	has	six	instances.	Suppose	that,	at	time	T0	,	we	have	the	following	resource-allocation	state:	Po	pl	p2	p3	p4	Allocation	Request	Available	ABC	010
200	303	2	11	002	ABC	000	202	000	100	002	ABC	000	We	claim	that	the	system	is	not	in	a	deadlocked	state.	Indeed,	if	we	execute	our	algorithm,	we	will	find	that	the	sequence	results	in	Finish[i]	==	true	for	all	i.	Suppose	now	that	process	P2	makes	one	additional	request	for	an	instance	of	type	C.	The	Request	matrix	is	modified	as	follows:	Request	Po
pl	p2	p3	p4	ABC	000	202	001	100	002	We	claim	that	the	system	is	now	deadlocked.	Although	we	can	reclaim	the	resources	held	by	process	Po,	the	number	of	available	resources	is	not	sufficient	to	fulfill	the	requests	of	the	other	processes.	Thus,	a	deadlock	exists,	consisting	of	processes	P1,	P2,	P3,	and	P4.	7.6.3	Detection-Algorithm	Usage	When
should	we	invoke	the	detection	algorithm?	The	answer	depends	on	two	factors:	1.	How	often	is	a	deadlock	likely	to	occur?	How	many	processes	will	be	affected	by	deadlock	when	it	happens?	304	Chapter	7	If	deadlocks	occur	frequently,	then	the	detection	algorithm	should	be	invoked	frequently.	Resources	allocated	to	deadlocked	processes	will	be	idle
until	the	deadlock	can	be	broken.	In	addition,	the	number	of	processes	involved	in	the	deadlock	cycle	may	grow.	Deadlocks	occur	only	when	some	process	makes	a	request	that	cannot	be	granted	immediately.	This	request	may	be	the	final	request	that	completes	a	chain	of	waiting	processes.	In	the	extreme,	then,	we	can	invoke	the	deadlockdetection
algorithm	every	time	a	request	for	allocation	cannot	be	granted	immediately.	In	this	case,	we	can	identify	not	only	the	deadlocked	set	of	processes	but	also	the	specific	process	that	"caused"	the	deadlock	(In	reality,	each	of	the	deadlocked	processes	is	a	link	in	the	cycle	in	the	resource	graph,	so	all	of	them,	jointly,	caused	the	deadlock)	If	there	are
many	different	resource	types,	one	request	may	create	many	cycles	in	the	resource	graph,	each	cycle	completed	by	the	most	recent	request	and	"caused"	by	the	one	identifiable	process.	Of	course,	invoking	the	deadlock-detection	algorithm	for	every	resource	request	will	incur	considerable	overhead	in	computation	time.	A	less	expensive	alternative	is
simply	to	invoke	the	algorithm	at	defined	intervals-for	example,	once	per	hour	or	whenever	CPU	utilization	drops	below	40	percent.	(A	deadlock	eventually	cripples	system	throughput	and	causes	CPU	utilization	to	drop.)	If	the	detection	algorithm	is	invoked	at	arbitrary	points	in	time,	the	resource	graph	may	contain	many	cycles.	In	this	case,	we
generally	cannot	tell	which	of	the	many	deadlocked	processes	"caused"	the	deadlock	7.7	When	a	detection	algorithm	determines	that	a	deadlock	exists,	several	alternatives	are	available.	One	possibility	is	to	inform	the	operator	that	a	deadlock	has	occurred	and	to	let	the	operator	deal	with	the	deadlock	manually.	Another	possibility	is	to	let	the	system
recover	from	the	deadlock	automatically.	There	are	two	options	for	breaking	a	deadlock	One	is	simply	to	abort	one	or	more	processes	to	break	the	circular	wait.	The	other	is	to	preempt	some	resources	from	one	or	more	of	the	deadlocked	processes.	7.7.1	Process	Termination	To	eliminate	deadlocks	by	aborting	a	process,	we	use	one	of	two	methods.	In
both	methods,	the	system	reclaims	all	resources	allocated	to	the	terminated	processes.	Abort	all	deadlocked	processes.	This	method	clearly	will	break	the	deadlock	cycle,	but	at	great	expense;	the	deadlocked	processes	may	have	computed	for	a	long	time,	and	the	results	of	these	partial	computations	must	be	discarded	and	probably	will	have	to	be
recomputed	later.	Abort	one	process	at	a	time	until	the	deadlock	cycle	is	eliminated.	This	method	incurs	considerable	overhead,	since	after	each	process	is	aborted,	a	deadlock-detection	algorithnc	rnust	be	invoked	to	determine	whether	any	processes	are	still	deadlocked.	7.7	305	Aborting	a	process	may	not	be	easy.	If	the	process	was	in	the	midst	of
updating	a	file,	terminating	it	will	leave	that	file	in	an	incorrect	state.	Similarly,	if	the	process	was	in	the	midst	of	printing	data	on	a	printer,	the	system	must	reset	the	printer	to	a	correct	state	before	printing	the	next	job.	If	the	partial	termination	method	is	used,	then	we	must	determine	which	deadlocked	process	(or	processes)	should	be	terminated.
This	determination	is	a	policy	decision,	similar	to	CPU-scheduling	decisions.	The	question	is	basically	an	economic	one;	we	should	abort	those	processes	whose	termination	will	incur	the	minimum	cost.	Unfortunately,	the	term	minimum	cost	is	not	a	precise	one.	Many	factors	may	affect	which	process	is	chosen,	including:	1.	What	the	priority	of	the
process	is	2.	How	long	the	process	has	computed	and	how	much	longer	the	process	will	compute	before	completing	its	designated	task	How	many	and	what	types	of	resources	the	process	has	used	(for	example,	whether	the	resources	are	simple	to	preempt)	How	many	more	resources	the	process	needs	in	order	to	complete	5.	How	many	processes	will
need	to	be	terminated	Whether	the	process	is	interactive	or	batch	7.7.2	Resource	Preemption	To	eliminate	deadlocks	using	resource	preemption,	we	successively	preempt	some	resources	from	processes	and	give	these	resources	to	other	processes	1-mtil	the	deadlock	cycle	is	broken.	If	preemption	is	required	to	deal	with	deadlocks,	then	three	issues
need	to	be	addressed:	Selecting	a	victim.	Which	resources	and	which	processes	are	to	be	preempted?	As	in	process	termil	access	is	then	effective	access	time=	(1	-	p)	x	ma	+	p	x	page	fault	time.	To	compute	the	effective	access	time,	we	must	know	how	much	time	is	needed	to	service	a	page	fault.	A	page	fault	causes	the	following	sequence	to	occur:
Trap	to	the	operating	system.	Save	the	user	registers	and	process	state.	366	Chapter	9	Deterncine	that	the	interrupt	was	a	page	fault.	Check	that	the	page	reference	was	legal	and	determine	the	location	of	the	page	on	the	disk	Issue	a	read	from	the	disk	to	a	free	frame:	a.	Wait	in	a	queue	for	this	device	until	the	read	request	is	serviced.	b.	Wait	for	the
device	seek	and/	or	latency	time.	c.	Begin	the	transfer	of	the	page	to	a	free	frame.	While	waiting,	allocate	the	CPU	to	some	other	user	(CPU	scheduling,	optional).	Receive	an	interrupt	from	the	disk	I/0	subsystem	(I/0	completed).	Save	the	registers	and	process	state	for	the	other	user	(if	step	6	is	executed).	Determine	that	the	interrupt	was	from	the
disk	Correct	the	page	table	and	other	tables	to	show	that	the	desired	page	is	now	in	memory.	Wait	for	the	CPU	to	be	allocated	to	this	process	again.	Restore	the	user	registers,	process	state,	and	new	page	table,	and	then	resume	the	interrupted	instruction.	Not	all	of	these	steps	are	necessary	in	every	case.	For	example,	we	are	assuming	that,	in	step
6,	the	CPU	is	allocated	to	another	process	while	the	I/O	occurs.	This	arrangement	allows	multiprogramming	to	maintain	CPU	utilization	but	requires	additional	time	to	resume	the	page-fault	service	routine	when	the	I/0	transfer	is	complete.	In	any	case,	we	are	faced	with	tlu·ee	major	components	of	the	page-fault	service	time:	Service	the	page-fault
interrupt.	Read	in	the	page.	Restart	the	process.	The	first	and	third	tasks	can	be	reduced,	with	careful	coding,	to	several	hundred	instructions.	These	tasks	may	take	from	1	to	100	microseconds	each.	The	page-switch	time,	however,	will	probably	be	close	to	8	milliseconds.	(A	typical	hard	disk	has	an	average	latency	of	3	milliseconds,	a	seek	of	5
milliseconds,	and	a	transfer	time	of	0.05	milliseconds.	Thus,	the	total	paging	time	is	about	8	milliseconds,	including	hardware	and	software	time.)	Remember	also	that	we	are	looking	at	only	the	device-service	time.	If	a	queue	of	processes	is	waiting	for	the	device,	we	have	to	add	device-queueing	time	as	we	wait	for	the	paging	device	to	be	free	to
service	our	request,	increasing	even	more	the	time	to	swap.	With	an	average	page-fault	service	time	of	8	milliseconds	and	a	memoryaccess	time	of	200	nanoseconds,	the	effective	access	time	in	nanoseconds	is	9.3	367	effective	access	time=	(1	-	p)	x	(200)	+	p	(8	milliseconds)	=	(1	p)	X	200	+	p	X	8,000,000	=	200	+	7,999,800	X	p.	We	see,	then,	that	the
effective	access	time	is	directly	proportional	to	the	If	one	access	out	of	1,000	causes	a	page	fault,	the	effective	access	time	is	8.2	microseconds.	The	computer	will	be	slowed	down	by	a	factor	of	40	because	of	demand	paging!	If	we	want	performance	degradation	to	be	less	than	10	percent,	we	need	220	>	200	+	7,999,800	20	>	7,999,800	X	p,	p	<
0.0000025.	X	p,	That	is,	to	keep	the	slowdown	due	to	paging	at	a	reasonable	level,	we	can	allow	fewer	than	one	memory	access	out	of	399,990	to	page-fault.	In	sum,	it	is	important	to	keep	the	page-fault	rate	low	in	a	demand-paging	system.	Otherwise,	the	effective	access	time	increases,	slowing	process	execution	dramatically.	An	additional	aspect	of
demand	paging	is	the	handling	and	overall	use	of	swap	space.	Disk	I/0	to	swap	space	is	generally	faster	than	that	to	the	file	system.	It	is	faster	because	swap	space	is	allocated	in	much	larger	blocks,	and	file	lookups	and	indirect	allocation	methods	are	not	used	(Chapter	12).	The	system	can	therefore	gain	better	paging	throughput	by	copying	an	entire
file	image	into	the	swap	space	at	process	startup	and	then	performing	demand	paging	from	the	swap	space.	Another	option	is	to	demand	pages	from	the	file	system	initially	but	to	write	the	pages	to	swap	space	as	they	are	replaced.	This	approach	will	ensure	that	only	needed	pages	are	read	from	the	file	system	but	that	all	subsequent	paging	is	done
from	swap	space.	Some	systems	attempt	to	limit	the	amount	of	swap	space	used	through	demand	paging	of	binary	files.	Demand	pages	for	such	files	are	brought	directly	from	the	file	system.	However,	when	page	replacement	is	called	for,	these	frames	can	simply	be	overwritten	(because	they	are	never	modified),	and	the	pages	can	be	read	in	from	the
file	system	again	if	needed.	Using	this	approach,	the	file	system	itself	serves	as	the	backing	store.	Howeve1~	swap	space	must	still	be	used	for	pages	not	associated	with	a	file;	these	pages	include	the	stack	and	heap	for	a	process.	This	method	appears	to	be	a	good	compromise	and	is	used	in	several	systems,	including	Solaris	and	BSD	UNIX.	3	In
Section	9	.2,	we	illustrated	how	a	process	can	start	quickly	by	merely	demandpaging	in	the	page	containing	the	first	instruction.	However,	process	creation	using	the	fork()	system	call	may	initially	bypass	the	need	for	demand	paging	by	using	a	technique	similar	to	page	sharing	(covered	in	Section	8.4.4).	This	technique	provides	for	rapid	process
creation	and	minimizes	the	number	of	new	pages	that	must	be	allocated	to	the	newly	created	process.	368	Chapter	9	physical	Figure	9.7	Before	process	I	modifies	page	C.	Recall	thatthe	fork()	system	call	creates	a	child	process	that	is	a	duplicate	of	its	parent.	Traditionally,	fork()	worked	by	creating	a	copy	of	the	parent's	address	space	for	the	child,
duplicating	the	pages	belonging	to	the	parent.	However,	considering	that	many	child	processes	invoke	the	exec()	system	call	immediately	after	creation,	the	copying	of	the	parent's	address	space	may	be	unnecessary.	Instead,	we	can	use	a	technique	known	as	which	works	by	allowing	the	parent	and	child	processes	initially	to	share	the	same	pages.
These	shared	pages	are	marked	as	copy-on-write	pages,	meaning	that	if	either	process	writes	to	a	shared	page,	a	copy	of	the	shared	page	is	created.	Copy-on-write	is	illustrated	in	Figures	9.7	and	Figure	9.8,	which	show	the	contents	of	the	physical	memory	before	and	after	process	1	modifies	page	c.	For	example,	assume	that	the	child	process
attempts	to	modify	a	page	containing	portions	of	the	stack,	with	the	pages	set	to	be	copy-on-write.	The	operating	system	will	create	a	copy	of	this	page,	nl.apping	it	to	the	address	space	of	the	child	process.	The	child	process	will	then	modify	its	copied	page	and	not	the	page	belonging	to	the	parent	process.	Obviously,	when	the	copy-on-write	technique
is	used,	only	the	pages	that	are	modified	by	either	process	are	copied;	all	unmodified	pages	can	be	shared	by	the	parent	and	child	processes.	Note,	too,	physical	memory	process	1	Figure	9.8	After	process	1	modifies	page	C.	process	2	9.4	369	that	only	pages	that	can	be	nwdified	need	be	m~arked	as	copy-on-write.	Pages	that	cannot	be	modified
(pages	containing	executable	code)	can	be	shared	by	the	parent	and	child.	Copy-on-write	is	a	common	technique	used	by	several	operating	systems,	including	Windows	XP,	Linux,	and	Solaris.	When	it	is	determined	that	a	page	is	going	to	be	duplicated	using	copyon-write,	it	is	important	to	note	the	location	from	which	the	free	page	will	of	free	pages
for	such	be	allocated.	Many	operating	systems	provide	a	requests.	These	free	pages	are	typically	allocated	when	the	stack	or	heap	for	a	process	must	expand	or	when	there	are	copy-on-write	pages	to	be	managed.	Operating	systems	typically	allocate	these	pages	using	a	technique	known	as	zem-fHl-on-den:1and.	Zero-fill-on-demand	pages	have	been
zeroed-out	before	being	allocated,	thus	erasing	the	previous	contents.	Several	versions	of	UNIX	(including	Solaris	and	Linux)	provide	a	variation	ofthe	fork()	system	call-vfork()	(for	fori()-	that	operates	differently	from	fork()	with	copy-on-write.	With	vfork(),	the	parent	process	is	suspended,	and	the	child	process	uses	the	address	space	of	the	parent.
Because	vfork()	does	not	use	copy-on-write,	if	the	child	process	changes	any	pages	of	the	parent's	address	space,	the	altered	pages	will	be	visible	to	the	parent	once	it	resumes.	Therefore,	vf	ork	()	must	be	used	with	caution	to	ensure	that	the	child	process	does	not	modify	the	address	space	of	the	parent.	vf	or	k	()	is	intended	to	be	used	when	the	child
process	calls	exec()	immediately	after	creation.	Because	no	copying	of	pages	takes	place,	vf	ork	()	is	an	extremely	efficient	method	of	process	creation	and	is	sometimes	used	to	implement	UNIX	command-line	shell	interfaces.	9.4	In	our	earlier	discussion	of	the	page-fault	rate,	we	assumed	that	each	page	faults	at	most	once,	when	it	is	first	referenced.
This	representation	is	not	strictly	accurate,	however.	If	a	process	of	ten	pages	actually	uses	only	half	of	them,	then	demand	paging	saves	the	I/0	necessary	to	load	the	five	pages	that	are	never	used.	We	could	also	increase	our	degree	of	multiprogramming	by	running	twice	as	many	processes.	Thus,	if	we	had	forty	frames,	we	could	run	eight	processes,
rather	than	the	four	that	could	run	if	each	required	ten	frames	(five	of	which	were	never	used).	If	we	increase	our	degree	of	multiprogramming,	we	are	memory.	If	we	run	six	processes,	each	of	which	is	ten	pages	in	size	but	uses	only	five	pages,	we	have	higher	CPU	utilization	and	throughput,	ten	frames	to	spare.	It	is	possible,	however,	that	each	of
these	processes,	for	a	particular	data	set,	may	suddenly	try	to	use	all	ten	of	its	pages,	resulting	in	a	need	for	sixty	frames	when	only	forty	are	available.	Further,	consider	that	system	memory	is	not	used	only	for	holding	program	pages.	Buffers	for	I/	0	also	consume	a	considerable	amount	of	memory.	This	use	can	increase	the	strain	on	memory-
placement	algorithms.	Deciding	how	much	memory	to	allocate	to	I/0	and	how	much	to	program	pages	is	a	significant	challenge.	Some	systems	allocate	a	fixed	percentage	of	memory	for	I/0	buffers,	whereas	others	allow	both	user	processes	and	the	I/0	subsystem	to	compete	for	all	system	memory.	370	Chapter	9	valid-invalid	PC--::"-_='-~~==:	!came
logical	memory	for	user	1	fil	page	table	for	user	1	valid-invalid	0	frame	~bi~	0	monitor	2	3	4	5	J	6	A	7	E	physical	memory	2	v	v	r---~	3	~-------'--'	logical	memory	for	user	2	page	table	for	user	2	Figure	9.9	Need	for	page	replacement	Over-allocation	of	memory	manifests	itself	as	follows.	While	a	user	process	is	executing,	a	page	fault	occurs.	The
operating	system	determines	where	the	desired	page	is	residing	on	the	disk	but	then	finds	that	there	are	no	free	frames	on	the	free-frame	list;	all	memory	is	in	use	(Figure	9.9).	The	operating	system	has	several	options	at	this	point.	It	could	terminate	the	user	process.	However,	demand	paging	is	the	operating	system's	attempt	to	improve	the
computer	system's	utilization	and	throughput.	Users	should	not	be	aware	that	their	processes	are	running	on	a	paged	system-paging	should	be	logically	transparent	to	the	user.	So	this	option	is	not	the	best	choice.	The	operating	system	could	instead	swap	out	a	process,	freeing	all	its	frames	and	reducing	the	level	of	multiprogramming.	This	option	is	a
good	one	in	certain	circumstances,	and	we	consider	it	further	in	Section	9.6.	Here,	we	discuss	the	most	common	solution:	9.4.1	Basic	Page	Replacement	Page	replacement	takes	the	following	approach.	If	no	frame	is	free,	we	find	one	that	is	not	currently	being	used	and	free	it.	We	can	free	a	frame	by	writing	its	contents	to	swap	space	and	changing
the	page	table	(and	all	other	tables)	to	indicate	that	the	page	is	no	longer	in	memory	(Figure	9.10).	We	can	now	use	the	freed	frame	to	hold	the	page	for	which	the	process	faulted.	We	modify	the	page-fault	service	routine	to	include	page	replacement:	Find	the	location	of	the	desired	page	on	the	disk.	Find	a	free	frame:	a.	If	there	is	a	free	frame,	use	it.
9.4	371	b.	If	there	is	no	free	frame,	use	a	page-replacement	algorithnc	to	select	a	c.	Write	the	victim	frame	to	the	disk;	change	the	page	and	frame	tables	accordingly.	Read	the	desired	page	into	the	newly	freed	frame;	change	the	page	and	frame	tables.	Restart	the	user	process.	Notice	that,	if	no	frames	are	free,	two	page	transfers	(one	out	and	one	in)
are	required.	This	situation	effectively	doubles	the	page-fault	service	time	and	increases	the	effective	access	time	accordingly.	We	can	reduce	this	overhead	by	using	a	(or	When	this	scheme	is	used,	each	page	or	frame	has	a	modify	bit	associated	with	it	in	the	hardware.	The	modify	bit	for	a	page	is	set	by	the	hardware	whenever	any	word	or	byte	in	the
page	is	written	into,	indicating	that	the	page	has	been	modified.	When	we	select	a	page	for	replacement,	we	examine	its	modify	bit.	If	the	bit	is	set,	we	know	that	the	page	has	been	modified	since	it	was	read	in	from	the	disk.	In	this	case,	we	must	write	the	page	to	the	disk.	If	the	modify	bit	is	not	set,	however,	the	page	has	not	been	modified	since	it
was	read	into	memory.	In	this	case,	we	need	not	write	the	memory	page	to	the	disk:	it	is	already	there.	This	technique	also	applies	to	read-only	pages	(for	example,	pages	of	binary	code).	Such	pages	cannot	be	modified;	thus,	they	may	be	discarded	when	desired.	This	scheme	can	significantly	reduce	the	time	required	to	service	a	page	fault,	since	it
reduces	I/O	time	by	one-half	if	the	page	has	not	been	modified.	frame	valid-invalid	bit	'\.	/	physical	memory	Figure	9.10	Page	replacement	372	Chapter	9	Page	replacement	is	basic	to	demand	paging.	It	completes	the	separation	between	logical	memory	and	physical	memory.	With	this	mechanism,	an	enormous	virtual	memory	can	be	provided	for
programn'lers	on	a	smaller	physical	memory.	With	no	demand	paging,	user	addresses	are	mapped	into	physical	addresses,	so	the	two	sets	of	addresses	can	be	different.	All	the	pages	of	a	process	still	must	be	in	physical	memory,	however.	With	demand	paging,	the	size	of	the	logical	address	space	is	no	longer	constrained	by	physical	memory.	If	we
have	a	user	process	of	twenty	pages,	we	can	execute	it	in	ten	frames	simply	by	using	demand	paging	and	using	a	replacement	algorithm	to	find	a	free	frame	whenever	necessary.	If	a	page	that	has	been	modified	is	to	be	replaced,	its	contents	are	copied	to	the	disk.	A	later	reference	to	that	page	will	cause	a	page	fault.	At	that	time,	the	page	will	be
brought	back	into	memory,	perhaps	replacing	some	other	page	in	the	process.	We	must	solve	two	major	problems	to	implement	demand	develop	a	algorithm	and	a	'"''"""""-"'"'""l·~···	:.	':·:•c	•··	.~.:	"'''	r,~~:r:::~	·;·	,'u:~rt~tt~~·~..~\	•··.	.·...·.·••·.	ready~to-run	executable	exe,	com,	bin	or	none	machinelanguage	program	object	obj,	o	compiled,	machine
language,	not	linked	source	code	c,	cc,	java,	pas,	asm,	a	source	code	in	various	languages	batch	bat,	sh	commands	to	the	command	interpreter	text	txt,	doc	textual	data,	documents	wo	rdprocessor	wp,tex,	rtf,	doc	various	wordcprocessor	formats	library	lib,	a,	so,	dll	libraries	o.troutines	for	.programmers	print	or	view	ps,	pdf,	jpg	ASCII	or	binary	file	in
a	format	for	printing	or	viewing	archive	arc,	zip,	.tar	1··	related	files	grouped	into	.one	file,sometimes	compressed,	for	archiving	or	storage	multimedia	mpeg,	mov,	rm,	mp3,	avi	binary	file	containing	audio	or	A/V	information	Figure	10.2	Common	file	types.	end	with	a	.doc	extension.	These	extensions	are	not	required,	so	a	user	may	specify	a	file
without	the	extension	(to	save	typing),	and	the	application	will	look	for	a	file	with	the	given	name	and	the	extension	it	expects.	Because	these	extensions	are	not	supported	by	the	operating	system,	they	can	be	considered	as	"hints"	to	the	applications	that	operate	on	them.	Another	example	of	the	utility	of	file	types	comes	from	the	TOPS-20	operating
system.	If	the	user	tries	to	execute	an	object	program	whose	source	file	has	been	modified	(or	edited)	since	the	object	file	was	produced,	the	source	file	will	be	recompiled	automatically.	This	function	ensures	that	the	user	always	runs	an	up-to-date	object	file.	Otherwise,	the	user	could	waste	a	significant	amount	of	time	executing	the	old	object	file.
For	this	function	to	be	possible,	the	operating	system	must	be	able	to	discriminate	the	source	file	from	the	object	file,	to	check	the	time	that	each	file	was	created	or	last	modified,	and	to	determine	the	language	of	the	source	program	(in	order	to	use	the	correct	compiler).	Consider,	too,	the	Mac	OS	X	operating	system.	In	this	system,	each	file	has	a
type,	such	as	TEXT	(for	text	file)	or	APPL	(for	application).	Each	file	also	has	a	creator	attribute	containing	the	name	of	the	program	that	created	it.	This	attribute	is	set	by	the	operating	system	during	the	create()	call,	so	its	use	is	enforced	and	supported	by	the	system.	For	instance,	a	file	produced	by	a	word	processor	has	the	word	processor's	name
as	its	creator.	When	the	user	opens	that	file,	by	double-clicking	the	mouse	on	the	icon	representing	the	file,	10.1	429	the	word	processor	is	invoked	automatically,	and	the	file	is	loaded,	ready	to	be	edited.	stored	at	the	beginning	of	The	UNIX	system	uses	a	crude	some	files	to	indicate	roughly	the	type	of	the	file-executable	program,	batch	file	(or
PostScript	file,	and	so	on.	Not	all	files	have	magic	numbers,	so	system	features	cannot	be	based	solely	on	this	information.	UNIX	does	not	record	the	name	of	the	creating	program,	either.	UNIX	does	allow	file-nameextension	hints,	but	these	extensions	are	neither	enforced	nor	depended	on	by	the	operating	system;	they	are	meant	mostly	to	aid	users
in	determining	what	type	of	contents	the	file	contains.	Extensions	can	be	used	or	ignored	by	a	given	application,	but	that	is	up	to	the	application's	programmer.	10.1.4	File	Structure	File	types	also	can	be	used	to	indicate	the	internal	structure	of	the	file.	As	mentioned	in	Section	10.1.3,	source	and	object	files	have	structures	that	match	the
expectations	of	the	programs	that	read	them.	Further,	certain	files	must	conform	to	a	required	structure	that	is	understood	by	the	operating	system.	For	example,	the	operating	system	requires	that	an	executable	file	have	a	specific	structure	so	that	it	can	determine	where	in	memory	to	load	the	file	and	what	the	location	of	the	first	instruction	is.
Some	operating	systems	extend	this	idea	into	a	set	of	system-supported	file	structures,	with	sets	of	special	operations	for	manipulating	files	with	those	structures.	For	instance,	DEC's	VMS	operating	system	has	a	file	system	that	supports	three	defined	file	structures.	This	point	brings	us	to	one	of	the	disadvantages	of	having	the	operating	system
support	multiple	file	structures:	the	resulting	size	of	the	operating	system	is	cumbersome.	If	the	operating	system	defines	five	different	file	structures,	it	needs	to	contain	the	code	to	support	these	file	structures.	In	addition,	it	may	be	necessary	to	define	every	file	as	one	of	the	file	types	supported	by	the	operating	system.	When	new	applications
require	information	structured	in	ways	not	supported	by	the	operating	system,	severe	problems	may	result.	For	example,	assume	that	a	system	supports	two	types	of	files:	text	files	(composed	of	ASCII	characters	separated	by	a	carriage	return	and	line	feed)	and	executable	binary	files.	Now,	if	we	(as	users)	want	to	define	an	encrypted	file	to	protect
the	contents	from	being	read	by	unauthorized	people,	we	may	find	neither	file	type	to	be	appropriate.	The	encrypted	file	is	not	ASCII	text	lines	but	rather	is	(apparently)	random	bits.	Although	it	may	appear	to	be	a	binary	file,	it	is	not	executable.	As	a	result,	we	may	have	to	circumvent	or	misuse	the	operating	system's	file-type	mechanism	or	abandon
our	encryption	scheme.	Some	operating	systems	impose	(and	support)	a	minimal	number	of	file	structures.	This	approach	has	been	adopted	in	UNIX,	MS-DOS,	and	others.	UN1X	considers	each	file	to	be	a	sequence	of	8-bit	bytes;	no	interpretation	of	these	bits	is	made	by	the	operating	systen'l.	This	scheme	provides	maximum	flexibility	but	little
support.	Each	application	program	must	include	its	own	code	to	interpret	an	input	file	as	to	the	appropriate	structure.	However,	all	operating	systems	must	support	at	least	one	structure-that	of	an	executable	file-so	that	the	system	is	able	to	load	and	run	programs.	The	Macintosh	operating	system	also	supports	a	minimal	number	of	and	a	file
structures.	It	expects	files	to	contain	two	parts:	a	430	Chapter	10	The	resource	fork	contains	information	of	interest	to	the	user.	For	instance,	it	holds	the	labels	of	any	buttons	displayed	by	the	program.	A	foreign	user	may	want	to	re-label	these	buttons	in	his	own	language,	and	the	Macintosh	operating	system	provides	tools	to	allow	modification	of	the
data	in	the	resource	fork.	The	data	fork	contains	program	code	or	data-the	traditional	file	contents.	To	accomplish	the	same	task	on	a	UNIX	or	MS-DOS	system,	the	programmer	would	need	to	change	and	recompile	the	source	code,	unless	she	created	her	own	user-changeable	data	file.	Clearly,	it	is	useful	for	an	operating	system	to	support	structures
that	will	be	used	frequently	and	that	will	save	the	programmer	substantial	effort.	Too	few	structures	make	programming	inconvenient,	whereas	too	many	cause	operating-system	bloat	and	programmer	confusion.	10.1.5	Internal	File	Structure	Internally,	locating	an	offset	within	a	file	can	be	complicated	for	the	operating	system.	Disk	systems	typically
have	a	well-defined	block	size	determined	by	the	size	of	a	sector.	All	disk	I/0	is	performed	in	units	of	one	block	(physical	record),	and	all	blocks	are	the	same	size.	It	is	unlikely	that	the	physical	record	size	will	exactly	match	the	length	of	the	desired	logical	record.	Logical	records	may	even	vary	in	length.	Paddng	a	number	of	logical	records	into
physical	blocks	is	a	common	solution	to	this	problem.	For	example,	the	UNIX	operating	system	defines	all	files	to	be	simply	streams	of	bytes.	Each	byte	is	individually	addressable	by	its	offset	from	the	begi1ming	(or	end)	of	the	file.	In	this	case,	the	logical	record	size	is	1	byte.	The	file	system	automatically	packs	and	unpacks	bytes	into	physical	disk
blockssay,	512	bytes	per	block-as	necessary.	The	logical	record	size,	physical	block	size,	and	packing	technique	determine	how	many	logical	records	are	in	each	physical	block.	The	packing	can	be	done	either	by	the	user's	application	program	or	by	the	operating	system.	In	either	case,	the	file	may	be	considered	a	sequence	of	blocks.	All	the	basic	I/O
functions	operate	in	terms	of	blocks.	The	conversion	from	logical	records	to	physical	blocks	is	a	relatively	simple	software	problem.	Because	disk	space	is	always	allocated	in	blocks,	some	portion	of	the	last	block	of	each	file	is	generally	wasted.	If	each	block	were	512	bytes,	for	example,	then	a	file	of	1,949	bytes	would	be	allocated	four	blocks	(2,048
bytes);	the	last	99	bytes	would	be	wasted.	The	waste	incurred	to	keep	everything	in	units	of	blocks	(instead	of	bytes)	is	All	file	systems	suffer	from	internal	fragmentation;	the	larger	the	block	size,	the	greater	the	internal	fragmentation.	10.2	Files	store	information.	When	it	is	used,	this	information	must	be	accessed	and	read	into	computer	memory.
The	information	in	the	file	can	be	accessed	in	several	ways.	Some	systems	provide	only	one	access	method	for	files.	Other	systems,	such	as	those	of	IBM,	support	many	access	methods,	and	choosing	the	right	one	for	a	particular	application	is	a	major	design	problem.	10.2	current	position	beginning	431	end	with	ME	RJc.	If	the	entry	is	found,	we	allow
the	operation;	if	it	is	not,	we	check	the	default	set.	If	M	is	in	the	default	set,	we	allow	the	access.	Otherwise,	access	is	14.5	603	denied,	and	an	exception	condition	occurs.	For	efficiency,	we	may	check	the	default	set	first	and	then	search	the	access	list.	14.5.3	Capability	Lists	for	Domains	Rather	than	associating	the	columns	of	the	access	matrix	with
the	objects	as	ltst	for	access	lists,	we	can	associate	each	row	with	its	domain.	A	a	domain	is	a	list	of	objects	together	with	the	operations	allowed	on	tbose	objects.	An	object	is	often	represented	by	its	physical	name	or	address,	called	To	execute	operation	M	on	object	0	1,	the	process	executes	the	a	operation	M,	specifying	the	capability	(or	pointer)	for
object	0	j	as	a	parameter.	Simple	of	the	capability	means	that	access	is	allowed.	The	capability	list	is	associated	with	a	domain,	but	it	is	never	directly	accessible	to	a	process	executing	in	that	domain.	Rather,	the	capability	list	is	itself	a	protected	object,	maintained	by	the	operating	system	and	accessed	by	the	user	only	indirectly.	Capability-based
protection	relies	on	the	fact	that	the	capabilities	are	never	allowed	to	migrate	into	any	address	space	directly	accessible	by	a	user	process	(where	they	could	be	modified).	If	all	capabilities	are	secure,	the	object	they	protect	is	also	secure	against	unauthorized	access.	Capabilities	were	originally	proposed	as	a	kind	of	secure	pointer,	to	meet	the	need
for	resource	protection	that	was	foreseen	as	multiprogrammed	computer	systems	came	of	age.	The	idea	of	an	inherently	protected	pointer	provides	a	fom1dation	for	protection	that	can	be	extended	up	to	the	applications	level.	To	provide	inherent	protection,	we	must	distinguish	capabilities	from	other	kinds	of	objects,	and	they	must	be	interpreted	by
an	abstract	machine	on	which	higher-level	programs	run.	Capabilities	are	usually	distinguished	from	other	data	in	one	of	two	ways:	to	denote	whether	it	is	a	capability	or	accessible	Each	object	has	a	data.	The	tags	themselves	must	not	be	directly	accessible	by	an	application	program.	Hardware	or	firmware	support	may	be	used	to	enforce	this
restriction.	Although	only	one	bit	is	necessary	to	distinguish	between	capabilities	and	other	objects,	more	bits	are	often	used.	This	extension	allows	all	objects	to	be	tagged	with	their	types	by	the	hardware.	Thus,	the	hardware	can	distinguish	integers,	floating-point	numbers,	pointers,	Booleans,	characters,	instructions,	capabilities,	and	uninitialized
values	by	their	tags.	Alternatively,	the	address	space	associated	with	a	program	can	be	split	into	two	parts.	One	part	is	accessible	to	the	program	and	contains	the	program's	normal	data	and	instructions.	The	other	part,	containing	the	capability	list,	is	accessible	only	by	the	operating	system.	A	segmented	memory	space	(Section	8.6)	is	useful	to
support	this	approach.	Several	capability-based	protection	systems	have	been	developed;	we	describe	them	briefly	in	Section	14.8.	The	Mach	operating	system	also	uses	a	version	of	capability-based	protection;	it	is	described	in	Appendix	B.	604	Chapter	14	14.5.4	A	Lock-Key	Mechanism	The	t	"'	is	a	compromise	between	access	lists	and	capability
Similarly,	each	lists.	Each	object	has	a	list	of	unique	bit	patterns,	called	domain	has	a	list	of	unique	bit	patterns,	called	A	process	executing	in	a	domain	can	access	an	object	only	if	that	domain	has	a	key	that	matches	one	of	the	locks	of	the	object.	As	with	capability	lists,	the	list	of	keys	for	a	domain	must	be	managed	by	the	operating	system	on	behalf
of	the	domain.	Users	are	not	allowed	to	examine	or	modify	the	list	of	keys	(or	locks)	directly.	14.5.5	Comparison	As	you	might	expect	choosing	a	technique	for	implementing	an	access	matrix	involves	various	trade-offs.	Using	a	global	table	is	simple;	however,	the	table	can	be	quite	large	and	often	cannot	take	advantage	of	special	groupings	of	objects
or	domains.	Access	lists	correspond	directly	to	the	needs	of	users.	When	a	user	creates	an	object	he	can	specify	which	domains	can	access	the	object	as	well	as	what	operations	are	allowed.	However,	because	access-rights	information	for	a	particular	domain	is	not	localized,	determining	the	set	of	access	rights	for	each	domain	is	difficult.	In	addition,
every	access	to	the	object	must	be	checked,	requiring	a	search	of	the	access	list.	In	a	large	system	with	long	access	lists,	this	search	can	be	time	consuming.	Capability	lists	do	not	correspond	directly	to	the	needs	of	users;	they	are	usefut	however,	for	localizing	information	for	a	given	process.	The	process	attempting	access	must	present	a	capability
for	that	access.	Then,	the	protection	system	needs	only	to	verify	that	the	capability	is	valid.	Revocation	of	capabilities,	however,	may	be	inefficient	(Section	14.7).	The	lock-key	mechanism,	as	mentioned,	is	a	compromise	between	access	lists	and	capability	lists.	The	mechanism	can	be	both	effective	and	flexible,	depending	on	the	length	of	the	keys.	The
keys	can	be	passed	freely	from	domain	to	domain.	In	addition,	access	privileges	can	be	effectively	revoked	by	the	simple	technique	of	changing	some	of	the	locks	associated	with	the	object	(Section	14.7).	Most	systems	use	a	combination	of	access	lists	and	capabilities.	When	a	process	first	tries	to	access	an	object,	the	access	list	is	searched.	If	access
is	denied,	an	exception	condition	occurs.	Otherwise,	a	capability	is	created	and	attached	to	the	process.	Additional	references	use	the	capability	to	demonstrate	swiftly	that	access	is	allowed.	After	the	last	access,	the	capability	is	destroyed.	This	strategy	is	used	in	the	MULTICS	system	and	in	the	CAL	system.	As	an	example	of	how	such	a	strategy
works,	consider	a	file	system	in	which	each	file	has	an	associated	access	list.	When	a	process	opens	a	file,	the	directory	structure	is	searched	to	find	the	file,	access	permission	is	checked,	and	buffers	are	allocated.	All	this	information	is	recorded	in.	a	new	entry	in	a	file	table	associated	with	the	process.	The	operation	returns	an	index	into	this	table	for
the	newly	opened	file.	All	operations	on	the	file	are	made	by	specification	of	the	index	into	the	file	table.	The	entry	in	the	file	table	then	points	to	the	file	and	its	buffers.	When	the	file	is	closed,	the	file-table	entry	is	deleted.	Since	the	file	table	is	maintained	by	the	operating	system,	the	user	carmot	accidentally	corrupt	it.	Thus,	the	user	can	access	only
those	files	that	have	been	opened.	14.6	605	Since	access	is	checked	when	the	file	is	opened,	protection	is	ensured.	This	strategy	is	used	in	the	UNIX	system.	The	right	to	access	must	still	be	checked	or1	each	access,	and	the	file-table	entry	has	a	capability	only	for	the	allowed	operations.	If	a	file	is	opened	for	reading,	then	a	capability	for	read	access
is	placed	in	the	file-table	entry.	If	an	attempt	is	made	to	write	onto	the	file,	the	system	identifies	this	protection	violation	by	com.paring	the	requested	operation	with	the	capability	in	the	file-table	entry.	14.6	In	Section	10.6.2,	we	described	how	access	controls	can	be	used	on	files	within	a	file	system.	Each	file	and	directory	are	assigned	an	owner,	a
group,	or	possibly	a	list	of	users,	and	for	each	of	those	entities,	access-control	information	is	assigned.	A	similar	function	can	be	added	to	other	aspects	of	a	computer	system.	A	good	example	of	this	is	found	in	Solaris	10.	Solaris	10	advances	the	protection	available	in	the	Sun	Microsystems	operating	system	by	explicitly	adding	the	principle	of	least
privilege	via	This	facility	revolves	around	privileges.	A	privilege	is	the	right	to	execute	a	system	call	or	to	use	an	option	within	that	system	call	(such	as	opening	a	file	with	write	access).	Privileges	can	be	assigned	to	processes,limiting	them	to	exactly	the	access	they	need	to	perform	their	work.	Privileges	and	programs	can	also	be	assigned	to	Users	are
assigned	roles	or	can	take	roles	based	on	passwords	to	the	roles.	In	this	way	a	user	can	take	a	role	that	enables	a	privilege,	allowing	the	user	to	run	a	program	to	accomplish	a	specific	task,	as	depicted	in	Figure	14.8.	This	implementation	of	privileges	decreases	the	security	risk	associated	with	superusers	and	setuid	programs.	user1	executes	with	role
1	privileges	~	Figure	14.8	Role-based	access	control	in	Solaris	10.	606	Chapter	14	Notice	that	this	facility	is	similar	to	the	access	matrix	described	in	Section	14.4.	This	relationship	is	further	explored	in	the	exercises	at	the	end	of	the	chapter.	14.7	In	a	dynamic	protection	system,	we	may	sometimes	need	to	revoke	access	rights	to	objects	shared	by
different	users.	Various	questions	about	revocation	may	arise:	Immediate	versus	delayed.	Does	revocation	occur	immediately,	or	is	it	delayed?	If	revocation	is	delayed,	can	we	find	out	when	it	will	take	place?	Selective	versus	general.	When	an	access	right	to	an	object	is	revoked,	does	it	affect	all	the	users	who	have	an	access	right	to	that	object,	or	can
we	specify	a	select	group	of	users	whose	access	rights	should	be	revoked?	Partial	versus	total.	Can	a	subset	of	the	rights	associated	with	an	object	be	revoked,	or	must	we	revoke	all	access	rights	for	this	object?	Temporary	versus	permanent.	Can	access	be	revoked	permanently	(that	is,	the	revoked	access	right	will	never	again	be	available),	or	can
access	be	revoked	and	later	be	obtained	again?	With	an	access-list	scheme,	revocation	is	easy.	The	access	list	is	searched	for	any	access	rights	to	be	revoked,	and	they	are	deleted	from	the	list.	Revocation	is	immediate	and	can	be	general	or	selective,	total	or	partial,	and	permanent	or	temporary.	Capabilities,	howeve1~	present	a	much	more	difficult
revocation	problem,	as	mentioned	earlier.	Since	the	capabilities	are	distributed	throughout	the	system,	we	must	find	them	before	we	can	revoke	them.	Schemes	that	implement	revocation	for	capabilities	include	the	following:	Reacquisition.	Periodically,	capabilities	are	deleted	from	each	domain.	If	a	process	wants	to	use	a	capability,	it	may	find	that
that	capability	has	been	deleted.	The	process	may	then	try	to	reacquire	the	capability.	If	access	has	been	revoked,	the	process	will	not	be	able	to	reacquire	the	capability.	Back-pointers.	A	list	of	pointers	is	maintained	with	each	object,	pointing	to	all	capabilities	associated	with	that	object.	When	revocation	is	required,	we	can	follow	these	pointers,
changing	the	capabilities	as	necessary.	This	scheme	was	adopted	in	the	MULTICS	system.	It	is	quite	general,	but	its	implementation	is	costly.	Indirection.	The	capabilities	point	indirectly,	not	directly,	to	the	objects.	Each	capability	points	to	a	unique	entry	in	a	global	table,	which	in	turn	points	to	the	object.	We	implement	revocation	by	searching	the
global	table	for	the	desired	entry	and	deleting	it.	Then,	when	an	access	is	attempted,	the	capability	is	found	to	point	to	an	illegal	table	entry.	Table	entries	can	be	reused	for	other	capabilities	without	difficulty,	since	both	the	capability	and	the	table	entry	contain	the	unique	name	of	the	object.	The	object	for	a	14.8	607	capability	and	its	table	entry
must	match.	This	scheme	was	adopted	in	the	CAL	system.	It	does	not	allow	selective	revocation.	Keys.	A	key	is	a	unique	bit	pattern	that	can	be	associated	with	a	capability.	This	key	is	defined	when	the	capability	is	created,	and	it	can	be	neither	modified	nor	inspected	by	the	process	that	owns	the	capability.	A	is	associated	with	each	object;	it	can	be
defined	or	replaced	with	the	set-key	operation.	When	a	capability	is	created,	the	current	value	of	the	master	key	is	associated	with	the	capability.	When	the	capability	is	exercised,	its	key	is	compared	with	the	master	key.	If	the	keys	match,	the	operation	is	allowed	to	continue;	otherwise,	an	exception	condition	is	raised.	Revocation	replaces	the	master
key	with	a	new	value	via	the	set-key	operation,	invalidating	all	previous	capabilities	for	this	object.	This	scheme	does	not	allow	selective	revocation,	since	only	one	master	key	is	associated	with	each	object.	If	we	associate	a	list	of	keys	with	each	object,	then	selective	revocation	can	be	implemented.	Finally,	we	can	group	all	keys	into	one	global	table	of
keys.	A	capability	is	valid	only	if	its	key	matches	some	key	in	the	global	table.	We	implement	revocation	by	removing	the	matching	key	from	the	table.	With	this	scheme,	a	key	can	be	associated	with	several	objects,	and	several	keys	can	be	associated	with	each	object,	providing	maximum	flexibility.	In	key-based	schemes,	the	operations	of	defining
keys,	inserting	them	into	lists,	and	deleting	them	from	lists	should	not	be	available	to	all	users.	In	particular,	it	would	be	reasonable	to	allow	only	the	owner	of	an	object	to	set	the	keys	for	that	object.	This	choice,	however,	is	a	policy	decision	that	the	protection	system	can	implement	but	should	not	define.	14.8	In	this	section,	we	survey	two	capability-



based	protection	systems.	These	systems	differ	in	their	complexity	and	in	the	types	of	policies	that	can	be	implemented	on	them.	Neither	system	is	widely	used,	but	both	provide	interesting	proving	grounds	for	protection	theories.	14.8.1	An	Example:	Hydra	Hydra	is	a	capability-based	protection	system	that	provides	considerable	flexibility.	The	system
implements	a	fixed	set	of	possible	access	rights,	including	such	basic	forms	of	access	as	the	right	to	read,	write,	or	execute	a	memory	segment.	In	addition,	a	user	(of	the	protection	system)	can	declare	other	rights.	The	interpretation	of	user-defined	rights	is	performed	solely	by	the	user's	program,	but	the	system	provides	access	protection	for	the	use
of	these	rights,	as	well	as	for	the	use	of	system-defined	rights.	These	facilities	constitute	a	significant	development	in	protection	technology.	Operations	on	objects	are	defined	procedurally.	The	procedures	that	implement	such	operations	are	themselves	a	form	of	object,	and	they	are	accessed	indirectly	by	capabilities.	The	names	of	user-defined
procedures	must	be	identified	to	the	protection	system	if	it	is	to	deal	with	objects	of	the	userdefined	type.	When	the	definition	of	an	object	is	made	krtOwn	to	Hydra,	the	names	of	operations	on	the	type	become	Auxiliary	rights	608	Chapter	14	can	be	described	in	a	capability	for	an	instance	of	the	type.	For	a	process	to	perform	an	operation	on	a	typed
object,	the	capability	it	holds	for	that	object	must	contain	the	name	of	the	operation	being	invoked	among	its	auxiliary	rights.	This	restriction	enables	discrin"lination	of	access	rights	to	be	made	on	an	instance-by-instance	and	process-by-process	basis.	Hydra	also	provides	::'!fnrWk.;:J1o:L	This	scheme	allows	a	procedure	to	be	certified	as	to	act	on	a
formal	parameter	of	a	specified	type	on	behalf	of	any	process	that	holds	a	right	to	execute	the	procedure.	The	rights	held	by	a	trustworthy	procedure	are	independent	oC	and	may	exceed,	the	rights	held	by	the	calling	process.	However,	such	a	procedure	must	not	be	regarded	as	universally	trustworthy	(the	procedure	is	not	allowed	to	act	on	other
types,	for	instance),	and	the	trustworthiness	must	not	be	extended	to	any	other	procedures	or	program	segments	that	might	be	executed	by	a	process.	Amplification	allows	implementation	procedures	access	to	the	representation	variables	of	an	abstract	data	type.	If	a	process	holds	a	capability	to	a	typed	object	A,	for	instance,	this	capability	may
include	an	auxiliary	right	to	invoke	some	operation	P	but	does	not	include	any	of	the	so-called	kernel	rights,	such	as	read,	write,	or	execute,	on	the	segment	that	represents	A.	Such	a	capability	gives	a	process	a	means	of	indirect	access	(through	the	operation	P)	to	the	representation	of	A,	but	only	for	specific	purposes.	When	a	process	invokes	the
operation	P	on	an	object	A,	howeve1~	the	capability	for	access	to	A	may	be	amplified	as	control	passes	to	the	code	body	of	P.	This	amplification	may	be	necessary	to	allow	P	the	right	to	access	the	storage	segment	representing	A	so	as	to	implement	the	operation	that	P	defines	on	the	abstract	data	type.	The	code	body	of	P	may	be	allowed	to	read	or	to
write	to	the	segment	of	A	directly,	even	though	the	calling	process	cmmot.	On	return	from	P	the	capability	for	A	is	restored	to	its	originat	unamplified	state.	This	case	is	a	typical	one	in	which	the	rights	held	by	a	process	for	access	to	a	protected	segment	must	change	dynamically,	depending	on	the	task	to	be	performed.	The	dynamic	adjustment	of
rights	is	performed	to	guarantee	consistency	of	a	programmer-defined	abstraction.	Amplification	of	rights	can	be	stated	explicitly	in	the	declaration	of	an	abstract	type	to	the	Hydra	operating	system.	When	a	user	passes	an	object	as	an	argument	to	a	procedure,	we	may	need	to	ensure	that	the	procedure	cannot	modify	the	object.	We	can	implement
this	restriction	readily	by	passing	an	access	right	that	does	not	have	the	modification	(write)	right.	Howeve1~	if	amplification	may	occur,	the	right	to	modify	may	be	reinstated.	Thus,	the	user-protection	requirement	can	be	circumvented.	In	generat	of	course,	a	user	may	trust	that	a	procedure	performs	its	task	correctly.	This	assumption	is	not	always
correct	however,	because	of	hardware	or	software	errors.	Hydra	solves	this	problem	by	restricting	amplifications.	The	procedure-call	mechanism	of	Hydra	was	designed	as	a	direct	solution	to	the	problem	of	mutually	suspicious	subsystems.	This	problem	is	defined	as	follows.	Suppose	that	a	program	is	provided	that	can	be	invoked	as	a	service	by	a
number	of	different	users	(for	example,	a	sort	routine,	a	compile1~	a	game).	When	users	invoke	this	service	program,	they	take	the	risk	that	the	program	will	malfunction	and	will	either	damage	the	given	data	or	retain	some	access	right	to	the	data	to	be	used	(without	authority)	later.	Similarly,	the	service	program	may	have	som.e	private	files	(for
accounting	purposes,	14.8	609	for	example)	that	should	not	be	accessed	directly	by	the	calling	user	program.	Hydra	provides	mechanisms	for	directly	dealing	with	this	problem.	A	Hydra	subsystem	is	built	on	top	of	its	protection	kernel	and	may	require	protection	of	its	own	components.	A	subsystem	interacts	with	the	kernel	through	calls	on	a	set	of
kernel-defined	primitives	that	define	access	rights	to	resources	defined	by	the	subsystenl..	The	subsystem	designer	can	define	policies	for	use	of	these	resources	by	user	processes,	but	the	policies	are	enforceable	by	use	of	the	standard	access	protection	afforded	by	the	capability	system.	Programmers	can	make	direct	use	of	the	protection	system
after	acquainting	themselves	with	its	features	in	the	appropriate	reference	rnanual.	Hydra	provides	a	large	library	of	system-defined	procedures	that	can	be	called	by	user	programs.	Programmers	can	explicitly	incorporate	calls	on	these	system	procedures	into	their	program	code	or	can	use	a	program	translator	that	has	been	interfaced	to	Hydra.
14.8.2	An	Example:	Cambridge	CAP	System	A	different	approach	to	capability-based	protection	has	been	taken	in	the	design	of	the	Cambridge	CAP	system.	CAP's	capability	system	is	simpler	and	superficially	less	powerful	than	that	of	Hydra.	However,	closer	examination	shows	that	it,	too,	can	be	used	to	provide	secure	protection	of	user-defined
objects.	CAP	has	two	kinds	of	capabilities.	The	ordinary	kind	is	called	a	.	It	can	be	used	to	provide	access	to	objects,	but	the	only	rights	provided	are	the	standard	read,	write,	and	execute	of	the	individual	storage	segments	associated	with	the	object.	Data	capabilities	are	interpreted	by	microcode	in	the	CAP	machine.	The	second	kind	of	capability	is
the	so-called	which	is	protected,	but	not	interpreted,	by	the	CAP	microcode.	It	is	interpreted	by	a	protected	(that	is,	privileged)	procedure,	which	may	be	written	by	an	application	programmer	as	part	of	a	subsystem.	A	particular	kind	of	rights	amplification	is	associated	with	a	protected	procedure.	When	executing	the	code	body	of	such	a	procedure,	a
process	temporarily	acquires	the	right	to	read	or	write	the	contents	of	a	software	capability	itself.	This	specific	kind	of	rights	amplification	corresponds	to	an	implementation	of	the	seal	and	unseal	primitives	on	capabilities.	Of	course,	this	privilege	is	still	subject	to	type	verification	to	ensure	that	only	software	capabilities	for	a	specified	abstract	type
are	passed	to	any	such	procedure.	Universal	trust	is	not	placed	in	any	code	other	than	the	CAP	machine's	microcode.	(See	Bibliographical	Notes	for	references.)	The	interpretation	of	a	software	capability	is	left	completely	to	the	subsystem,	through	the	protected	procedures	it	contains.	This	scheme	allows	a	variety	of	protection	policies	to	be
implemented.	Although	programmers	can	define	their	own	protected	procedures	(any	of	which	might	be	incorrect),	the	security	of	the	overall	system	cannot	be	compromised.	The	basic	protection	system	will	not	allow	an	unverified,	user-defined,	protected	procedure	access	to	any	storage	segments	(or	capabilities)	that	do	not	belong	to	the	protection
environment	in	which	it	resides.	The	most	serious	consequence	of	an	insecure	protected	procedure	is	a	protection	breakdown	of	the	subsystem	for	which	that	procedure	has	responsibility.	610	Chapter	14	The	designers	of	the	CAP	system	have	noted	that	the	use	of	software	capabilities	allowed	them	to	realize	considerable	economies	in	formulating
and	implementing	protection	policies	commensurate	with	the	requirements	of	abstract	resources.	However,	subsystem	designers	who	want	to	make	use	of	this	facility	cannot	simply	study	a	reference	manual,	as	is	the	case	with	Hydra.	Instead,	they	must	learn	the	principles	and	techniques	of	protection,	since	the	system	provides	them	with	no	library
of	procedures.	14.9	To	the	degree	that	protection	is	provided	in	existing	computer	systems,	it	is	usually	achieved	through	an	operating-system	kernel,	which	acts	as	a	security	agent	to	inspect	and	validate	each	attempt	to	access	a	protected	resource.	Since	comprehensive	access	validation	may	be	a	source	of	considerable	overhead,	either	we	must
give	it	hardware	support	to	reduce	the	cost	of	each	validation	or	we	must	allow	the	system	designer	to	compromise	the	goals	of	protection.	Satisfying	all	these	goals	is	difficult	if	the	flexibility	to	implement	protection	policies	is	restricted	by	the	support	mechanisms	provided	or	if	protection	environments	are	made	larger	than	necessary	to	secure
greater	operational	efficiency.	As	operating	systems	have	become	more	complex,	and	particularly	as	they	have	attempted	to	provide	higher-level	user	interfaces,	the	goals	of	protection	have	become	much	more	refined.	The	designers	of	protection	systems	have	drawn	heavily	on	ideas	that	originated	in	programming	languages	and	especially	on	the
concepts	of	abstract	data	types	and	objects.	Protection	systems	are	now	concerned	not	only	with	the	identity	of	a	resource	to	which	access	is	attempted	but	also	with	the	functional	nature	of	that	access.	In	the	newest	protection	systems,	concern	for	the	function	to	be	invoked	extends	beyond	a	set	of	system-defined	functions,	such	as	standard	file-
access	methods,	to	include	functions	that	may	be	user-defined	as	well.	Policies	for	resource	use	may	also	vary,	depending	on	the	application,	and	they	may	be	subject	to	change	over	time.	For	these	reasons,	protection	can	no	longer	be	considered	a	matter	of	concern	only	to	the	designer	of	an	operating	system.	It	should	also	be	available	as	a	tool	for
use	by	the	application	designe1~	so	that	resources	of	an	applications	subsystem	can	be	guarded	against	tampering	or	the	influence	of	an	error.	14.9.1	Compiler-Based	Enforcement	At	this	point,	programming	languages	enter	the	picture.	Specifying	the	desired	control	of	access	to	a	shared	resource	in	a	system	is	making	a	declarative	statement	about
the	resource.	This	kind	of	statement	can	be	integrated	into	a	language	by	an	extension	of	its	typing	facility.	When	protection	is	declared	along	with	data	typing,	the	designer	of	each	subsystem	can	specify	its	requirements	for	protection,	as	well	as	its	need	for	use	of	other	resources	in	a	system.	Such	a	specification	should	be	given	directly	as	a	program
is	composed,	and	in	the	language	in	which	the	program	itself	is	stated.	This	approach	has	several	significant	advantages:	14.9	611	Protection	needs	are	simply	declared,	rather	than	programmed	as	a	sequence	of	calls	on	procedures	of	an	operating	system.	Protection	requirements	can	be	stated	independently	of	the	facilities	provided	by	a	particular
operating	system.	The	means	for	enforcement	need	not	be	provided	by	the	designer	of	a	subsystem.	A	declarative	notation	is	natural	because	access	privileges	are	closely	related	to	the	linguistic	concept	of	data	type.	A	variety	of	techniques	can	be	provided	by	a	programming-language	implementation	to	enforce	protection,	but	any	of	these	must
depend	on	some	degree	of	support	from	an	underlying	machine	and	its	operating	system.	For	example,	suppose	a	language	is	used	to	generate	code	to	run	on	the	Cambridge	CAP	system.	On	this	system,	every	storage	reference	made	on	the	underlying	hardware	occurs	indirectly	through	a	capability.	This	restriction	prevents	any	process	from
accessing	a	resource	outside	of	its	protection	environment	at	any	time.	However,	a	program	may	impose	arbitrary	restrictions	on	how	a	resource	can	be	used	during	execution	of	a	particular	code	segment.	We	can	implement	such	restrictions	most	readily	by	usin.g	the	software	capabilities	provided	by	CAP.	A	language	implementation	might	provide
standard	protected	procedures	to	interpret	software	capabilities	that	would	realize	the	protection	policies	that	could	be	specified	in	the	language.	This	scheme	puts	policy	specification	at	the	disposal	of	the	programmers,	while	freeing	them	from	implementing	its	enforcement.	Even	if	a	system	does	not	provide	a	protection	kernel	as	powerful	as	those
of	Hydra	or	CAP,	mechanisms	are	still	available	for	implementing	protection	specifications	given	in	a	programming	language.	The	principal	distinction	is	that	the	security	of	this	protection	will	not	be	as	great	as	that	supported	by	a	protection	kernel,	because	the	mechanism	must	rely	on	more	assumptions	about	the	operational	state	of	the	system.	A
compiler	can	separate	references	for	which	it	can	certify	that	no	protection	violation	could	occur	from	those	for	which	a	violation	might	be	possible,	and	it	can	treat	them	differently.	The	security	provided	by	this	form	of	protection	rests	on	the	assumption	that	the	code	generated	by	the	compiler	will	not	be	modified	prior	to	or	during	its	execution.
What,	then,	are	the	relative	merits	of	enforcement	based	solely	on	a	kernel,	as	opposed	to	enforcement	provided	largely	by	a	compiler?	Security.	Enforcement	by	a	kernel	provides	a	greater	degree	of	security	of	the	protection	system	itself	than	does	the	generation	of	protectionchecking	code	by	a	compiler.	In	a	compiler-supported	scheme,	security
rests	on	correctness	of	the	translator,	on	some	underlying	mechanism	of	storage	management	that	protects	the	segments	from	which	compiled	code	is	executed,	and,	ultimately,	on	the	security	of	files	from	which	a	program	is	loaded.	Some	of	these	considerations	also	apply	to	a	softwaresupported	protection	kernel,	but	to	a	lesser	degree,	since	the
kernel	may	reside	in	fixed	physical	storage	segments	and	may	be	loaded	only	from	a	designated	file.	With	a	tagged-capability	system,	in	which	all	address	612	Chapter	14	computation	is	performed	either	by	hardware	or	by	a	fixed	microprogram,	even	greater	security	is	possible.	Hardware-supported	protection	is	also	relatively	immune	to	protection
violations	that	might	occur	as	a	result	of	either	hardware	or	system	software	malfunction.	Flexibility.	There	are	limits	to	the	flexibility	of	a	protection	kernel	in	implementing	a	user-defined	policy,	although	it	may	supply	adequate	facilities	for	the	system	to	provide	enforcement	of	its	own	policies.	With	a	programming	language,	protection	policy	can	be
declared	and	enforcem.ent	provided	as	needed	by	an	implementation.	If	a	language	does	not	provide	sufficient	flexibility,	it	can	be	extended	or	replaced	with	less	disturbance	of	a	system	in	service	than	would	be	caused	by	the	modification	of	an	operating-system	kerneL	Efficiency.	The	greatest	efficiency	is	obtained	when	enforcement	of	protection	is
supported	directly	by	hardware	(or	microcode).	Insofar	as	software	support	is	required,	language-based	enforcement	has	the	advantage	that	static	access	enforcement	can	be	verified	off-line	at	compile	time.	Also,	since	an	intelligent	compiler	can	tailor	the	enforcement	mechanism	to	meet	the	specified	need,	the	fixed	overhead	of	kernel	calls	can	often
be	avoided.	In	summary,	the	specification	of	protection	in	a	programming	language	allows	the	high-level	description	of	policies	for	the	allocation	and	use	of	resources.	A	language	implementation	can	provide	software	for	protection	enforcement	when	automatic	hardware-supported	checking	is	unavailable.	In	addition,	it	can	interpret	protection
specifications	to	generate	calls	on	whatever	protection	system	is	provided	by	the	hardware	and	the	operating	system.	One	way	of	making	protection	available	to	the	application	program	is	through	the	use	of	a	software	capability	that	could	be	used	as	an	object	of	computation.	Inherent	in	this	concept	is	the	idea	that	certain	program	components	might
have	the	privilege	of	creating	or	examining	these	software	capabilities.	A	capability-creating	program	would	be	able	to	execute	a	primitive	operation	that	would	seal	a	data	structure,	rendering	the	latter's	contents	inaccessible	to	any	program	components	that	did	not	hold	either	the	seal	or	the	unseal	privilege.	Such	components	might	copy	the	data
structure	or	pass	its	address	to	other	program	components,	but	they	could	not	gain	access	to	its	contents.	The	reason	for	introducing	such	software	capabilities	is	to	bring	a	protection	mechanism	into	the	programming	language.	The	only	problem	with	the	concept	as	proposed	is	that	the	use	of	the	seal	and	unseal	operations	takes	a	procedural
approach	to	specifying	protection.	A	nonprocedural	or	declarative	notation	seems	a	preferable	way	to	make	protection	available	to	the	application	programmer.	What	is	needed	is	a	safe,	dynamic	access-control	mechanism	for	distributing	capabilities	to	system	resources	among	user	processes.	To	contribute	to	the	overall	reliability	of	a	system,	the
access-control	mechanism	should	be	safe	to	use.	To	be	useful	in	practice,	it	should	also	be	reasonably	efficient.	This	requirement	has	led	to	the	development	of	a	number	of	language	constructs	that	allow	the	programmer	to	declare	various	restrictions	on	the	use	of	a	specific	managed	resource.	(See	the	Bibliographical	Notes	for	appropriate
references.)	These	constructs	provide	mechanisms	for	three	functions:	14.9	613	Distributing	capabilities	safely	and	efficiently	among	customer	processes.	In	particular,	mechanisms	ensure	that	a	user	process	will	use	the	managed	resource	only	if	it	was	granted	a	capability	to	that	resource.	Specifying	the	type	of	operations	that	a	particular	process
may	invoke	on	an	allocated	resource	(for	example,	a	reader	of	a	file	should	be	allowed	only	to	read	the	file,	whereas	a	writer	should	be	able	both	to	read	and	to	write).	It	should	not	be	necessary	to	grant	the	same	set	of	rights	to	every	user	process,	and	it	should	be	impossible	for	a	process	to	enlarge	its	set	of	access	rights,	except	with	the	authorization
of	the	access-control	mechanism.	Specifying	the	order	in	which	a	particular	process	may	invoke	the	various	operations	of	a	resource	(for	example,	a	file	must	be	opened	before	it	can	be	read).	It	should	be	possible	to	give	two	processes	different	restrictions	on	the	order	in	which	they	can	invoke	the	operations	of	the	allocated	resource.	The
incorporation	of	protection	concepts	into	programming	languages,	as	a	practical	tool	for	system	design,	is	in	its	infancy.	Protection	will	likely	become	a	matter	of	greater	concern	to	the	designers	of	new	systems	with	distributed	architectures	and	increasingly	stringent	requirements	on	data	security.	Then	the	importance	of	suitable	language	notations
in	which	to	express	protection	requirements	will	be	recognized	more	widely.	14.9.2	Protection	in	Java	Because	Java	was	designed	to	run	in	a	distributed	environment,	the	Java	virtual	machine-or	JVM-has	many	built-in	protection	mechanisms.	Java	programs	are	composed	of	each	of	which	is	a	collection	of	data	fields	and	functions	(called	that	operate
on	those	fields.	The	JVM	loads	a	class	in	response	to	a	request	to	create	instances	(or	objects)	of	that	class.	One	of	the	most	novel	and	useful	features	ofJ	ava	is	its	support	for	dynamically	loading	untrusted	classes	over	a	network	and	for	executing	mutually	distrusting	classes	within	the	same	JVM.	Because	of	these	capabilities	of	Java,	protection	is	a
paramount	concern.	Classes	running	in	the	same	JVM	may	be	from	different	sources	and	may	not	be	equally	trusted.	As	a	result,	enforcing	protection	at	the	granularity	of	the	JVM	process	is	insufficient.	Intuitively,	whether	a	request	to	open	a	file	should	be	allowed	will	generally	depend	on	which	class	has	requested	the	open.	The	operating	system
lacks	this	knowledge.	Thus,	such	protection	decisions	are	handled	within	the	JVM.	When	the	JVM	loads	a	class,	it	assigns	the	class	to	a	protection	domain	that	gives	the	permissions	of	that	class.	The	protection	domain	to	which	the	class	is	assigned	depends	on	the	URL	from	which	the	class	was	loaded	and	any	digital	signatures	on	the	class	file.
(Digital	signatures	are	covered	in	Section	15.4.1.3.)	A	configurable	policy	file	determines	the	permissions	granted	to	the	domain	(and	its	classes).	For	example,	classes	loaded	from	a	trusted	server	might	be	placed	in	a	protection	domain	that	allows	them	to	access	files	in	the	user's	home	directory,	whereas	classes	loaded	from	an	untrusted	server
might	have	no	file	access	permissions	at	all.	614	Chapter	14	It	can	be	complicated	for	the	JVM	to	determine	what	class	is	responsible	for	a	request	to	access	a	protected	resource.	Accesses	are	often	performed	indirectly,	through	system	libraries	or	other	classes.	For	example,	consider	a	class	that	is	not	allowed	to	open	network	connections.	It	could
call	a	system	library	to	request	the	load	of	the	contents	of	a	URL.	The	JVM	must	decide	whether	or	not	to	open	a	network	connection	for	this	request.	But	which	class	should	be	used	to	determine	if	the	connection	should	be	allowed,	the	application	or	the	system	library?	The	philosophy	adopted	in	Java	is	to	require	the	library	class	to	explicitly	permit	a
network	corucection.	More	generally,	in	order	to	access	a	protected	resource,	some	method	in	the	calling	sequence	that	resulted	in	the	request	must	explicitly	assert	the	privilege	to	access	the	resource.	By	doing	so,	this	method	takes	responsibility	for	the	request;	presumably,	it	will	also	perform	whatever	checks	are	necessary	to	ensure	the	safety	of
the	request.	Of	course,	not	every	method	is	allowed	to	assert	a	privilege;	a	method	can	assert	a	privilege	only	if	its	class	is	in	a	protection	domain	that	is	itself	allowed	to	exercise	the	privilege.	Every	thread	This	implementation	approach	is	called	in	the	JVM	has	an	associated	stack	of	its	ongoing	invocations.	When	a	caller	may	not	be	trusted,	a	method
executes	an	access	request	within	a	doPri	vileged	block	to	perform	the	access	to	a	protected	resource	directly	or	indirectly.	doPri	vileged	()	is	a	static	method	in	the	AccessController	class	that	is	passed	a	class	with	a	run	()	method	to	invoke.	When	the	doPri	vileged	block	is	entered,	the	stack	frame	for	this	method	is	annotated	to	indicate	this	fact.
Then,	the	contents	of	the	block	are	executed.	When	an	access	to	a	protected	resource	is	subsequently	requested,	either	by	this	method	or	a	method	it	calls,	a	call	to	checkPermissions	()	is	used	to	invoke	stack	inspection	to	determine	if	the	request	should	be	allowed.	The	inspection	examines	stack	frames	on	the	calling	thread's	stack,	starting	from	the
most	recently	added	frame	and	working	toward	the	oldest.	If	a	stack	frame	is	first	found	that	has	the	doPri	vileged	()	annotation,	then	checkPermissions	()	returns	immediately	and	silently,	allowing	the	access.	If	a	stack	frame	is	first	found	for	which	access	is	disallowed	based	on	the	protection	domain	of	the	method's	class,	then	checkPermissions	()
throws	an	AccessControlException.	If	the	stack	inspection	exhausts	the	stack	without	finding	either	type	of	frame,	then	whether	access	is	allowed	depends	on	the	implementation	(for	example,	some	implementations	of	the	JVM	may	allow	access,	while	other	implementations	may	disallow	it).	Stack	inspection	is	illustrated	in	Figure	14.9.	Here,	the	gui	()
method	of	a	class	in	the	untrusted	applet	protection	domain	performs	two	operations,	first	a	get	()	and	then	an	open	()	.	The	former	is	an	invocation	of	the	get	()	method	of	a	class	in	the	URL	loader	protection	domain,	which	is	permitted	to	open()	sessions	to	sites	in	the	lucent.	com	domain,	in	particular	a	proxy	server	proxy	.lucent.	com	for	retrieving
URLs.	For	this	reason,	the	untrusted	applet's	get()	invocation	will	succeed:	the	checkPermissions	()	call	in	the	networking	library	encounters	the	stack	frame	of	the	get()	method,	which	performed	its	open()	in	a	doPri	vileged	block.	However,	the	untrusted	applet's	open()	invocation	will	result	in	an	exception,	because	the	checkPermissions	()	call	finds
no	doPri	vileged	annotation	before	encountering	the	stack	frame	of	the	gui	()	method.	14.10	615	protection	domain:	socket	permission:	none	*.lucent.com:80,	connect	any	class:	gui:	get(URL	u):	open(Addr	a):	get(	uri);	open(addr);	doPrivileged	{	open('proxy.lucent.com:80');	}	checkPermission	(a,	connect);	connect	(a);	Figure	14.9	Stack	inspection.	Of
course,	for	stack	inspection	to	work,	a	program	must	be	unable	to	modify	the	annotations	on	its	own	stack	frame	or	to	do	other	manipulations	of	stack	inspection.	This	is	one	of	the	most	important	differences	between	Java	and	many	other	languages	(including	C++).	A	Java	program	cannot	directly	access	memory;	it	can	manipulate	only	an	object	for
which	it	has	a	reference.	References	cannot	be	forged,	and	the	manipulations	are	made	only	through	well-defined	interfaces.	Compliance	is	enforced	through	a	sophisticated	collection	of	load-time	and	run-time	checks.	As	a	result,	an	object	cannot	manipulate	its	run-time	stack,	because	it	camlOt	get	a	reference	to	the	stack	or	other	components	of	the
protection	system.	of	More	generally,	Java's	load-time	and	run-time	checks	enforce	Java	classes.	Type	safety	ensures	that	classes	cannot	treat	integers	as	pointers,	write	past	the	end	of	an	array,	or	otherwise	access	memory	in	arbitrary	ways.	Rather,	a	program	can	access	an	object	only	via	the	methods	defined	on	that	object	by	its	class.	This	is	the
f01mdation	of	Java	protection,	since	it	enables	a	and	protect	its	data	and	methods	from	other	class	to	effectively	classes	loaded	in	the	same	JVM.	For	example,	a	variable	can	be	defined	as	private	so	that	only	the	class	that	contains	it	can	access	it	or	protected	so	that	it	can	be	accessed	only	by	the	class	that	contains	it,	subclasses	of	that	class,	or
classes	in	the	same	package.	Type	safety	ensures	that	these	restrictions	can	be	enforced.	14.10	Computer	systems	contain	many	objects,	and	they	need	to	be	protected	from	misuse.	Objects	may	be	hardware	(such	as	memory,	CPU	time,	and	I/0	devices)	or	software	(such	as	files,	programs,	and	semaphores).	An	access	right	is	permission	to	perform	an
operation	on	an	object.	A	domain	is	a	set	of	access	rights.	Processes	execute	in	domains	and	may	use	any	of	the	access	rights	in	the	domain	to	access	and	manipulate	objects.	During	its	lifetime,	a	process	may	be	either	bound	to	a	protection	domain	or	allowed	to	switch	from	one	domain	to	another.	616	Chapter	14	The	access	matrix	is	a	general	model
of	protection	that	provides	a	mechanisnc	for	protection	without	imposing	a	particular	protection	policy	on	the	system	or	its	users.	The	separation	of	policy	and	mechanism	is	an	important	design	property.	The	access	matrix	is	sparse.	It	is	normally	implemented	either	as	access	lists	associated	with	each	object	or	as	capability	lists	associated	with	each
domain.	We	can	include	dynamic	protection	in	the	access-matrix	model	by	considering	domains	and	the	access	matrix	itself	as	objects.	Revocation	of	access	rights	in	a	dynamic	protection	model	is	typically	easier	to	implement	with	an	access-list	scheme	than	with	a	capability	list.	Real	systems	are	much	more	limited	than	the	general	model	and	tend	to
provide	protection	only	for	files.	UNIX	is	representative,	providing	read,	write,	and	execution	protection	separately	for	the	owner,	group,	and	general	public	for	each	file.	MULTICS	uses	a	ring	structure	in	addition	to	file	access.	Hydra,	the	Cambridge	CAP	system,	and	Mach	are	capability	systems	that	extend	protection	to	user-defined	software	objects.
Solaris	10	implements	the	principle	of	least	privilege	via	role-based	access	controt	a	form	of	the	access	matrix.	Language-based	protection	provides	finer-grained	arbitration	of	requests	and	privileges	than	the	operating	system	is	able	to	provide.	For	example,	a	single	Java	JVM	can	run	several	threads,	each	in	a	different	protection	class.	It	enforces	the
resource	requests	through	sophisticated	stack	inspection	and	via	the	type	safety	of	the	language.	14.1	Consider	a	computer	system	in	which	"computer	games"	can	be	played	by	students	only	between	10	P.M.	and	6	A.M.,	by	faculty	members	between	5	P.M.	and	8	A.M.,	and	by	the	computer	center	staff	at	all	times.	Suggest	a	scheme	for	implementing
this	policy	efficiently.	14.2	The	RC	4000	system,	among	others,	has	defined	a	tree	of	processes	(called	a	process	tree)	such	that	all	the	descendants	of	a	process	can	be	given	resources	(objects)	and	access	rights	by	their	ancestors	only.	Thus,	a	descendant	can	never	have	the	ability	to	do	anything	that	its	ancestors	cannot	do.	The	root	of	the	tree	is	the
operating	system,	which	has	the	ability	to	do	anything.	Assume	the	set	of	access	rights	is	represented	by	an	access	matrix,	A.	A(x,y)	defines	the	access	rights	of	process	x	to	object	y.	If	xis	a	descendant	of	z,	what	is	the	relationship	between	A(x,y)	and	A(z,y)	for	an	arbitrary	object	y?	14.3	How	are	the	access-matrix	facility	and	the	role-based	access-
control	facility	similar?	How	do	they	differ?	14.4	Discuss	the	need	for	rights	amplification	in	Hydra.	How	does	this	practice	compare	with	the	cross-ring	calls	in	a	ring-protection	scheme?	617	14.5	Explain	why	a	capability-based	system	such	as	Hydra	provides	greater	flexibility	than	the	ring-protection	scheme	in	enforcing	protection	policies.	14.6
Consider	the	ring-protection	scheme	in	MULTICS.	If	we	were	to	implement	the	system	calls	of	a	typical	operating	system	and	store	them	in	a	segment	associated	with	ring	0,	what	should	be	the	values	stored	in	the	ring	field	of	the	segment	descriptor?	What	happens	during	a	system	call	when	a	process	executing	in	a	higher-numbered	ring	invokes	a
procedure	in	ring	0?	14.7	Discuss	the	strengths	and	weaknesses	of	implementing	an	access	matrix	using	capabilities	that	are	associated	with	domains.	14.8	Discuss	the	strengths	and	weaknesses	of	implementing	an	access	matrix	using	access	lists	that	are	associated	with	objects.	14.9	The	access-control	matrix	can	be	used	to	determine	whether	a
process	can	switch	from,	say,	domain	A	to	domain	B	and	enjoy	the	access	privileges	of	domain	B.	Is	this	approach	equivalent	to	including	the	access	privileges	of	domain	B	in	those	of	domain	A?	14.10	How	can	systems	that	implement	the	principle	of	least	privilege	still	have	protection	failures	that	lead	to	security	violations?	14.11	How	does	the
principle	of	least	privilege	aid	in	the	creation	of	protection	systems?	14.12	What	protection	problems	may	arise	if	a	shared	stack	is	used	for	parameter	passing?	14.13	If	all	the	access	rights	to	an	object	are	deleted,	the	object	can	no	longer	be	accessed.	At	this	point	the	object	should	also	be	deleted,	and	the	space	it	occupies	should	be	returned	to	the
system.	Suggest	an	efficient	implementation	of	this	scheme.	14.14	Discuss	which	of	the	following	systems	allow	module	designers	to	enforce	the	need-to-know	principle.	a.	The	MULTICS	ring-protection	scheme	b.	Hydra's	capabilities	c.	JVM's	stack-inspection	scheme	618	Chapter	14	14.15	Consider	a	computing	environment	where	a	unique	number	is
associated	with	each	process	and	each	object	in	the	system.	Suppose	that	we	allow	a	process	with	number	n	to	access	an	object	with	number	m	only	if	n	>	m.	What	type	of	protection	structure	do	we	have?	14.16	What	is	the	need-to-know	principle?	Why	is	it	important	for	a	protection	system	to	adhere	to	this	principle?	14.17	What	hardware	features
does	a	computer	system	need	for	efficient	capability	manipulation?	Can	these	features	be	used	for	memory	protection?	14.18	Describe	how	the	Java	protection	model	would	be	compromised	if	a	Java	program	were	allowed	to	directly	alter	the	annotations	of	its	stack	frame.	14.19	A	Burroughs	B7000/B6000	MCP	file	can	be	tagged	as	sensitive	data.
When	such	a	file	is	deleted,	its	storage	area	is	overwritten	by	some	random	bits.	For	what	purpose	would	such	a	scheme	be	useful?	The	access-matrix	model	of	protection	between	domains	and	objects	was	developed	by	Lampson	[1969]	and	Lampson	[1971].	Popek	[1974]	and	Saltzer	and	Schroeder	[1975]	provided	excellent	surveys	on	the	subject	of
protection.	Harrison	et	al.	[1976]	used	a	formal	version	of	this	model	to	enable	them	to	prove	properties	of	a	protection	system	mathematically.	The	concept	of	a	capability	evolved	from	Iliffe's	and	Jodeit's	codewords,	which	were	implemented	in	the	Rice	University	computer	(Iliffe	and	Jodeit	[1962]).	The	term	capability	was	introduced	by	Dennis	and
Horn	[1966].	The	Hydra	system	was	described	by	Wulf	et	al.	[1981].	The	CAP	system	was	described	by	Needham	and	Walker	[1977].	Organick	[1972]	discussed	the	MULTICS	ring-protection	system.	Revocation	was	discussed	by	Redell	and	Fabry	[1974],	Cohen	and	Jefferson	[1975],	and	Ekanadham	and	Bernstein	[1979].	The	principle	of	separation	of
policy	and	mechanism	was	advocated	by	the	designer	of	Hydra	(Levin	et	al.	[1975]).	The	confinement	problem	was	first	discussed	by	Lampson	[1973]	and	was	further	examined	by	Lipner	[1975].	The	use	of	higher-level	languages	for	specifying	access	control	was	suggested	first	by	Morris	[1973],	who	proposed	the	use	of	the	seal	and	unseal	operations
discussed	in	Section	14.9.	Kieburtz	and	Silberschatz	[1978],	Kieburtz	and	Silberschatz	[1983],	and	McGraw	and	Andrews	[1979]	proposed	various	language	constructs	for	dealing	with	general	dynamic-resource-management	schemes.	Jones	and	Liskov	[1978]	considered	how	a	static	access-control	scheme	can	be	incorporated	in	a	programming
language	that	supports	abstract	data	types.	The	use	of	minimal	operating-system	support	to	enforce	protection	was	advocated	by	the	Exokernel	Project	(Ganger	et	al.	[2002],	Kaashoek	et	al.	[1997]).	Protection,	as	we	discussed	in	Chapter	14,	is	strictly	an	internal	problem:	How	do	we	provide	controlled	access	to	programs	and	data	stored	in	a
computer	system?	on	the	other	hand,	requires	not	only	an	adequate	protection	system	but	also	consideration	of	the	external	environment	within	which	the	system	operates.	A	protection	system	is	ineffective	if	user	authentication	is	compromised	or	a	program	is	run	by	an	unauthorized	user.	Computer	resources	must	be	guarded	against	unauthorized
access,	malicious	destruction	or	alteration,	and	accidental	introduction	of	inconsistency.	These	resources	include	information	stored	in	the	system	(both	data	and	code),	as	well	as	the	CPU,	memory,	disks,	tapes,	and	networking	that	are	the	computer.	In	this	chapter,	we	start	by	examining	ways	in	which	resources	may	be	accidentally	or	purposely
misused.	We	then	explore	a	key	security	enabler	-cryptography.	Finally,	we	look	at	mechanisms	to	guard	against	or	detect	attacks.	To	discuss	security	threats	and	attacks.	To	explain	the	fundamentals	of	encryption,	authentication,	and	hashing.	To	examine	the	uses	of	cryptography	in	computing.	To	describe	various	countermeasures	to	security
attacks.	15.1	In	many	applications,	ensuring	the	security	of	the	computer	system	is	worth	considerable	effort.	Large	commercial	systems	containing	payroll	or	other	financial	data	are	inviting	targets	to	thieves.	Systems	that	contain	data	pertaining	to	corporate	operations	may	be	of	interest	to	unscrupulous	competitors.	Furthermore,	loss	of	such	data,
whether	by	accident	or	fraud,	can	seriously	impair	the	ability	of	the	corporation	to	function.	In	Chapter	14,	we	discussed	mechanisms	that	the	operating	system	can	provide	(with	appropriate	aid	from	the	hardware)	that	allow	users	to	protect	621	622	Chapter	15	their	resources,	including	programs	and	data.	These	mechanisms	work	well	only	as	long
as	the	users	conform	to	the	intended	use	of	and	access	to	these	if	its	resources	are	used	and	accessed	resources.	We	say	that	a	system	is	as	intended	under	all	circumstances.	Unfortunately	total	security	cannot	be	achieved.	Nonetheless,	we	must	have	mechanisms	to	make	security	breaches	a	rare	occurrence,	rather	than	the	norm.	Security	violations
(or	misuse)	of	the	system.	can	be	categorized	as	intentional	(malicious)	or	accidental.	It	is	easier	to	protect	against	accidental	misuse	than	against	malicious	misuse.	For	the	most	part	protection	mechanisms	are	the	core	of	protection	from	accidents.	The	following	list	includes	several	forms	of	accidental	and	malicious	security	violations.	We	should
note	that	in	our	discussion	of	security,	we	use	the	terms	intruder	and	cracker	for	those	attempting	to	breach	security.	In	addition,	a	is	the	potential	for	a	security	violation,	is	the	attempt	to	such	as	the	discovery	of	a	vulnerability,	whereas	an	break	security.	Breach	of	confidentiality.	This	type	of	violation	involves	1mauthorized	reading	of	data	(or	theft
of	information).	Typically,	a	breach	of	confidentiality	is	the	goal	of	an	intruder.	Capturing	secret	data	from	a	system	or	a	data	stream,	such	as	credit-card	information	or	identity	information	for	identity	theft,	can	result	directly	in	money	for	the	intruder.	Breach	of	integrity.	This	violation	involves	unauthorized	modification	of	data.	Such	attacks	can,	for
example,	result	in	passing	of	liability	to	an	innocent	party	or	modification	of	the	source	code	of	an	important	commercial	application.	Breach	of	availability.	This	violation	involves	unauthorized	destruction	of	data.	Some	crackers	would	rather	wreak	havoc	and	gain	status	or	bragging	rights	than	gain	financially.	Web-site	defacement	is	a	common
example	of	this	type	of	security	breach.	Theft	of	service.	This	violation	involves	unauthorized	use	of	resources.	For	example,	an	intruder	(or	intrusion	program)	may	install	a	daemon	on	a	system	that	acts	as	a	file	server.	Denial	of	service.	This	violation	involves	preventing	legitimate	use	of	the	system.	or	attacks	are	sometimes	accidental.	The	original
Internet	worm	turned	into	a	DOS	attack	when	a	bug	failed	to	delay	its	rapid	spread.	We	discuss	DOS	attacks	further	in	Section	15.3.3.	Attackers	use	several	standard	methods	in	their	attempts	to	breach	security.	The	most	common	is	in	which	one	participant	in	a	communication	pretends	to	be	someone	(another	host	or	another	person).	By
masquerading,	attackers	breach	the	correctness	of	identification;	they	can	then	gain	access	that	they	would	not	normally	be	allowed	or	escalate	their	privileges-obtain	privileges	to	which	they	would	not	normally	be	entitled.	Another	common	attack	is	to	replay	a	captured	exchange	of	data.	A	consists	of	the	malicious	or	fraudulent	repeat	of	a	valid	data
transmission.	Sometimes	the	replay	comprises	the	entire	attackfor	example,	in	a	repeat	of	a	to	transfer	money.	But	frequently	it	is	done	along	with	again	to	escalate	privileges.	Consider	15.1	623	Normal	attacker	Masquerading	attacker	Man-in-the-middle	attacker	Figure	15.1	Standard	security	attacks.	the	damage	that	could	be	done	if	a	request	for
authentication	had	a	legitimate	user's	information	with	an	unauthorized	user's.	Yet	another	kind	of	in	which	an	attacker	sits	in	the	data	attack	is	the	flow	of	a	communication,	masquerading	as	the	sender	to	the	receiver,	and	vice	versa.	In	a	network	communication,	a	man-in-the-middle	attack	may	be	preceded	by	a	in	which	an	active	communication
session	is	intercepted.	Several	attack	methods	are	depicted	in	Figure	15.1.	As	we	have	already	suggested,	absolute	protection	of	the	system	from	malicious	abuse	is	not	possible,	but	the	cost	to	the	perpetrator	can	be	made	sufficiently	high	to	deter	most	intruders.	In	some	cases,	such	as	a	denial-ofservice	attack,	it	is	preferable	to	prevent	the	attack
but	sufficient	to	detect	the	attack	so	that	cmmtermeasures	can	be	taken.	To	protect	a	system,	we	must	take	security	measures	at	four	levels:	Physical.	The	site	or	sites	containing	the	computer	systems	must	be	physically	secured	against	armed	or	surreptitious	entry	by	intruders.	Both	the	machine	rooms	and	the	terminals	or	workstations	that	have
access	to	the	machines	must	be	secured.	624	Chapter	15	Human.	Authorization	must	be	done	carefully	to	assure	that	only	appropriate	users	have	access	to	the	system.	Even	authorized	users/	to	let	others	use	their	access	(in	exchange	however,	may	be	for	a	bribe,	for	They	may	also	be	tricked	into	allowing	One	type	of	social-engineering	attack	access
via	Here,	a	legitimate-looking	e-mail	or	Web	page	misleads	is	a	user	into	entering	confidential	information.	Another	teclucique	is	a	general	term	for	attempting	to	gather	information	in	order	to	gain	unauthorized	access	to	the	computer	(by	looking	through	trash,	finding	phone	books,	or	finding	notes	containing	passwords,	for	example).	These	security
problems	are	management	and	personnel	issues,	not	problems	pertaining	to	operating	systems.	Operating	system.	The	system	must	protect	itself	from	accidental	or	purposeful	security	breaches.	A	runaway	process	could	constitute	an	accidental	denial-of-service	attack.	A	query	to	a	service	could	reveal	passwords.	A	stack	overflow	could	the	launching
of	an	unauthorized	process.	list	of	possible	breaches	is	almost	endless.	Network.	Much	computer	data	in	modern	systems	travels	over	private	leased	lines,	shared	lines	like	the	Internet,	wireless	connections,	or	dial-up	lines.	Intercepting	these	data	could	be	just	as	harmful	as	breaking	into	a	computer;	and	interruption	communications	could	constitute
a	remote	denial-of-service	attack,	diminishing	users'	use	of	and	trust	in	the	system.	at	the	first	two	levels	must	be	Inaintained	if	operating-system	security	(physical	or	is	to	be	ensured.	A	weakness	at	a	high	allows	circumvention	of	strict	low-level	(operating-system)	security	measures.	the	old	adage	that	a	chaL.'l	is	as	weak	as	its	weakest	link	is	true	of
system	security.	All	these	aspects	must	be	addressed	for	to	be	maintained.	to	allow	the	more	is	As	intruders	countermeasures	are	created	and	deployed.	in	their	attacks.	For	This	causes	intruders	to	become	more	to	incidents	include	the	use	of	Section	tools	needed	to	block	the	In	the	remainder	of	this	15.2	625	ways,	ranging	from	passwords	for
authentication	through	guarding	against	viruses	to	detecting	intrusions.	We	start	with	an	exploration	of	security	threats.	15	Processes,	along	with	the	kernel,	are	the	only	means	of	accomplishing	work	on	a	computer.	Therefore,	writing	a	program	that	creates	a	breach	of	security,	or	causing	a	normal	process	to	change	its	behavior	and	create	a	breach,
is	a	common	goal	of	crackers.	In	fact	even	most	nonprogram	security	events	have	as	their	goal	causing	a	program	threat.	For	example,	while	it	is	useful	to	log	in	to	a	without	authorization,	it	is	quite	a	lot	more	useful	to	leave	behind	a	daemon	that	provides	information	or	allows	easy	access	even	if	the	original	exploit	is	blocked.	In	this	section,	we
describe	common	methods	which	programs	cause	security	breaches.	Note	that	there	is	considerable	variation	in	the	naming	conventions	of	security	holes	and	that	we	use	the	most	common	or	descriptive	terms.	15.2.1	Horse	systems	have	mechanisms	for	allowing	programs	written	by	users	to	be	executed	by	other	users.	If	these	programs	are
executed	in	a	domain	that	provides	the	access	rights	of	the	executing	user,	the	other	users	may	misuse	these	rights.	A	text-editor	program,	for	example,	may	include	code	to	search	the	file	to	be	edited	for	certairl	keywords.	If	any	are	found,	the	entire	file	may	be	to	a	special	area	accessible	to	the	creator	of	the	text	editor.	Long	A	code	segment	that
misuses	its	environment	is	called	a	search	paths,	as	are	common	on	UNIX	systems,	exacerbate	the	Trojanhorse	The	search	path	lists	the	set	of	directories	to	search	when	an	program	name	is	given.	The	is	searched	for	a	file	of	that	name,	and	the	file	is	executed.	All	the	directories	in	such	a	search	path	must	be	secure,	or	a	horse	could	be	slipped	into
the	user's	and	executed	consider	the	use	of	the"."	character	in	a	search	path.	The"."	to	include	the	current	directory	in	the	search.	if	a	user	has	"."in	her	search	has	set	her	current	to	a	friend's	directory,	and	enters	the	name	of	a	normal	system	commanct	be	executed	from	the	friend's	instead.	The	program	would	run	the	user's	to	do	anything	that	the
user	is	allowed	to	the	user's	instance.	horse	is	a	that	emulates	a	What	626	Chapter	15	such	as	the	control-alt-delete	conlbination	used	by	all	modern	Windows	operating	systems.	Another	variation	on	the	Trojan	horse	is	Spyware	sometimes	accompanies	a	program	that	the	user	has	chosen	to	install.	Most	frequently,	it	comes	along	with	freeware	or
shareware	programs,	but	sometimes	it	is	included	with	commercial	software.	The	goal	of	spyware	is	to	download	ads	to	display	on	the	user's	system,	create	when	certain	sites	are	visited,	or	capture	information	from	the	user's	system	and	return	it	to	a	central	site.	This	latter	is	an	example	of	a	general	category	of	attacks	known	as	in	which
surreptitious	communication	occurs.	For	example,	the	installation	of	an	innocuous-seeming	program	on	a	Windows	system	could	result	in	the	loading	of	a	spyware	daemon.	The	spyware	could	contact	a	central	site,	be	given	a	message	and	a	list	of	recipient	addresses,	and	deliver	the	spam	message	to	those	users	from	the	Windows	machine.	This
process	continues	until	the	user	discovers	the	spyware.	Frequently,	the	spyware	is	not	discovered.	In	2004,	it	was	estimated	that	80	percent	of	spam	was	being	delivered	by	this	method.	This	theft	of	service	is	not	even	considered	a	crime	in	most	countries!	Spyware	is	a	micro	example	of	a	macro	problem:	violation	of	the	principle	of	least	privilege.
Under	most	circumstances,	a	user	of	an	operating	system	does	not	need	to	install	network	daemons.	Such	daemons	are	installed	via	two	mistakes.	First,	a	user	may	run	with	more	privileges	than	necessary	(for	example,	as	the	administrator),	allowing	programs	that	she	runs	to	have	more	access	to	the	system	than	is	necessary.	This	is	a	case	of	human
error-	a	common	security	weakness.	Second,	an	operating	system	may	allow	by	default	more	privileges	than	a	normal	user	needs.	This	is	a	case	of	poor	operating-system	design	decisions.	An	operating	system	(and,	indeed,	software	in	general)	should	allow	fine-grained	control	of	access	and	security,	but	it	must	also	be	easy	to	manage	and	understand.
Inconvenient	or	inadequate	security	measures	are	bound	to	be	circumvented,	causing	an	overall	weakening	of	the	security	they	were	designed	to	implement.	15.2.2	Trap	Door	The	designer	of	a	program	or	system	might	leave	a	hole	in	the	software	that	only	he	is	capable	of	using.	This	type	of	security	breach	(or	was	shown	in	the	movie	War	Games.
For	instance,	the	code	Inight	check	a	specific	user	ID	or	password,	and	it	might	circumvent	normal	security	procedures.	Programmers	have	been	arrested	for	embezzling	from	banks	by	including	rounding	errors	in	their	code	and	having	the	occasional	half-cent	credited	to	their	accounts.	This	account	credititrg	can	add	up	to	a	large	amount	of	money,
considering	the	number	of	transactions	that	a	large	bank	executes.	A	clever	trap	door	could	be	included	in	a	compiler.	The	compiler	could	generate	standard	object	code	as	well	as	a	trap	door,	regardless	of	the	source	code	being	compiled.	This	activity	is	particularly	nefarious,	since	a	search	of	the	source	code	of	the	program	will	not	reveal	any
problems.	Only	the	source	code	of	the	compiler	would	contain	the	information.	Trap	doors	pose	a	difficult	problem	because,	to	detect	them,	we	have	to	analyze	all	the	source	code	for	all	components	of	a	system.	Given	that	software	systems	may	consist	of	millions	of	lines	of	code,	this	analysis	is	not	done	frequently,	and	frequently	it	is	not	done	at	all!
15.2	15.2.3	627	Logic	Bomb	Consider	a	program	that	initiates	a	security	incident	only	under	certain	circLtmstances.	It	would	be	hard	to	detect	because	under	normal	operations,	there	would	be	no	security	hole.	However,	when	a	predefined	set	of	parameters	were	met,	the	security	hole	would	be	created.	This	scenario	is	known	as	a	A	programmer,	for
example,	might	write	code	to	detect	whether	was	still	employed;	if	that	check	failed,	a	daemon	could	be	spawned	to	allow	remote	access,	or	code	could	be	launched	to	cause	damage	to	the	site.	15.2.4	Stack	and	Buffer	Overflow	The	stack-	or	buffer-overflow	attack	is	the	most	common	way	for	an	attacker	outside	the	system,	on	a	network	or	dial-up
connection,	to	gain	unauthorized	access	to	the	target	system.	An	authorized	user	of	the	system	may	also	use	this	exploit	for	privilege	escalation.	Essentially,	the	attack	exploits	a	bug	in	a	program.	The	bug	can	be	a	simple	case	of	poor	programming,	in	which	the	programmer	neglected	to	code	bounds	checking	on	an	input	field.	In	this	case,	the
attacker	sends	more	data	than	the	program	was	expecting.	By	using	trial	and	error,	or	by	examining	the	source	code	of	the	attacked	program	if	it	is	available,	the	attacker	determines	the	vulnerability	and	writes	a	program	to	do	the	following:	Overflow	an	input	field,	command-line	argument,	or	input	buffer-for	example,	on	a	network	daemon-wl.til	it
writes	into	the	stack.	Overwrite	the	current	return	address	on	the	stack	with	the	address	of	the	exploit	code	loaded	in	step	3.	Write	a	simple	set	of	code	for	the	next	space	in	the	stack	that	includes	the	commands	that	the	attacker	wishes	to	execute-for	instance,	spawn	a	shell.	The	result	of	this	attack	program's	execution	will	be	a	root	shell	or	other
privileged	command	execution.	For	instance,	if	a	Web-page	form	expects	a	user	name	to	be	entered	into	a	field,	the	attacker	could	send	the	user	name,	plus	extra	characters	to	overflow	the	buffer	and	reach	the	stack,	plus	a	new	return	address	to	load	onto	the	stack,	plus	the	code	the	attacker	wants	to	run.	When	the	buffer-reading	subroutine	returns
from	execution,	the	return	address	is	the	exploit	code,	and	the	code	is	run.	Let's	look	at	a	buffer-overflow	exploit	in	more	detail.	Consider	the	simple	C	program	in	Fig1-1re	15.2.	This	program	creates	a	character	array	size	BUFFER_SIZE	and	copies	the	contents	of	the	parameter	provided	on	the	command	line-argv	[1].	As	long	as	the	size	of	this
parameter	is	less	than	BUFFER_SIZE	(we	need	one	byte	to	store	the	null	terminator),	this	program	works	properly.	But	consider	what	happens	if	the	parameter	provided	on	the	command	line	is	longer	than	BUFFER_SIZE.	In	this	scenario,	the	strcpy	()	function	will	begin	copying	from	argv	[1]	until	it	encounters	a	null	terminator	(\0)	or	until	the
program	crashes.	Thus,	this	program	suffers	from	a	potential	problem	in	which	copied	data	overflow	the	buffer	array.	628	Chapter	15	#include	#define	BUFFER_SIZE	256	int	main(int	argc,	char	*argv[])	{	char	buffer[BUFFER_SIZE];	if	(argc	<	2)	return	-1;	else	{	strcpy(buffer,argv[1]);	return	0;	}	}	Figure	"15.2	C	program	with	buffer-overflow
condition.	Note	that	a	careful	programmer	could	have	performed	bounds	checking	on	the	size	of	argv	[1]	by	using	the	strncpy	()	function	rather	than	strcpy	(),	replacing	the	line	"strcpy(buffer,	argv	[1]);"	with	"strncpy(buffer,	argv[1],	sizeof(buffer)-1)	;".Unfortunately,	good	bounds	checking	is	the	exception	rather	than	the	norm.	Furthermore,	lack	of
bounds	checking	is	not	the	only	possible	cause	of	the	behavior	of	the	program	in	Figure	15.2.	The	program	could	instead	have	been	carefully	designed	to	compromise	the	integrity	of	the	system.	We	now	consider	the	possible	security	vulnerabilities	of	a	buffer	overflow.	When	a	function	is	invoked	in	a	typical	computer	architecture,	the	variables
defined	locally	to	the	function	(sometimes	known	as	automatic	variables),	the	parameters	passed	to	the	function,	and	the	address	to	which	control	returns	once	the	function	exits	are	stored	in	a	stack	frame.	The	layout	for	a	typical	stack	frame	is	shown	in	Figure	15.3.	Examining	the	stack	frame	from	top	to	bottom,	we	first	see	the	parameters	passed	to
the	function,	followed	by	any	automatic	variables	declared	in	the	function.	We	next	see	the	frame	pointer,	which	is	the	address	of	the	beginning	of	the	stack	frame.	Finally,	we	have	the	return	bottom	~	frame	pointer	grows	top	Figure	15.3	The	layout	for	a	typical	stack	frame.	15.2	629	address,	which	specifies	where	to	return	control	once	the	function
exits.	The	frame	pointer	must	be	saved	on	the	stack,	as	the	value	of	the	stack	pointer	can	vary	during	the	function	call;	the	saved	frame	pointer	allows	relative	access	to	parameters	and	automatic	variables.	Given	this	standard	memory	layout,	a	cracker	could	execute	a	bufferoverflow	attack.	I-:Ter	goal	is	to	replace	the	return	address	in	the	stack	frame
so	that	it	now	points	to	the	code	segment	containing	the	attacking	program.	The	programmer	first	writes	a	short	code	segment	such	as	the	following:	#include	int	main(int	argc,	char	*argv[])	{	execvp('	'\bin\sh'',	''\bin	\sh'',	NULL);	return	0;	Using	the	execvp	()	system	call,	this	code	segment	creates	a	shell	process.	If	the	program	being	attacked	runs
with	system-wide	permissions,	this	newly	created	shell	will	gain	complete	access	to	the	system.	Of	course,	the	code	segment	could	do	anything	allowed	by	the	privileges	of	the	attacked	process.	This	code	segment	is	then	compiled	so	that	the	assembly	language	instructions	can	be	modified.	The	primary	modification	is	to	remove	unnecessary	features
in	the	code,	thereby	reducing	the	code	size	so	that	it	can	fit	into	a	stack	frame.	This	assembled	code	fragment	is	now	a	binary	sequence	that	will	be	at	the	heart	of	the	attack.	Refer	again	to	the	program	shown	in	Figure	15.2.	Let's	assume	that	when	the	main	()	function	is	called	in	that	program,	the	stack	frame	appears	as	shown	in	Figure	15.4(a).
Using	a	debugger,	the	programmer	then	finds	the	copied	(a)	(b)	Figure	15.4	Hypothetical	stack	frame	for	Figure	15.2,	(a)	before	and	(b)	after.	630	Chapter	15	address	of	buffer	[0]	in	the	stack.	That	address	is	the	location	of	the	code	the	attacker	wants	executed.	The	binary	sequence	is	appended	with	the	necessary	amount	of	NO-OP	instructions	(for
NO-OPeration)	to	fill	the	stack	frame	up	to	the	location	of	the	return	address;	and	the	location.	of	buffer	[0],	the	new	return	address,	is	added.	The	attack	is	complete	when	the	attacker	gives	this	constructed	binary	sequence	as	input	to	the	process.	The	process	then	copies	the	binary	sequence	from	argv	[1]	to	position	buffer	[0]	in	the	stack	frame.
Now,	when	control	returns	from	main	(),	instead	of	returning	to	the	location	specified	by	the	old	value	of	the	return	address,	we	return	to	the	modified	shell	code,	which	runs	with	the	access	rights	of	the	attacked	process!	Figure	15.4(b)	contains	the	modified	shell	code.	There	are	many	ways	to	exploit	potential	buffer-overflow	problems.	In	this
example,	we	considered	the	possibility	that	the	program	being	attackedthe	code	shown	in	Figure	15.2-ran	with	system-wide	permissions.	However,	the	code	segment	that	runs	once	the	value	of	the	return	address	has	been	modified	might	perform	any	type	of	malicious	act,	such	as	deleting	files,	opening	network	ports	for	further	exploitation,	and	so
on.	This	example	buffer-overflow	attack	reveals	that	considerable	knowledge	and	programming	skill	are	needed	to	recognize	exploitable	code	and	then	to	exploit	it.	Unfortunately,	it	does	not	take	great	programmers	to	launch	security	attacks.	Rather,	one	cracker	can	determine	the	bug	and	then	write	an	exploit.	Anyone	with	rudimentary	computer
skills	and	access	to	the	exploita	so-called	then	try	to	launch	the	attack	at	target	systems.	The	buffer-overflow	attack	is	especially	pernicious	because	it	can	be	run	between	systems	and	can	travel	over	allowed	communication	channels.	Such	attacks	can	occur	within	protocols	that	are	expected	to	be	used	to	communicate	with	the	target	machine,	and
they	can	therefore	be	hard	to	detect	and	prevent.	They	can	even	bypass	the	security	added	by	firewalls	(Section	15.7).	One	solution	to	this	problem	is	for	the	CPU	to	have	a	feature	that	disallows	execution	of	code	in	a	stack	section	of	memory.	Recent	versions	of	Sun's	SPARC	chip	include	this	setting,	and	recent	versions	of	Solaris	enable	it.	The	return
address	of	the	overflowed	routine	can	still	be	modified;	but	when	the	return	address	is	within	the	stack	and	the	code	there	attempts	to	execute,	an	exception	is	generated,	and	the	program	is	halted	with	an	error.	Recent	versions	of	AMD	and	Intel	x86	chips	include	the	NX	feature	to	prevent	this	type	of	attack	The	use	of	the	feature	is	supported	in
several	x86	operating	systems,	including	Linux	and	Windows	XP	SP2.	The	hardware	implementation	involves	the	use	of	a	new	bit	in	the	page	tables	of	the	CPUs.	This	bit	marks	the	associated	page	as	nonexecutable,	so	that	instructions	cannot	be	read	from	it	and	executed.	As	this	feature	becomes	prevalent,	buffer-overflow	attacks	should	greatly
diminish.	15.2.5	Viruses	Another	form	of	program	threat	is	a	A	virus	is	a	fragment	of	code	embedded	in	a	legitimate	program.	Viruses	are	self-replicating	and	are	designed	to	"infect"	other	programs.	They	can	wreak	havoc	in	a	system	by	modifying	or	destroying	files	and	causing	system	crashes	and	program	malfunctions.	As	with	most	penetration
attacks,	viruses	are	very	specific	to	architectures,	operating	systems,	and	applications.	Viruses	are	a	particular	problem	for	users	of	15.2	631	PCs.	UNIX	and	other	multiuser	operating	systems	generally	are	not	susceptible	to	viruses	because	the	executable	programs	are	protected	from	writing	by	the	operating	system.	Even	if	a	virus	does	infect	such	a
progran:1,	its	powers	usually	are	limited	because	other	aspects	of	the	system	are	protected.	Viruses	are	usually	borne	via	e-mail,	with	spam	the	most	comrnon	vector.	Internet	They	can	also	spread	when	users	download	viral	programs	file-sharing	services	or	exchange	infected	disks.	Another	common	form	of	virus	transmission	uses	Microsoft	Office
files,	such	as	Microsoft	Word	documents.	These	documents	can	contain	macros	Visual	Basic	programs)	that	programs	in	the	Office	suite	PowerPoint,	and	Excel)	will	execute	automatically.	Because	these	programs	run	under	the	user's	own	account,	the	macros	can	run	largely	unconstrained	(for	example,	deleting	user	files	at	will).	Commonly,	the	virus
will	also	e-mail	itself	to	others	in	the	user's	contact	list.	Here	is	a	code	sample	that	shows	the	simplicity	of	writing	a	Visual	Basic	macro	that	a	virus	could	use	to	format	the	hard	drive	of	a	Windows	computer	as	soon	as	the	file	containing	the	macro	was	opened:	Sub	AutoOpen	()	Dim	oFS	Set	oFS	=	CreateObject('	'Scripting.FileSystemObject'')	vs
=Shell('	'c:	command.com	/k	format	c:'	',vbHide)	End	Sub	How	do	viruses	work?	Once	a	virus	reaches	a	target	machine,	a	program	known	as	a	inserts	the	virus	into	the	system.	The	virus	dropper	is	usually	a	Trojan	horse,	executed	for	other	reasons	but	installing	the	virus	as	its	core	activity.	Once	installed,	the	virus	may	do	any	one	of	a	number	of
things.	There	are	literally	thousands	of	viruses,	but	they	fall	into	several	main	categories.	Note	that	many	viruses	belong	to	more	than	one	category.	File.	A	standard	file	virus	infects	a	system	by	appending	itself	to	a	file.	It	changes	the	start	of	the	program	so	that	execution	jumps	to	its	code.	After	it	executes,	it	returns	control	to	the	program	so	that	its
execution	is	not	noticed.	File	viruses	are	sometimes	known	as	parasitic	viruses,	as	they	leave	no	full	files	behind	and	leave	the	host	program	still	functional.	Boot.	A	boot	virus	infects	the	boot	sector	of	the	system,	executing	every	time	the	system	is	booted	and	before	the	operating	system	is	loaded.	It	watches	for	other	boatable	media	(that	is,	floppy
disks)	and	infects	them.	These	viruses	are	also	known	as	memory	viruses,	because	they	do	not	appear	in	the	file	system.	Figure	15.5	shows	how	a	boot	virus	works.	Macro.	Most	viruses	are	written	in	a	low-levellanguage,	such	as	assembly	or	C.	Macro	viruses	are	written	in	a	high-level	language,	such	as	Visual	Basic.	These	viruses	are	triggered	when	a
program	capable	of	executing	the	macro	is	run.	For	example,	a	macro	virus	could	be	contained	in	a	spreadsheet	file.	Source	code.	A	source	code	virus	looks	for	source	code	and	modifies	it	to	include	the	virus	and	to	help	spread	the	virus.	632	Chapter	15	Figure	i	5.5	A	boot-sector	computer	virus.	Polymorphic.	A	polymorphic	virus	changes	each	time	it
is	installed	to	avoid	detection	by	antivirus	software.	The	changes	do	not	affect	the	virus's	functionality	but	rather	change	the	virus's	signature.	A	a	pattern	that	Cili'i	be	used	to	identify	a	virus,	typically	a	series	make	up	the	virus	code.	Encrypted.	An	encrypted	virus	includes	decryption	code	along	with	the	encrypted	virus,	again	to	avoid	detection.	The
virus	first	decrypts	and	then	executes.	Stealth.	This	tricky	virus	attempts	to	avoid	detection	by	modifying	parts	of	the	system	that	could	be	used	to	detect	it.	For	example,	it	could	modify	the	read	system	call	so	that	if	the	file	it	has	modified	is	read,	the	original	form	of	the	code	is	returned	rather	than	the	infected	code.	Tunneling.	This	virus	attempts	to
bypass	detection	by	an	anti	virus	scanner	by	installing	itself	in	the	interrupt-handler	chain.	Similar	viruses	install	themselves	in	device	drivers.	15.3	633	Multipartite.	A	virus	of	this	type	is	able	to	infect	nmltiple	parts	of	a	system,	including	boot	sectors,	memory,	and	files.	This	makes	it	difficult	to	detect	and	contain.	Armored.	An	armored	virus	is	coded
to	ncake	it	hard	for	antivirus	researchers	to	unravel	and	understand.	It	can	also	be	compressed	to	avoid	detection	and	disinfection.	In	addition,	virus	droppers	and	other	full	files	that	are	part	of	a	virus	infestation	are	frequently	hidden	via	file	attributes	or	unviewable	file	names.	This	vast	variety	of	viruses	is	likely	to	continue	to	grow.	In	fact,	in	2004	a
new	and	widespread	virus	was	detected.	It	exploited	three	separate	bugs	for	its	operation.	This	virus	started	by	infecting	hundreds	of	Windows	servers	(including	many	trusted	sites)	running	Microsoft	Internet	Information	Server	(IIS).	Any	vulnerable	Microsoft	Explorer	Web	browser	visiting	those	sites	received	a	browser	virus	with	any	download.	The
browser	virus	installed	which	records	several	back-door	programs,	including	a	and	credit-card	all	things	entered	on	the	keyboard	(including	numbers).	It	also	installed	a	daemon	to	allow	unlimited	remote	access	by	an	intruder	and	another	that	allowed	an	intruder	to	route	spam	through	the	infected	desktop	computer.	Generally,	viruses	are	the	most
disruptive	security	attacks;	and	because	they	are	effective,	they	will	continue	to	be	written	and	to	spread.	the	active	debates	within	the	computing	community	is	whether	a	JtH'-YHcn;_	in	which	many	systems	run	the	same	hardware,	operating	system,	and/	or	application	software,	is	increasing	the	threat	of	and	damage	caused	by	security	intrusions.
This	monoculture	supposedly	consists	of	Microsoft	products,	and	part	of	the	debate	concerns	whether	such	a	monoculture	even	exists	today.	15.3	Program	threats	typically	use	a	breakdown	in	the	protection	mechanisms	of	a	system	to	attack	programs.	In	contrast,	system	and	network	threats	involve	the	abuse	of	services	and	network	comcections.
System	and	network	threats	create	a	situation	in	which	operating-system	resources	and	user	files	are	Inisused.	Sometimes	a	system	and	network	attack	is	used	to	launch	a	program	attack,	and	vice	versa.	an	operating	system	is-the	more	services	it	has	enabled	The	more	and	the	more	functions	it	allows-the	more	likely	it	is	that	a	is	available	to	exploit.
Increasingly,	operating	systems	strive	to	be	For	example,	Solaris	10	moved	from	a	model	in	which	many	services	(FTP,	telnet,	and	others)	were	enabled	by	default	when	the	system	was	installed	to	a	model	in	which	almost	all	services	are	disabled	at	installation	time	and	must	specifically	be	enabled	system	administrators.	Such	changes	reduce	the
system's	set	of	ways	in	which	an	attacker	can	to	break	into	the	system.	In	the	remainder	of	this	section,	we	discuss	some	examples	of	system	and	network	threats,	including	worms,	port	scamcing,	and	denial-of-service	attacks.	It	is	important	to	note	that	masquerading	and	replay	attacks	are	also	634	Chapter	15	commonly	launched	over	netvvorks
between	systems.	In	fact,	these	attacks	are	more	effective	and	harder	to	counter	when	multiple	systems	are	involved.	For	example,	within	a	computer,	the	operating	system	usually	can	determine	the	sender	and	receiver	of	a	message.	Even	if	the	sender	changes	to	the	ID	of	someone	else,	there	may	be	a	record	of	that	ID	change.	When	multiple
systems	are	involved,	especially	systems	controlled	by	attackers,	then	such	tracing	is	much	more	difficult.	In	general,	we	can	say	that	sharing	secrets	(to	prove	identity	and	as	keys	to	encryption)	is	required	for	authentication	and	encryption,	and	sharing	secrets	is	easier	in	environments	(such	as	a	single	operating	system)	in	which	secure	sharing
methods	exist.	These	methods	include	shared	memory	and	interprocess	comnmnications.	Creating	secure	communication	and	authentication	is	discussed	in	Sections	15.4	and	15.5.	15.3.1	Worms	A	is	a	process	that	uses	the	mechanism	to	ravage	system	performance.	The	worm	spawns	copies	of	itself,	using	up	system	resources	and	perhaps	locking	out
all	other	processes.	On	computer	networks,	worms	are	particularly	potent,	since	they	may	reproduce	themselves	among	systems	and	thus	shut	down	an	entire	network.	Such	an	event	occurred	in	1988	to	UNIX	systems	on	the	Internet,	causing	the	loss	of	system	and	system-administrator	time	worth	millions	of	dollars.	At	the	close	of	the	workday	on
November	2,	1988,	Robert	Tappan	Morris,	Jr.,	a	first-year	Cornell	graduate	student,	unleashed	a	worm	program	on	one	or	more	hosts	corm.ected	to	the	Internet.	Targeting	Sun	Microsystems'	Sun	3	workstations	and	VAX	computers	running	variants	of	Version	4	BSD	UNIX,	the	worm	quickly	spread	over	great	distances;	within	a	few	hours	of	its
release,	it	had	consumed	system	resources	to	the	point	of	bringing	down	the	infected	machines.	Although	Robert	Morris	designed	the	self-replicating	program	for	rapid	reproduction	and	distribution,	some	of	the	features	of	the	UNIX	networking	environment	provided	the	means	to	propagate	the	worm	throughout	the	system.	It	is	likely	that	Morris
chose	for	in.itial	infection	an	Internet	host	left	open	for	and	accessible	to	outside	users.	From	there,	the	worm	program	exploited	flaws	in	the	UNIX	operating	system's	security	routines	and	took	advantage	of	UNIX	utilities	that	simplify	resource	sharing	in	local-area	networks	to	gain	unauthorized	access	to	thousands	of	other	connected	sites.	Morris's
methods	of	attack	are	outlined	next.	The	worm	was	made	up	of	two	programs,	a	(also	called	a	or	program	and	the	main	program.	ll.c,	the	grappling	hook	consisted	of	99	lines	of	C	code	compiled	and	run	on	each	machine	it	accessed.	Once	established	on	the	computer	system	under	attack,	the	grappling	hook	connected	to	the	machine	where	it
originated	and	uploaded	a	copy	of	the	main	worm	onto	the	hooked	system	(Figure	15.6).	The	main	program	proceeded	to	search	for	other	machines	to	which	the	newly	infected	system	could	connect	easily.	In	these	actions,	Morris	exploited	the	UNIX	networking	utility	rsh	for	easy	remote	task	execution.	By	setting	up	special	files	that	list	host-login
name	pairs,	users	can	omit	entering	a	password	each	time	they	access	a	remote	account	on	the	paired	list.	The	worm	searched	these	special	files	for	site	names	15.3	635	rsh	attack	finger	attack	sendmail	attack	worm	sent	target	system	infected	system	Figure	15.6	The	Morris	Internet	worm.	that	would	allow	remote	execution	without	a	password.
Where	remote	shells	were	established,	the	worm	program	was	uploaded	and	began	executing	anew.	The	attack	via	remote	access	was	one	of	three	infection	methods	built	into	the	worm.	The	other	two	methods	involved	operating-system	bugs	in	the	UNIX	finger	and	sendmail	programs.	The	finger	utility	functions	as	an	electronic	telephone	directory;
the	command	finger	user-name©hostname	returns	a	person's	real	and	login	names	along	with	other	information	that	the	user	may	have	provided,	such	as	office	and	home	address	and	telephone	number,	research	plan,	or	clever	quotation.	Finger	runs	as	a	background	process	(or	daemon)	at	each	BSD	site	and	responds	to	queries	throughout	the
Internet.	The	worm	executed	a	buffer-overflow	attack	on	finger.	The	program	queried	finger	with	a	536-byte	string	crafted	to	exceed	the	buffer	allocated	for	input	and	to	overwrite	the	stack	frame.	Instead	of	returning	to	the	main	routine	where	it	resided	before	Morris's	calt	the	finger	daemon	was	routed	to	a	procedure	within	the	invading	536-byte
string	now	residing	on	the	stack	The	new	procedure	executed	/bin/	sh,	which,	if	successful,	gave	the	worm	a	remote	shell	on	the	machine	under	attack.	The	bug	exploited	in	sendmail	also	involved	using	a	daemon	process	for	malicious	entry.	sendmail	sends,	receives,	and	routes	electronic	mail.	Debugging	code	in	the	utility	permits	testers	to	verify	and
display	the	state	of	the	ncail	system.	The	debugging	option	was	useful	to	system	administrators	and	was	often	left	on.	Morris	included	in	his	attack	arsenal	a	call	to	debug	that	-instead	of	specifying	a	user	address,	as	would	be	normal	in	testing-issued	a	set	of	cornmands	that	mailed	and	executed	a	copy	of	the	grappling-hook	program.	Once	in	place,
the	main	worm	systematically	attempted	to	discover	user	passwords.	It	began	by	trying	simple	cases	of	no	password	or	passwords	constructed	of	account-user-name	combinations,	then	used	comparisons	with	an	internal	dictionary	of	432	favorite	password	choices,	and	then	went	to	the	636	Chapter	15	final	stage	of	trying	each	word	in	the	standard
UNIX	on-line	dictionary	as	a	possible	password.	This	elaborate	and	efficient	three-stage	password-cracking	algorithm	enabled	the	worm	to	gain	access	to	other	user	accounts	on	the	infected	system.	The	wonTt	then	searched	for	rsh	data	files	in	these	newly	broken	accounts	and	used	them	as	described	previously	to	gain	access	to	user	accounts	on
remote	systems.	With	each	new	access,	the	worm	program	searched	for	already	active	copies	of	itself.	If	it	found	one,	the	new	copy	exited,	except	in	every	seventh	instance.	Had	the	worm	exited	on	all	duplicate	sightings,	it	might	have	remained	undetected.	Allowing	every	seventh	duplicate	to	proceed	(possibly	to	confound	efforts	to	stop	its	spread
baiting	with	fake	worms)	created	a	wholesale	infestation	of	Sun	and	VAX	systems	on	the	Internet.	The	very	features	of	the	UNIX	network	environment	that	assisted	il"l	the	worm's	propagation	also	helped	to	stop	its	advance.	Ease	of	electronic	communication,	mechanisms	to	copy	source	and	binary	files	to	remote	machines,	and	access	to	both	source
code	and	human	expertise	allowed	cooperative	efforts	to	develop	solutions	quickly.	By	the	evening	of	the	next	day,	November	3,	methods	of	halting	the	invading	program	were	circulated	to	system	administrators	via	the	Internet.	Within	days,	specific	software	patches	for	the	exploited	security	flaws	were	available.	Why	did	Morris	unleash	the	worm?
The	action	has	been	characterized	as	both	a	harmless	prank	gone	awry	and	a	serious	criminal	offense.	Based	on	the	complexity	of	the	attack,	it	is	unlikely	that	the	worm's	release	or	the	scope	of	its	spread	was	unintentional.	The	worm	program	took	elaborate	steps	to	cover	its	tracks	and	to	repel	efforts	to	stop	its	spread.	Yet	the	program	contained	no
code	aimed	at	damaging	or	destroying	the	systems	on	which	it	ran.	The	author	clearly	had	the	expertise	to	include	such	commands;	in	fact,	data	structures	were	present	in	the	bootstrap	code	that	could	have	been	used	to	transfer	Trojan-horse	or	virus	programs.	The	behavior	of	the	program	may	lead	to	interesting	observations,	but	it	does	not	provide
a	sound	basis	for	inferring	motive.	What	is	not	open	to	speculation,	however,	is	the	legal	outcome:	A	federal	court	convicted	Morris	and	handed	down	a	sentence	of	three	years'	probation,	400	hours	of	community	service;	and	a	$10,000	fine.	Morris's	legal	costs	probably	exceeded	$100,000.	Security	experts	continue	to	evaluate	methods	to	decrease	or
eliminate	worms.	A	more	recent	event;	though,	shows	that	worms	are	still	a	fact	of	life	on	the	Internet.	It	also	shows	that	as	the	Internet	grows,	the	damage	that	even	"harmless"	worms	can	do	also	grows	and	can	be	significant.	This	example	occurred	during	August	2003.	The	fifth	version	of	the	"Sobig"	worm,	more	properly	known	as	"
[email	protected],"	was	released	by	persons	at	this	time	unknown.	It	was	the	fastest-spreading	worm	released	to	date,	at	its	peak	mfecting	hundreds	of	thousands	of	computers	and	one	in	seventeen	e-mail	messages	on	the	Internet.	It	clogged	e-mail	inboxes,	slowed	networks,	and	took	a	huge	number	of	hours	to	clean	up.	Sobig.F	was	launched	by
being	uploaded	to	a	pornography	newsgroup	via	an	account	created	with	a	stolen	credit	card.	It	was	disguised	as	a	photo.	The	virus	targeted	Microsoft	Windows	systems	and	used	its	own	SMTP	engine	to	e-mail	itself	to	all	the	addresses	found	on	an	infected	system.	It	used	a	variety	of	subject	lines	to	help	avoid	detection,	including	"Thank	You!"	"Your
details,''	and	"Re:	Approved."	It	also	used	a	random	address	on	the	host	as	the	"From:"	15.3	637	address,	making	it	difficult	to	determine	from	the	message	which	machine	was	the	infected	source.	Sobig.F	included	an	attachment	for	the	target	e-mail	reader	to	click	on,	again	with	a	variety	of	names.	If	this	payload	was	executed,	it	stored	a	program
called	WINPPR32.EXE	in	the	default	Windows	directory,	along	with	a	text	file.	It	also	modified	the	Windows	registry.	The	code	included	in	the	attachment	was	also	programmed	to	periodically	attempt	to	connect	to	one	of	twenty	servers	and	download	and	execute	a	program	from	them.	Fortunately,	the	servers	were	disabled	before	the	code	could	be
downloaded.	The	content	of	the	program	from	these	servers	has	not	yet	been	determined.	If	the	code	was	malevolent,	untold	damage	to	a	vast	number	of	machines	could	have	resulted.	15.3.2	Port	Scanning	Port	scanning	is	not	an	attack	but	rather	a	means	for	a	cracker	to	detect	a	system's	vulnerabilities	to	attack.	Port	scanning	typically	is	automated,
involving	a	tool	that	attempts	to	create	a	TCP	liP	connection	to	a	specific	port	or	a	range	of	ports.	For	example,	suppose	there	is	a	known	vulnerability	(or	bug)	in	sendmail.	A	cracker	could	launch	a	port	scanner	to	try	to	connect,	say,	to	port	25	of	a	particular	system	or	to	a	range	of	systems.	If	the	connection	was	successful,	the	cracker	(or	tool)	could
attempt	to	communicate	with	the	answering	service	to	determine	if	the	service	was	indeed	sendmail	and,	if	so,	if	it	was	the	version	with	the	bug.	Now	imagine	a	tool	in	which	each	bug	of	every	service	of	every	operath	Year:	2,009	Edition:	8th	Edition	Pages:	982	Pages	In	File:	982	Language:	English	Issue:	2011	12	30	Identifier:
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